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Abstract

Background:
Biomedical curators are often required to semantically index large numbers of

biomedical articles, using hierarchically related labels (e.g., MeSH headings).
Large scale hierarchical classification, a branch of machine learning, can facilitate
this procedure, but the resulting automatic classifiers are often inefficient because
of the very large dimensionality of the dominant bag-of-words representation of
texts. Feature selection quickly harms the accuracy of the classifiers in this
particular task, and dimensionality reduction transformations (e.g., PCA-based)
usually cannot be efficiently applied to very large corpora.

Methods:
We examine the use of dense word vectors, also known as word embeddings, as

an efficient method of dimensionality reduction that makes hierarchical text
classification algorithms more scalable in biomedical semantic indexing, without
being less effective than the usual bag-of-words representation. We consider
several approaches for the transition from dense word vectors to dense vectors
that represent entire texts, proposing the approach that we believe fits better this
domain. We experiment with flat and hierarchically expanded K-nearest neighbor
classifiers that employ dense vector representations of article abstracts, examining
the effect of various parameters. We also present a high precision system that can
be combined with the Medical Text Indexer (MTI) system of the US National
Library of Medicine (NLM) to improve its performance.

Results:
Our experiments were performed on biomedical semantic indexing datasets of

the BioASQ challenge. We show that dense word vectors can lead to very large
dimensionality reduction (from millions of features to just 200), compared to the
usual bag-of-words representation, reducing significantly the training and
classification times of the classifiers, without degrading their effectiveness. We
also present experiments on the combination of our high precision system with
MTI, showing improvements in overall performance.

Conclusions: Dense word vectors (word embeddings) can lead to very large
dimensionality reduction, making hierarchical text classification algorithms more
scalable in biomedical semantic indexing, without degrading their effectiveness.
K-nearest neighbor classifiers with dense vector representations of abstracts can
help improve the performance of NLM’s MTI semantic indexing system.

Keywords: Large Scale Hierarchical Text Classification; Semantic Indexing;
Biomedical Curation; Continuous Space Word Vectors; Word Embeddings
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Background
Curating biomedical articles is an overwhelming task because of the very large

number of articles being published and the specialized knowledge required to un-

derstand and organize them. The online biomedical bibliographic database PubMed

currently comprises approximately 24 million references and was growing at a rate

of approximately 21,500 new articles per week in 2013. Figure 1 shows the num-

ber of biomedical articles indexed by PubMed per year.[1] A common curation task

is to manually tag each newly published article with concepts from a controlled

biomedical taxonomy, comprising tens of thousands of concepts. The tags and the

taxonomy can then be used, for example, in search engines to retrieve articles whose

concepts correspond to terms of the query (or their synonyms, hypernyms, etc.), or

to hierarchically organize the retrieved articles [2].

Figure 1 Biomedical articles indexed by PubMed per year.

The US National Library of Medicine (NLM), the world’s largest biomedical li-

brary, employs biomedical experts as curators to index biomedical journal articles

by tagging them with subject headings (concepts) of the MeSH hierarchy [3].[2] Fig-

ure 2 shows a fraction of the MeSH hierarchy, which contains approximately 27,150

subject headings (shown as nodes). Tagging each article with one or more MeSH

headings or, more generally, concepts from a taxonomy can be viewed as a problem

of hierarchical classification [4]; in particular a case of multi-label hierarchical text

classification [5]. The concepts are viewed as classes and the articles as instances

to be classified; the term ‘multi-label’ indicates that there may be more than one

correct concepts (classes) per instance (article) [6]. Specialized machine learning al-

gorithms and evaluation measures have been proposed for hierarchical classification

[7]. In Fig. 2, for example, mistakenly tagging an article with the heading Symbolism

instead of History is less severe an error than tagging it with Virus Diseases and

evaluation measures need to take such differences into account.

[1]All statistics obtained from [1] in March 2015.
[2]We consider only MeSH ‘subject headings’ (also known as ‘descriptors’), not ‘qual-

ifiers’ (‘subheadings’), as in BioASQ.



Kosmopoulos et al. Page 3 of 20

Figure 2 A tiny fraction of the MeSH hierarchy. Assigning MeSH subject headings to each
article is a case of multi-label hierarchical text classification. Tagging an article with Symbolism
instead of History is less severe an error than tagging it with Virus Diseases.
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Automatically assigning MeSH subject headings to biomedical articles is also one

of the tasks of the annual Biomedical Semantic Indexing and Question Answering

challenge (BioASQ, Task A) [8, 9]. In this task, a large corpus of abstracts (and

titles) of biomedical journal articles (from PubMed) is provided to the challenge

participants as training data, along with the MeSH subject headings the NLM cu-

rators assigned to the articles. During the challenge, the participating systems are

given the abstracts (and titles) of newly published articles before the NLM curators

have assigned them MeSH headings (for most journals, there is a curation backlog

of a few weeks).[3] The systems report their decisions, and when the correct MeSH

headings (of the curators) are available, the responses of the systems are evalu-

ated. In practice, helping the curators assign subject headings in a semi-automated

manner (e.g., by proposing possibly relevant headings) is a more realistic goal. The

NLM has developed a system, the Medical Text Indexer (MTI), which is used for

this purpose [10]. MTI follows a two-stage process to propose a set of MeSH subject

headings for each article. In the first stage, the MetaMap tool [11] is used to identify

concepts, ranks them and maps them to potential MeSH headings. In the second

stage, a k-NN based approach identifies related articles and proposes extra MeSH

headings based on them. MTI and its results are available to BioASQ participants

as a baseline and a system to build upon.

Most hierarchical classification systems employ either flat classifiers or cascades

of classifiers [5]. Flat classifiers [12, 13, 14] ignore the hierarchical relations between

the classes (concepts), i.e., treat the classification problem as a non-hierarchical one,

with as many (unrelated) classes as the number of nodes in the hierarchy. Cascades

train a separate classifier for each node and usually operate in a top-down manner

[15, 16]. Starting from the root, the classifier of each node decides if the instance

(article) being classified should be passed on to any of the daughter nodes (and

which ones), or if the instance should be classified as belonging in the current node.

When classifying texts, both flat classifiers and cascades usually represent each text

as a bag-of-words (BOW), i.e., a vector whose components (viewed as features)

[3]The PubMed identifiers of the articles are also provided. Hence, the participants

may also consider the full text of the articles when it is available (e.g., via PubMed

Central), but most (if not all) of the participating systems use only the abstracts.
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show which words are present in the text (for Boolean features), or the TF-IDF (or

other similar) scores of the words in the text, in both cases ignoring word order.[4]

Unfortunately, in large-scale hierarchical text classification BOW representations

lead to millions of features, one for each vocabulary word (e.g., each word with at

least a minimum number of occurrences in the training data) [18]. Standard feature

selection techniques (e.g., Information Gain, χ2 [19]) cannot be used to reduce signif-

icantly the number of BOW features, because in practice at least a few features (for

characteristic vocabulary words) are needed per class, and there are thousands of

classes (approximately 27,150 in our case). Classes at the upper levels of the hierar-

chy correspond hundreds or even thousands of descendant classes. Feature selection

for such a class would be ineffective, since a lot of features (at least as many as the

descendant classes of it) would need to be kept for classification. Indeed, the best

performing flat classifiers of BioASQ use BOW features without feature selection

[17]. In top-down cascades with BOW representations, feature selection at the top

nodes of the hierarchy quickly degrades performance [20], because large numbers of

features (vocabulary words) are needed to capture the very large topic variety of

the texts those classifiers handle, and reducing the number of features quickly leads

to indistinguishable instances (e.g., all-zero feature vectors) belonging in different

daughter nodes. Methods like Principal Components Analysis (PCA) [21], which

can be used to map the original vector space to a space of lower dimensionality

(intuitively constructing new features for combinations of the original ones), cannot

usually be applied to large scale hierarchical text classification, because of their

computational complexity (e.g., PCA requires a costly eigen decomposition) [20].[5]

Another problem of BOW representations of texts is that closely words (e.g.,

singular and plural forms, synonyms) are treated as completely different (they are

represented by different features). Stemmers are often used to group morphologically

related words (e.g., convert ‘proteins’ to ‘protein’), but standard stemmers perform

poorly in biomedical texts [22]. Biomedical thesauri (e.g., UMLS [23]) and tools

that identify and normalize biomedical terms (e.g., MetaMap [11]) can help group

(e.g., represent by the same feature) closely related terms (e.g., synonyms), possibly

increasing classification accuracy [24], but they do not decrease significantly the

vocabulary size (number of BOW features). Very large numbers of features often

lead to training and classification times that are prohibitively large for practical

applications, even if implementations of machine learning algorithms optimized for

(typically very sparse) BOW feature vectors are used.[6]

[4]TF-IDF scores are defined below. Features corresponding to n-grams [17] are much

less frequently used in hierarchical text classification.
[5]In previous work [20], we proposed a PCA version efficient enough to be applied

to the upper levels of a top-down cascade, but it decreased the cascade’s accuracy.

Furthermore, that PCA version is only applicable to tree concept hierarchies, but

the MeSH hierarchy is not a tree (a node can have more than one parents).
[6]In our experiments, we use implementations optimized for each type of features.

Large feature sets may also lead to over-fitting, but we do not study this issue here.
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Methods
Dense word vectors

In BOW representations, each word of the vocabulary is in effect represented as a

‘one-hot’ vector with as many components (features) as the size of the vocabulary

(millions of components in our case), and only one non-zero component (corre-

sponding to the particular word). When Boolean features are used, the representa-

tion of a text is the sum of the vectors of its words, typically a very sparse vector

(mostly zero components). In recent years, several methods have been proposed

[25, 26, 27, 28, 29, 30] that map each vocabulary word to a dense vector (mostly

non-zero components) of a space with a much lower dimensionality (often 100–300

dimensions in practical applications), so that words that occur in similar contexts

in a large corpus are mapped to similar vectors (e.g., in terms of cosine similarity).

Vectors of this kind, known as continuous space word vectors or word embeddings,

have been found to capture morpho-syntactic and semantic properties of the corre-

sponding words [31].

We show experimentally in the Results section that dense word vectors with as

few as 200 features (components) allow performing large-scale biomedical semantic

indexing as effectively as (and in some cases better than) with BOW vectors of mil-

lions of features, significantly reducing training and classification times. Previous

work has already used dense vectors in flat text classification tasks (e.g., sentiment

classification [26, 32]) and other biomedical text processing tasks (e.g., biomedi-

cal named entity recognition [33]), but not in hierarchical text classification and

biomedical semantic indexing.

To obtain dense word vectors, we applied word2vec [26, 34] to the 10,876,004

English abstracts of biomedical articles that were provided as training data in the

first year of the BioASQ semantic indexing challenge. We used the ‘skip-gram’ model

of word2vec, which can be efficiently applied to very large corpora [26, 30, 35].

Roughly speaking, the model maps each vocabulary word w to a dense vector ~w

that can be used to predict the (dense vectors of) the other vocabulary words w′

that are likely to occur near w. We set the dimensionality of the dense vectors to

200, since previous work shows that 100–200 dimensions lead to reasonably good

vectors [36].[7] Punctuation symbols, brackets etc. were removed and all letters

were converted to lower case. All words appearing in fewer than five abstracts were

ignored. The resulting dense vectors of 1,701,632 distinct words (the vocabulary)

are available [37]. Constructing them took approximately 3 hours.[8]

As a preliminary investigation of the value of the constructed dense vectors, we

identified the 100 most frequent words (excluding stop-words) of the 310 English

biomedical questions that were provided in the first year of the BioASQ question

[7]We use the skip-gram model with negative sampling and default parameters,

unless stated otherwise. For a detailed discussion of how word2vec relates to other

methods that produce word embeddings and the broader field of distributional

similarity, consult Levy et al. [30], who also report that the skip-gram model of

word2vec is particularly efficient and robust in terms of performance.
[8]A server with an Intel Xeon 2.7 GHz CPU and 64 GB RAM was used. The

word2vec implementation we used was single-threaded.
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answering task (Task B).[9] For each of these 100 words, we selected its three closest

words (among the 1,701,632), using the cosine similarity of the corresponding dense

word vectors as a measure of word proximity. We then showed the 100 words and the

closest three words of each one to two biomedical experts (members of the BioASQ

biomedical experts group). For each of the 100 words, the two experts were asked to

jointly mark the three closest words as relevant (closely related), possibly relevant,

or irrelevant. Table 1 shows the 30 most frequent of the 100 words and the verdicts

of the experts. Most of the closest words were found to be closely relevant. Notice

that the closest words include several synonyms, semantically, and morphologically

related terms (e.g., ‘treatment’–‘therapy’, ‘heart’–‘cardiac’, ‘thyroid’–‘thyroidal’).

Table 1 Closest words to the 30 most frequent words of the BioASQ question answering task, using
the cosine similarity of the dense vectors to measure proximity. Relevant (closely related) words are
shown in bold, possibly relevant in normal font, and irrelevant (or misspelled) words in strikeout.

protein proteins a-anchoring pka-anchoring
thyroid thyroidal nonthyroid hyperfunctioning
associated correlated related correlates
hormone gh luetinizing fshluteinizing
human murine mouse immortalized
used utilized employed applied
genes gene paralogs operons
treatment therapy treatments treating
disease diseases disease-like mmrn1rs6532197
gene genes pseudogene gene-encoding
heart cardiac chf congestive
role roles plays play
affect alter modify impair
dna dnas bisulfite-treated polymerase-mediated
histone histones h4k16 h4
involved implicated participates regulating
list lists listing to-do
proteins protein polypeptides hsp70s
known yet presently well-known
patients outpatients subjects whom
present this aimed our
cancer cancers crc caner
receptor receptors hmc5 5-nonyloxytryptamine
regulate modulate regulates orchestrate
cell cells cancer-cell sw1710
coding 5-noncoding 5-untranslated 3-noncoding
inhibitors inhibitor small-molecule atp-competing
many several some numerous
related linked associated relate
cardiomyopathy cardiomyopathies myocardiopathy dcm

Dense vectors for abstracts

Having computed the dense vectors of all the vocabulary words, the simplest

method to obtain a dense vector ~t (of the same dimensionality) for a text t =

〈w1, w2, . . . , wn〉 of n consecutive word occurrences is to simply compute the cen-

troid of the dense vectors ~wi of the word occurrences:

~t =
1

n

n∑
i=1

~wi =

|V |∑
j=1

~wj · TF(wj , t)

|V |∑
j=1

TF(wj , t)

(1)

[9]Task B uses datasets containing development and test questions, constructed by

a team of biomedical experts, along with gold standard (reference) answers.
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where |V | is the number of (distinct) words in the vocabulary, and TF(wj , t) is the

term frequency (number of occurrences) of the j-th vocabulary word in the text t.

Preliminary experiments that we performed indicated improved classification re-

sults by including the inverse document frequencies IDF(wj) in the centroids of the

texts (in our case, abstracts), as follows:

~t =

|V |∑
j=1

~wj · TF(wj , t) · IDF(wj)

|V |∑
j=1

TF(wj , t) · IDF(wj)

(2)

where IDF(wj) = log |D|
|D(wj)| , |D| is the total number of abstracts in the dataset

we obtained dense word vectors from, and |D(wj)| is the number of those abstracts

that contain the word wj . In the remainder of this article, we use Eq. 2 to compute

the centroids of abstracts. Having computed (off-line) the dense vectors of the vo-

cabulary words and the IDF scores, computing the centroids of the approximately

4,000 (unseen) abstracts of a new weekly test set of the BioASQ semantic indexing

task takes less than a minute.[10]

More elaborate methods to produce dense vectors for entire texts have also been

proposed. Le and Mikolov [38] map not only vocabulary words, but also entire para-

graphs (or sentences, or texts) to dense paragraph vectors, so that the dense vector

of each paragraph can be used to predict the (dense vectors of) the paragraph’s

words; alternatively, the dense vector of each paragraph and the (dense vectors of)

sequences of words from the paragraph are required to predict the (dense vector of)

the words that follow the sequences. In both models, each paragraph vector can be

thought of as a representation of the topics of the corresponding paragraph. Le and

Mikolov [38] reported that the best paragraph vectors were the concatenations of the

paragraph vectors of their two models. We used an implementation of their meth-

ods, called sentence2vec [39], to produce a paragraph vector for each abstract in our

experiments, as an alternative to using abstract centroids.[11] The main limitation

of sentence2vec is that it is very slow, given the scale of our datasets. Furthermore,

it requires reprocessing the entire training dataset jointly with each new weekly test

set of abstracts to produce paragraph vectors for the new abstracts. Dal et al. [36]

compared paragraph vectors to LDA-based representations (representing each text

as a distribution of latent topics) [41], BOW vectors, and centroids of dense vectors

(without IDF scores). Their experiments showed that Paragraph Vectors in certain

cases (e.g., measuring semantic similarity on Wikipedia articles) performed better

than the other approaches, while in other cases they performed worse.

Large scale hierarchical text classification

As already noted, several hierarchical text classification systems use flat classifiers,

in effect ignoring the hierarchy. In the Large Scale Hierarchical Text Classification

[10]On an Intel i7 3.2 GHz CPU with 32 GB RAM, using 8 threads.
[11]We note, however, that the documentation of sentence2vec is currently very lim-

ited, and it is unclear if it follows closely the methods of Le and Mikolov [38], and

exactly which ones. An alternative implementation, called doc2vec, has recently

become available [40], but it was not available during our experiments.
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(LSHTC) challenges [42], for example, three of the best performing systems did

not use the hierarchy at all [12, 13, 43]. Other methods use the hierarchy only to

create features for flat classifiers [44], or use simplified forms of the hierarchy [15].

Among the systems that use the hierarchy (or a simplified form of it), top-down

cascades are the most popular approach [15, 16]. They scale well to very large

training datasets, compared to other hierarchy-aware classifiers [45, 46], but the

higher-level classifiers propagate errors to the lower-level ones. Applying top-down

cascades is also not straightforward when the hierarchy is not a tree (when a node

can have multiple parents) and when texts belong in multiple classes (nodes).

In the BioASQ semantic indexing challenge, the hierarchy of MeSH headings is

not a tree and each abstract belongs in 12 classes (nodes) on average. These factors

make the successful use of the hierarchy more difficult, and most of the participants

so far ignore it. The best system in the first year of the challenge, for example, used

a flat Support Vector Machine (SVM) [17]. The most popular machine learning

algorithms (used as flat classifiers or in cascades) are SVMs [47, 48], K-nearest

neighbors (K-nn) [49], and (less frequently) Naive Bayes [50, 51]. BOW features

are the most popular representation of texts, usually with TF-IDF values.

The Medical Text Indexer (MTI) [52] of NLM plays a central role in the BioASQ

semantic indexing challenge, both as a baseline and as a component in several

of the participating systems. The Default MTI is a high recall rule-based system

which is available to all participants. MTI First-Line Indexer (MTIFL), on the

other hand, is a high precision system, used to assign preliminary MeSH headings

to journal abstracts; its decisions are then reviewed by expert curators. In BioASQ,

the performance of MTIFL was lower than that of MTI.

Flat K-nn classifiers

In most of our experiments, we used flat K-nn classifiers.[12] During training, K-nn

classifiers simply store the vector representations of the training instances (in our

case, the BOW, dense centroid, or paragraph vectors of the training abstracts), along

with their correct classes (the correct MeSH headings). In single-label classification,

i.e., when each instance belongs in a single class, K-nn places each test instance

(new abstract) in the class that is most frequent along the K training instances

(neighbors) that are closest to the test instance, K being a parameter to be tuned.

In BioASQ, however, classifying each test instance in the single, most frequent class

of its K neighbors would miss many of the correct classes of the test instance. A

simple alternative that we adopted was to consider each class separately, and classify

the test instance in the class being considered if at least p (e.g., p = 50%) of the K

neighbors belong in the class. Since the main goal of our work was to demonstrate

that dense vectors are overall a good option for large scale biomedical semantic

indexing, we decided to ignore the problem of rare classes, but our experimental

results confirm that rare classes need to be considered further.[13]

The value of K also greatly affects the behavior of the classifier. As K increases,

precision improves, but recall decreases. Rare classes are particularly affected by

[12]We used our own K-nn implementation, optimized for BOW and dense vectors.
[13]Examples of rare classes are: Streptogramin and Corpse Dismemberment, with 5 and 4

instances, respetively, in the training dataset of the second year of BioASQ.
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the value of K. In Fig. 3, for example, D is a relatively rare class, since it appears

in only 5 of the 21 nearest training instances. Thus, for K = 21 it would not be

selected if p = 50%, but for K = 5 it would be selected (again if p = 50%), since

it would appear in 3 of the 5 nearest training instances. An interesting approach

for future work would be to combine K-nn classifiers with different K values in

a meta-classifier. The meta-classifier might learn to trust classifiers with small K

values for rare classes, and classifiers with large K values for more frequent classes.

In large-scale classification, where there are tens of thousands of classes and mil-

lions of instances, K-nn is particularly popular, because its training time is minimal

(at the expense of storing all the training instances), whereas other classifiers (e.g.,

SVMs) require much longer training times. On the other hand, K-nn is slower dur-

ing prediction (when classifying test instances), since it has to compute the distance

between the test instance and every (stored) training instance to obtain theK neigh-

bors. Efficient implementations for sparse vectors (e.g., storing and comparing only

non-zero features) can significantly reduce the prediction time of k-NN when BOW

features are used. Dense vectors with small numbers of features also significantly

reduce the prediction time. We used implementations optimized for each type of

features in our experiments.[14] To compute the distances between training and test

instances, we experimented with both Euclidean distance and cosine similarity.

Figure 3 Illustration of a K-nn classifier. A test instance is shown at the center, along with its
K nearest training instances, for different values of K. The classes of the training instances are
shown in square brackets.
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Hierarchically expanded K-nn classifiers

We also experimented with a version of K-nn that exploits (still to a small extent)

the class hierarchy. This version, which we call hierarchically expanded K-nn (HE-

[14]Further improvements are possible by indexing the training instances [53].
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K-nn), treats the parents and children of a class C as being identical to C, when

examining the K neighbors. Let us assume, for example, that K = 5, p = 50%,

that only 2 of the nearest 5 training instances belong in class C, and that another

training instance among the 5 nearest ones belongs in a parent or child class of C.

The simple K-nn would not classify the test instance in C, but HE-K-nn would. A

second version of HE-K-nn, treats only the children (not the parents) of the class

C as being identical to C.

High precision classification

Our experiments show that K-nn can provide precise predictions, especially for

frequent classes. On the other hand, Default MTI (hereafter MTI) is a high recall

system that performs well for rare classes. Therefore, we decided to combine the two

systems. Since MTI already performs well, we aimed to increase its performance

by adding to its predictions some classes for which K-nn is very confident, thus

increasing MTI’s recall further, without losing too much in terms of precision.

The first step in this hybrid MTI/K-nn approach is to select a relatively large

value for K. A large K will cause K-nn to miss some of the rare classes, but we

hope that MTI will compensate for this. The second step is to filter the predicted

classes of K-nn using a separate logistic regression classifier for each class (node of

the hierarchy).[15] We selected logistic regression, for this task, since it is scalable

and does not require tuning (performs well with the default parameter settings).

For each predicted class C of K-nn, the corresponding logistic regression classifier

decides if the test instance will be classified in C or not. Filtering can be useful,

in order to detect classes that were erroneously predicted by the K-nn, because

of their high frequency in the datasets. The final step is to add the filtered K-nn

predictions to the predictions of MTI.

More precisely, the logistic regression classifier of each class (node) C returns a

probability estimate that the test instance belongs in C. If the estimate exceeds a

threshold t, we classify the test instance in C. The logistic regression classifier of each

class C was trained using the training instances of C as positive examples, and the

training instances of the parents, children, and siblings of C as negative examples.

When the negative examples were too few (less than 50), training instances from

the parents and children of the siblings of C were added as negative examples.

Results
Datasets

All of our experiments were performed on datasets of the BioASQ semantic indexing

task. To obtain dense word vectors, we applied word2vec to the 10,876,004 training

abstracts of the first year of the task (Table 2). This dataset contains 18,560,735

distinct words, but we produced dense vectors only for words that occured in at

least five abstracts of this dataset, which led to dense vectors for a vocabulary of

1,701,632 distinct words. The classifiers (K-nn, HE-K-nn, logistic regression) of our

[15]We used the Liblinear implementation [54] of logistic regression, with ridge reg-

ularization (L2), which performs better than lasso [55]. We used logistic regression

(to filter the decisions of K-nn), because it is scalable to the size of the data and

insensitive to its single parameter.
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experiments were trained on the 4,499,338 abstracts of the training dataset of the

second year of the BioASQ task; this dataset is smaller than the training dataset of

the first year, because it comprises abstracts only from the particular journals the

test abstracts of BioASQ come from. In experiments with BOW features, we used

features corresponding to the 1,701,632 distinct words we had dense vectors for; we

also experimented with BOW features corresponding to the 4,406,024 distinct words

of the dataset we used to train the classifiers, but there was hardly any difference in

the results. Recall, also, that in experiments with dense vectors, only 200 features

are used. For testing, we used the test abstracts of the first five weeks of the second

year of BioASQ (approx. 4,500 abstracts per week).[16]

Table 2 The datasets of our experiments. We applied word2vec to the training abstracts of the first
year of the BioASQ semantic indexing task. The classifiers were trained on the training abstracts of
the second year. For testing, we used the test abstracts of the first five weeks of the second year.

Number of Abstracts Distinct Words
Word2vec training dataset 10,876,004 18,560,735
Classifiers training dataset 4,499,338 4,406,024

Week1 test dataset 4,440 98,555
Week2 test dataset 4,721 100,994
Week3 test dataset 4,802 105,654
Week4 test dataset 3,579 84,623
Week5 test dataset 5,299 113,658

In experiments with sentence2vec, we used the 10,876,004 training abstracts of the

first year to obtain dense word vectors (as with word2vec), and we then produced

paragraph vectors for the 4,499,338 training abstracts of the second year and the

4,440 test abstracts of the first week. We did not experiment with test abstracts of

the other four weeks using sentence2vec, mostly because it was very slow.

Evaluation measures

In hierarchical classification, two kinds of evaluation measures exist [7]. Flat evalua-

tion measures ignore the hierarchy and treat all misclassification errors in the same

way, regardless of the distance between the predicted and correct classes (Fig. 2).

By contast, hierarchical evaluation measures take into account the positions of the

predicted and correct classes in the hierarchy. The BioASQ semantic indexing task

ranks the participating systems using both flat and hierarchical measures.

The main flat measure of BioASQ is micro-averaged F1 (micro F1), which is a

combination (harmonic mean) of micro-averaged precision (micro precision) and

micro-averaged recall (micro recall), but macro-averaged F1 (macro F1) is also re-

ported. These measures are defined as follows.[17] The precision (Pi) of a class Ci

(node of the hierarchy) is the number of test instances (abstracts) correctly classi-

fied in Ci (true positives, TP i), divided by the number of test instances the classifier

placed in Ci (true positives and false positives, TP i + FP i). The recall (Ri) of a

class Ci is the number of test instances correctly classified in Ci (TP i), divided

by the number of test instances that truly belong in Ci (true positives and false

negatives, TP i + FN i). The F1 score of Ci combines Pi and Ri.

Pi =
TP i

TP i + FP i
, Ri =

TP i

TP i + FN i
, F1,i =

2 · Pi ·Ri

Pi +Ri

[16]These five test datasets are collectively known as ‘Batch 1’ of the second year.
[17]We compute all the measures using the ‘oracle’ service of BioASQ [56].
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Macro precision and macro recall average Pi and Ri over all the |C| classes.

Macro Precision =
1

|C|

|C|∑
i=1

Pi, Macro Recall =
1

|C|

|C|∑
i=1

Ri

Macro F1 combines macro precision and macro recall.

MacroF1 =
2 ·Macro Precision ·Macro Recall

Macro Precision + Macro Recall

By contrast, micro precision and micro recall are defined as follows.

Micro Precision =

∑|C|
i=1 TP i∑|C|

i=1 TP i + FP i

, Micro Recall =

∑|C|
i=1 TP i∑|C|

i=1 TP i + FN i

Micro F1 combines micro precision and micro recall.

MacroF1 =
2 ·Micro Precision ·Micro Recall

Micro Precision + Micro Recall

The micro-averaged measures assign greater importance to classes with more test

instances; consequently, rare classes do not influence much the results. By contrast,

the macro-averaged measures assign equal importance to all classes. We also report

accuracy scores, i.e., the number of correctly classified test instances divided by the

total number of test instances. Accuracy is also a flat evaluation measure.

The main hierarchical measure of BioASQ is the Least Common Ancestors F1

measure (LCA-F1). This measure creates two graphs for each test instance, one for

the predicted and one for the true classes of the instance. The graphs are created

in a way that guarantees that they contain the minimum number of nodes each,

and that their union graph contains a path that connects each predicted class to

a correct class of the test instance and vice versa. LCA precision, LCA recall, and

(their combination) LCA F1 are then computed as operations between the sets of

nodes of the two graphs. Consult [7] for a formal definition of this measure.

Experiments with flat K-nn classifiers

In a first set of experiments, we compared three flat K-nn classifiers that represent

the abstracts as centroids (with TF-IDF weights) of dense word vectors, paragraph

vectors, and BOW vectors (with TF-IDF values), respectively. We set p = 50% and

K = 5 in all three classifiers. In all three classifiers, we used cosine similarity. We

tested the classifiers only on the test dataset of the first week (Week 1 of Table 2),

because some of these experiments were particularly time consuming.[18]

Table 3 shows the results of this first set of experiments. The centroids of dense

word vectors led to better performance than BOW vectors in micro F1 and LCA

F1 (BioASQ uses these two measures, to decide the winners of the challenge) and

also in terms of accuracy. In contrast, BOW vectors were better in macro F1. It

[18]This and all of the following experiments were performed using an Intel i7 3.2

GHz CPU (8 threads) with 32 GB RAM.
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seems that BOW vectors represent rare classes better; hence, they win in macro F1,

which assigns equal importance to rare and frequent classes. Paragraph vectors also

performed better than BOW vectors in terms of micro F1, LCA F1, and accuracy,

and worse than BOW vectors in terms of macro F1. Compared to dense vector cen-

troids, paragraph vectors performed worse in all four measures (micro F1, macro F1,

accuracy, LCA F1). Also, the preprocessing time to construct the paragraph vec-

tors of the test abstracts was prohibitively high (9,960 min), because sentence2vec

preprocesses the training abstracts anew, along with the test abstracts, to produce

paragraph vectors for the test abstracts. By contrast it took only one minute to

produce the dense centroids or BOW representations of all the test abstracts. Most

importantly, classifying all the abstracts of the first test week took only 50 min-

utes using the dense centroid or paragraph vectors (both use 200 features), but 470

minutes using the BOW representations (1,701,632 features).

Table 3 Comparing K-nn classifiers (K = 5, p = 50%, cosine similarity) that use centroids of dense
word vectors, paragraph vectors, and BOW vectors. The centroids of dense word vectors performed
better than BOW vectors in Micro F1 and LCA F1, but worse in Macro F1, indicating that dense
word vector centroids represent frequent classes better. Paragraph vectors performed worse than
centroids of dense vectors, and computing the paragraph vectors was particularly slow. Classifying
abstracts using dense vectors was an order of magnitude faster than using the BOW vectors.

Dense TF-IDF Centroids Paragraph Vectors TF-IDF Bag-of-words
Micro F1 40.8% 39.9% 38.1%
Micro Precision 62.2% 64.6% 61.9%
Micro Recall 30.4% 28.9% 27.6%
Macro F1 17.1% 13.3% 20.1%
Macro Precision 51.7% 52.8% 59.7%
Macro Recall 15.2% 11.8% 17.9%
Accuracy 26.3% 25.3% 24.6%
LCA-F1 34.5% 32.5% 31.8%
LCA Precision 53.7% 54.4% 53.1%
LCA Recall 27.5% 25.3% 24.8%
Classification Time 50 min 50 min 470 min
Preprocessing Time 1 min 9,960 min 1 min

In further experiments, we measured the effectiveness of the K-nn classifiers that

use dense vector centroids and paragraph vectors, now adopting Euclidean distance,

rather than cosine similarity; we used the same test data (Week 1), as in the pre-

vious experiments. Cosine similarity is usually considered more appropriate than

Euclidean distance for BOW vectors.[19] It is less clear if cosine similarity is also

better for dense vectors (centroids of dense vectors and paragraph vectors). Hence

we wanted to investigate in these experiments if the effectiveness of the two clas-

sifiers that use dense vector representations could be improved further by the use

of Euclidean distance. Table 4 shows that Euclidean distance does not improve the

overall performance of the classifier that uses dense vector centroids. The micro

F1, macro F1, accuracy, and LCA-F1 scores of this classifier were slightly higher

when using cosine similarity and the precision (all three variants) of the classifier

was slightly higher with the Euclidean distance. In the following experiments, we

used the Euclidean distance in the classifier with dense vector centroids, because

we aimed to eventually combine a high precision classifier with Default MTI. The

overall performance of the classifier that uses paragraph vectors was also worse with

[19]Cosine similarity compares the directions of the vectors, intuitively their topical

similarity, whereas Euclidean distance also considers their magnitutes.
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Euclidean distance, but in this case the deterioration (in micro F1, macro F1, ac-

curacy, and LCA-F1) was surprisingly larger. We did not experiment any further

with paragraph vectors and BOW features, given that the dense centroid vectors

performed overall better and were computationally more efficient.

Table 4 Comparing K-nn classifiers (K = 5, p = 50%) that use dense vector representations, with
cosine similarity or Euclidean distance. Euclidean distance did not improve the overall performance of
the classifier that uses dense vector centroids, but the difference (compared to cosine similarity) was
small, and the precision of the classifier was slightly higher with Euclidean distance. The performance
of the classifier that uses paragraph vectors was much worse with Euclidean distance.

Dense TF-IDF Centroids Paragraph Vectors
Cosine sim. Euclidean dist. Cosine sim. Euclidean dist.

Micro F1 40.8% 40.3% 39.9% 28.6%
Micro Precision 62.2% 62.6% 64.6% 66.6%
Micro Recall 30.4% 29.7% 28.9% 18.2%
Macro F1 17.1% 15.9% 13.3% 5.7%
Macro Precision 51.7% 52.2% 52.8% 49.7%
Macro Recall 15.2% 13.9% 11.4% 4.5%
Accuracy 26.3% 25.8% 25.3% 16.9%
LCA-F1 34.5% 33.6% 32.5% 23.3%
LCA Precision 53.7% 53.9% 54.4% 52.5%
LCA Recall 27.5% 26.6% 25.3% 16.4%

Table 5 shows the effect of K on the performance of the K-nn classifier that

uses dense vector centroids (the best representation of our previous experiments)

with Euclidean distance; we used the same test data (Week 1), as in the previous

experiments. As the value ofK increases, precision (all three variants) also increases,

while recall (the corresponding variants) decreases. This is expected due to the

requirement that at least half (p = 50%) of the K nearest neighbors must belong

in a class Ci, in order to classify the test instance into Ci.

Table 5 Performance of the K-nn classifier (p = 50%) with dense vector centroids and Euclidean
distance, for different values of K. Higher K values lead to higher precision at the expense of lower
recall. In terms of overall performance (F1 measures and accuracy), lower K values are better.

K = 5 K = 7 K = 13 K = 21
Micro F1 40.3% 39.7% 38.3% 37.3%
Micro Precision 62.6% 66.0% 70.3% 72.4%
Micro Recall 29.7% 28.4% 26.4% 25.1%
Macro F1 15.9% 14.3% 11.6% 9.9%
Macro Precision 52.2% 56.7% 62.8% 66.4%
Macro Recall 13.9% 12.2% 9.8% 8.2%
Accuracy 25.8% 25.3% 24.2% 23.4%
LCA-F1 33.6% 32.3% 30.4% 29.0%
LCA Precision 53.9% 55.1% 56.6% 57.2%
LCA Recall 26.6% 24.8% 22.4% 20.9%

Experiments with hierarchically expanded K-nn classifiers

We also experimented with our two hierarchically expanded versions of K-nn (HE

K-nn), using Euclidean distance. Recall that the first expanded version (HE K-nn

v1) treats the children and parents of a class C as identical to C. The second version

(HE K-nn v2) treats only the children (not the parents) of C as identical to C.

Table 6 compares the performance of the two hierarchically expanded versions

against a non-expanded K-nn classifier, for K = 13 (a mid-range value of Table 5),

using dense vector centroids and Euclidean distance in all cases; we used the same

test data as above (Week 1). As expected, the hierarchically expanded versions

achieve higher recall at the cost of lower precision. HE K-nn v1 increases recall more
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than HE K-nn v2, since it expands each class being considered with more classes

(both parents and children), at the cost of lower precision. HE K-nn v2 (the more

conservative expanded version) had the best overall performance in hierarchical

evaluation (LCA F1), while HE K-nn v1 (the less conservative expanded version)

had the best overall performace in flat evaluation (micro F1, macro F1, accuracy).

The non-expanded K-nn had the best precision scores. Hence, in the following

section, where we aimed to combine Default MTI with a high precision classifier,

we used the non-expanded K-nn version.

Table 6 Comparing a flat K-nn classifier to two hierarchically expanded K-nn classifiers, using dense
vector centroids, K = 13, p = 50%, and Euclidean distance in all cases. HE K-nn v1 treats the
children and parents of a class C being considered as identical to C. HE K-nn v2 treats only the
children (not the parents) as identical to C. The hierarchically expanded versions achieve higher recall
(especially HE K-nn v1) at the cost of lower precision. HE K-nn v2 had the best overall performance
in hierarchical evaluation (LCA F1), while HE K-nn v1 had the best overall performace in flat
evaluation (micro F1, macro F1, accuracy). The non-expanded K-nn had the best precision scores.

K-nn 13 HE K-nn 13 v1 HE K-nn 13 v2
Micro F1 38.3% 39.4% 38.7%
Micro Precision 70.3% 44.1% 54.4%
Micro Recall 26.4% 35.6% 30.1%
Macro F1 11.6% 17.6% 13.4%
Macro Precision 62.8% 34.3% 44.4%
Macro Recall 9.8% 17.6% 12.1%
Accuracy 24.2% 24.5% 24.3%
LCA-F1 30.4% 33.7% 34.3%
LCA Precision 56.6% 48.0% 55.2%
LCA Recall 22.4% 28.5% 26.8%

Improving Default MTI

The reader is reminded that we aimed to improve the performance of Default MTI

by adding high precision predictions of a K-nn classifier to the predictions of Default

MTI, thus increasing its recall without losing much in terms of precision. Table 7

shows how the performance of Default MTI changes, when the predicted classes of

our flat K-nn (K = 5, 13, 21, p = 50%) with dense vector centroids and Euclidean

distance are added to the predictions of Default MTI; again, we used the same

test data (Week 1). We call the combined system MTI/K-nn; this system does not

yet include the logistic regression classifiers that filter the predictions of K-nn. As

expected, the best overall results were obtained for large K values (K = 13 and

K = 21). MTI/21-nn was the best performer in terms of micro F1 (the main non-

hierarchical measure of BioASQ) and also in terms of accuracy, whereas MTI/13-

nn was the best performer in terms of LCA-F1 (the main hierarchical measure of

BioASQ) and macro F1, but the differences between MTI/13-nn and MTI/21-nn

were very small. The overall improvements of MTI/13-nn and MTI/21-nn (com-

pared to Default MTI) were due to their increased recall, which was obtained at

the expense of a smaller decrease in precision. The larger the value of K, the smaller

the decrease in precision, but also the smaller the increase in recall.

Table 8 shows the effect of adding the logistic regression classifiers (one per hier-

archy node) to MTI/K-nn; we call the resulting system MTI/K-nn/LR. We consid-

ered only K = 21 in these experiments, since the overall performance of MTI/13-nn

was very similar to that of MTI/21-nn in Table 7; we used the same test data as

above (Week 1). Recall that in MTI/K-nn/LR, for each predicted class C of the

K-nn classifier, the logistic regression classifier of C returns a probability estimate
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Table 7 Adding the predictions of a flat K-nn classifier (K = 5, 13, 21, p = 50%) that uses dense
centroid vectors and Euclidean distance to the predictions of Default MTI. The best overall results
(micro F1, macro F1, accuracy, LCA-F1) were obtained using the combined MTI/K-nn system for
large K values. The improved performance of MTI/K-nn (compared to Default MTI) was due to
increased recall, at the expense of a smaller decrease in precision. The larger the value of K, the
smaller the decrease in precision, but also the smaller the increase in recall.

Default MTI MTI/5-nn MTI/13-nn MTI/21-nn
Micro F1 57.0% 56.7% 57.4% 57.5%
Micro precision 58.3% 53.8% 56.1% 56.5%
Micro recall 55.9% 59.9% 58.8% 58.5%
Macro F1 48.1% 48.4% 48.5% 48.4%
Macro precision 54.9% 51.5% 53.9% 54.3%
Macro recall 51.7% 53.2% 52.4% 52.2%
Accuracy 40.8% 40.4% 41.1% 41.2%
LCA-F1 48.4% 48.6% 48.9% 48.8%
LCA precision 51.5% 48.9% 50.3% 50.5%
LCA recall 48.6% 51.5% 50.7% 50.5%

that the test instance belongs in C. C is added to the predictions of Default MTI

if the probability estimate exceeds a threshold t. We experimented with several

thresholds, eventually setting t = 0.5 (in all classes), since the results were not par-

ticularly sensitive to the choice of t. Unfortunately, the overall effect of the logistic

regression classifiers was minimal. As shown in Table 8, they increased the precision

of the combined system, but at the expense of lower recall, and there was a very

small or no difference in the overall scores (micro F1, macro F1, accuracy, LCA-F1).

Given the complexity of training a separate logistic regression classifier per class,

MTI/K-nn seems a better choice than MTI/K-nn/LR for practical purposes.

Table 8 The effect of adding logistic regression classifiers (LR, one per node hierarchy) to filter the
predictions of the K-nn classifier (K = 21, p = 50%, dense centroid vectors, Euclidean distance) in
the combined MTI/K-nn system. The overall effect of the logistic regression classifiers was minimal.
Precision increased, but at the expense of lower recall, and there was a very small or no difference in
the overall scores (micro F1, macro F1, accuracy, LCA-F1).

MTI/21-nn MTI/21-nn/LR
Micro F1 57.5% 57.6%
Micro Precision 56.5% 57.1%
Micro Recall 58.5% 58.1%
Macro F1 48.4% 48.4%
Macro Precision 54.3% 54.6%
Macro Recall 52.2% 52.1%
Accuracy 41.2% 41.3%
LCA-F1 48.8% 48.8%
LCA Precision 50.5% 50.7%
LCA Recall 50.5% 50.2%

Table 9 compares the performance of Default MTI and MTI/21-nn/LR.[20] The

scores are now averaged over the five test datasets of Table 2 (Weeks 1–5), but the

same conclusions hold for each individual week. The scores of the best performing

system that participated in the BioASQ semantic indexing task in the same weeks

(Weeks 1–5) are also shown, averaged over the five weeks.[21] The overall scores of

MTI/21-nn/LR (micro F1, macro F1, accuracy, LCA-F1) are better than those of

Default MTI. In terms of LCA-F1 (the main hierarchical measure of BioASQ), the

score of MTI/21-nn/LR is also close to the score of the best system(s).

Interestingly, the best systems also seem to focus on frequent classes. Thus, al-

though the ‘Best System’ has the highest scores in terms of micro F1 and LCA-F1

[20]The differences between MTI/21-nn/LR and MTI/21-nn were again minimal.
[21]The best performer was not the same system in all weeks.
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Table 9 Comparing Default MTI to our combined MTI/21-nn/LR system and the winner of the
BioASQ semantic indexing task (results averaged over Weeks 1–5 of Batch 1). The overall scores of
MTI/21-nn/LR (micro F1, macro F1, accuracy, LCA-F1) are better than those of Default MTI. In
terms of LCA-F1 (the main hierarchical measure of BioASQ), the score of MTI/21-nn/LR is close to
the score of the winner. Also, the macro F1 score of MTI/21-nn/LR was higher than the winner’s,
indicating that the winner focuses even more on frequent classes.

Default MTI MTI/21-nn/LR Best System
Micro F1 57.1% 57.7% 59.0%
Micro precision 58.5% 57.4% 59.4%
Micro recall 55.7% 58.1% 58.6%
Macro F1 48.5% 48.8% 43.7%
Macro precision 54.7% 54.4% 59.8%
Macro recall 52.2% 52.4% 44.8%
Accuracy 40.8% 41.3% 42.3%
LCA-F1 48.6% 49.0% 49.5%
LCA precision 51.8% 51.0% 51.5%
LCA recall 48.8% 50.3% 50.5%

(the main BioASQ mesures), its macro F1 is the lowest of the three systems. Hence,

the appropriate handling of rare classes remains an open issue and the BioASQ

evaluation measures could be extended to highlight it. Given the positive results we

obtained with dense word vectors, it would be interesting to study the effect they

would have on the performance of other systems that perform well in BioASQ.

Conclusions
Using datasets from the BioASQ challenge, we demonstrated that dense word vec-

tors (word embeddings) can lead to very large dimensionality reduction, compared

to the usual bag-of-word vectors, making hierarchical text classification algorithms

more scalable to biomedical semantic indexing. We experimented with flat K-nn

classifiers and hierarchically expanded variants, representing article abstracts ei-

ther as (TF-IDF weighted) centroids of dense word vectors, or directly as dense

paragraph vectors. Our experimental results indicate that despite the very large

dimensionality reduction (from millions of features to only 200), the centroids of

dense word vectors lead to similar or even better performance, compared to bag-

of-word vectors. Paragraph vectors did not perform better than the centroids of

dense word vectors, and constructing paragraph vectors was very slow for practical

applications (at least using the particular implementation that was available).

We also showed that adding the predicted classes of a high-precision flat K-nn

classifier with dense vector centroids to the predictions of the Default MTI system

can improve the overall performance of the latter, by increasing its recall without

losing much in terms of precision. Using additional logistic regression classifiers (one

per hierarchy node) to filter the predictions of K-nn in the combined system led to

very minor improvements.

To the best of our knowledge, this article is the first one to consider dense word

(and paragraph) vectors in hierarchical text classification and biomedical semantic

indexing. It would be particularly interesting to use dense word vectors in order

to improve the results of the best systems participating in the BioASQ semantic

indexing task (e.g., systems that use SVMs or other learning algorithms, instead

of k-nn). We believe that most of the participating methods can benefit from the

use of dense word vectors; depending on the approach, the benefit could be an

increase in performance, dimensionality reduction, or both. It would also be useful
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to experiment with different dimensionalities (instead of 200 dimensions) in the

dense word vectors, and alternative methods to produce dense word vectors (e.g.,

GloVe [27], or the CBOW model of word2vec [35]) and dense sentence vectors [57].

Since our K-nn classifiers (and other methods) do not perform well with rare

classes, another interesting future direction would be to develop solutions for rare

classes in particular. One step in this direction could be to boost precision for

specific classes, by tuning a threshold on the score produced by the k best examples

of each category. Another direction would be to filter the predictions of Default

MTI, instead of only adding classes to its predictions. Finally, more work is needed

to exploit the concept hierarchy, since our hierarchically expanded K-nn methods

(and most of the BioASQ participants) use the hierarchy to a very limited extent.
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