Delegation of Learning from Multiple Sources of

Information

Angelos Diamantopoulos*  Arina Nikandrova'

June 30, 2023

Abstract

A principal delegates a decision to a biased expert. Before taking the decision,
the expert may undertake incremental learning about the unknown binary state from
two alternative information sources. There are no transfers but the principal retains
the right to terminate the expert’s learning to take the decision herself. The right to
terminate learning benefits the principal when the preferences of the principal and
the expert are sufficiently misaligned but may be detrimental when the preferences
are sufficiently closely aligned.
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1 Introduction

Good decision making requires good information, but it can often be the case that
learning through information acquisition is inaccessible to the decision maker. Instead,
learning may require engaging an expert who has access to some learning technology.
The expert may be better equipped for undertaking learning due to specialist knowledge
or know-how that he has accumulated over many years or because the expert has the
exclusive access to key information sources. If the expert and the decision maker’s in-
centives are perfectly aligned, then the latter can hire the former to learn about the state
and also to make a decision if and when the expert finds fit. However, if the interests of

the decision maker and the expert are not perfectly aligned, it is tempting to assume that
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the decision maker would always benefit from retaining at least some decision making
authority, particularly if the expert cannot misreport learning outcomes. In this paper,
we show that this intuition is not entirely correct. When the decision maker cannot pro-
vide monetary rewards for learning, limiting the expert’s decision making authority may
influence how the expert learns to the detriment of the decision maker.

There are many situations in which the expert is somewhat biased towards an action.
For example, consider a financial consultant advising on whether to sell or buy a particu-
lar stock. For the most part, it is reasonable to expect that the consultant wants to make
the right decision given the current sentiment of the stock market. Nevertheless, he may
have a bias towards one of the two actions, stemming perhaps from the risk exposure of
his overall portfolio. Alternatively, think of a real estate agent investigating the values of
two properties on behalf of a potential buyer. The estate agent may only be interested in
the sale commission and hence prefer that the buyer chooses the more expensive prop-
erty, instead of the property which possesses some qualities which the buyer privately
values but which are not reflected in the price. As another example consider a govern-
ment which is interested in learning about the severity of a new disease in order to decide
whether to invest in a vaccine technology or whether to invest in controlling the spread
of the disease through non-pharmaceutical means. The government may hire an expert,
or a group of experts, to investigate the disease. The experts, however, may have a small
bias towards the vaccine being developed as this is a field they are more knowledgeable
about. In all these interactions, the principal has to engage an expert who is known to
be biased. Furthermore, it is often the case that the principal cannot make monetary
transfers, but observes and can override the expert’s decisions. For example, financial
advice is often provided for free to retail bank clients; real estate agents are usually paid
by the sellers, not the buyers; and while governments pay members of their advisory
boards, such payments are not contingent on research of the board members. Hence, an
important question arises: Would the principal, in addition to delegating learning, ever
want to surrender completely the decision making authority?

This paper studies a dynamic model of learning by an expert (he) on behalf of a
principal (she). The players are interested in learning the prevailing binary state of the
world as it determines the optimal binary decision. Conditional on the state of the world,
both the principal and the expert agree on the optimal decision, but in either state, the
expert obtains a higher payoff than the principal from one of the decisions; that is, the
expert is biased towards a particular decision.

The principal delegates learning and decision making to the expert. The principal

cannot undertake learning herself as only the expert has access to two alternative sources



of information. Each source of information generates a conclusive signal about one of
the states of the world according to a Poisson process. The expert must decide how to
divide attention between the two sources. The principal observes the learning outcomes
and also observes but cannot directly affect how the expert splits his attention between
the information sources.

The principal can choose between two delegation options: complete delegation and
flexible delegation. Under complete delegation, she commits to surrender completely
the authority to make decisions; under flexible delegation, she retains the right to in-
terrupt the expert’s learning and make the decision herself whenever she pleases.

Our main result shows that when preferences of the principal and the expert are
sufficiently closely aligned, the principal may prefer complete delegation, thereby com-
pletely surrendering the authority to make the final decision, over flexible delegation,
unde which she retains the right to intervene. This, seemingly counter-intuitive, result is
a consequence of the expert’s strategic response when he expects the principal to inter-
vene and terminate learning prematurely.

Under complete delegation the expert learns and acts according to his preferences.
However, since preferences of the principal and the expert are misaligned, at some beliefs
they disagree on the optimal learning policy. Inter alia, the misalignment of preferences
means that sometimes the expert finds it optimal to continue learning, while the principal
prefers to take the decision immediately; and sometimes he may prefer learning from an
information source that is sub-optimal from the principal’s perspective.

The main benefit of flexible delegation is that it prevents the expert from prolonged
learning, thus avoiding costly delay when the principal is already sufficiently confident of
the right decision. However, flexible delegation cannot ensure that the expert undertakes
learning from the information source preferred by the principal. In fact, the threat of
early termination of learning under flexible delegation may make the expert’s choice of
information sources even worse for the principal than it is under complete delegation.
This adverse effect on the choice of the information source constitutes the cost of flexible
delegation.

When the preferences of the principal and the expert are sufficiently closely aligned,
the principal has to weigh the benefit of flexible delegation against its cost and at times
may well find it optimal to completely surrender the decision making authority to the
expert. In contrast, when the preferences are sufficiently misaligned, the threat of pre-
mature learning termination does not change the expert’s choice of information sources
and so, flexible delegation has only upside and no downside for the principal.

Our paper is related to various strands of the literature on delegation and dynamic



learning in environments without transfers.

The literature on optimal dynamic learning, pioneered by Wald (1947) has been
rapidly growing in recent years (see, for example, Zhong (2022), Ke et al. (2016) and Ke
and Villas-Boas (2019)). Our paper builds on the sequential decision problem of Che and
Mierendorff (2019) with two sources generating information about two mutually exclu-
sive states of the world. Our contribution is to embed the decision problem from Che
and Mierendorff (2019) into a game between two players, the principal and the expert.’

A central theme within the literature on delegation of learning is that of observability.
Much of the literature focuses on unobservable learning by a biased agent who discloses
his findings to the principal. In this context, the agent may be subject to a moral hazard
(as in Guo (2016) and Garfagnini (2011)) or may not have incentives to disclose his
findings truthfully (as in Argenziano et al. (2016), Deimen and Szalay (2019), Escobar
and Zhang (2021), Herresthal (2022)). In our model, the expert’s learning effort and
outcomes are observable, but the principal has very limited tools for inducing the biased
expert to pursue the learning policy the principal desires.

The rest of the paper is organized as follows. Section 2 describes the setup. Section
3 characterizes the expert’s optimal learning policy under complete delegation and dis-
cusses the implications of this policy for the principal. Section 4 discusses the main result

of the paper.

2 Model

There are two players, a principal (she) and an expert (he). Time is continuous and
indexed by t > 0. The time horizon is infinite. Both players discount future exponentially
atrate r > 0.

Problem. The players are interested in taking the decision that is optimal for the un-
known state of the world. There are two states of the world, w € {A, B} and two decisions
x €{a,b}.

Delegation. The expert, but not the principal has, access to an information technology
that enables learning about w. At any time t > 0, the principal delegates learning as well
as decision making to the expert thereby giving the expert authority to learn about w

and to take final decision x € {a, b}. The principal observes but cannot directly affect,

10ther closely related papers in this genre are Mayskaya (2022) and Nikandrova and Pancs (2018).



either through contingent payments or coercion, learning and the final decision taken by
the expert.

We distinguish two types of delegation: complete delegation and flexible delegation.
Under complete delegation, the principal surrenders completely the authority to make
decisions to the expert. Under flexible delegation, at each time, t, while the expert has
not taken action x yet, the principal retains the right to override the expert and take

decision y € {a, b} herself.

Learning. At each time t, when he is given the authority to learn, the expert may allo-
cate a unit of learning intensity between two information sources, A and B. Information
source A reveals conclusively state A; that is, when the expert learns from A with intensity
a €[0,1], source A generates a signal with a Poisson arrival rate a if v = A and no signal
if w = B. Symmetrically, information source B reveals conclusively state B; that is, when
the expert learns from B with intensity 1 — a, source B generates a Poisson signal with
arrival rate (1 — a) if w = B and no signal otherwise. The learning process of the expert
is denoted by (@) e, -

At t = 0, the principal and the expert share a common prior belief p, that the state
is A. Subsequently, the principal observes (oct)telR{+ as well as learning outcomes. Hence,
the belief that the state is A remains common throughout the game. Let p, denote the
belief at time t. By Bayes’ rule, as long as the expert’s learning generates no signal, p,

evolves according to
p.=—QRa,—1)p.(1—p,). (D

Payoffs. Let u’ and v;’ denote the utility of the principal and the expert respectively,
conditional on decision x and state w. The states are labeled so that both the principal
and the expert strictly prefer taking the decision that matches the state. Moreover, in-
dependently of the state, the expert prefers decision a relative to the principal and the
principal prefers decision b relative to the expert. In particular, for A > 0, the payoff

profiles (u;’, v;’) are

PE A B
1,1+4A |—1,—-1+A
b || -1+A, -1 1+A,1

Throughout the paper, we assume that the principal’s and expert’s preferences are not

too misaligned.

Assumption 1. A <1
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Figure 1: Contradictory learning strategy

In what follows, we further restrict attention to the parameter region where, when the
expert stops learning under complete delegation, the principal and the expert agree on
the optimal decision and thus the principal derives some value from the expert’s learning.

Given belief p, let
U, (p)=pu+(1—p)ul and V, (p) = pvi +(1—p)vi (2)

denote the expected payoff of the principal and the expert, respectively, from taking

decision x immediately.

Aim. The aim is to compare the principal’s payoffs under complete and flexible delega-
tion.

Throughout the paper, quantities without any superscript correspond to flexible del-
egation, superscript E indicates quantities under complete delegation and superscript P
indicates principal’s individually optimal learning when the principal has access to the

same learning technology as the expert.

3 Complete Delegation

Under complete delegation the expert will pursue his first-best learning strategy. In-
deed, since the principal cannot intervene, the expert has no reason to pursue a learning
strategy different from the one he would pursue if he was facing an individual deci-
sion problem. The solution to the expert’s problem is fully characterised in Che and
Mierendorff (2019). Here we briefly outline the solution and its impact on the principal;

functional forms of the quantities charaterising the solution are derived in Appendix A.1.

Expert’s optimal learning policy

We call contradictory learning a learning policy that dictates devoting full attention
to the source that generates signal against the state that the expert currently believes to
be relatively more likely. That is, the expert chooses a = O thus learning from source

B if state A is relatively more likely, i.e., p > p*, and chooses @ = 1 thus learning from
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Figure 2: Confirmatory learning strategy

source A if state B is relatively likely, i.e., p < p£.? In the absence of a signal, the expert’s
belief drifts in the direction which strengthens the original belief. If no signal arrives,
the belief eventually reaches one of the optimally chosen boundary points p*£ or p*£, at
which the expert is sufficiently convinced of the state to make an immediate decision
without receiving conclusive signal. Figure 1 depicts belief updating under contradictory
learning.

We call confirmatory learning a learning strategy that aims to confirm the state that
the expert currently believes to be relatively more likely. Formally, there is an optimally
chosen threshold belief p** such that for p < p**, confirmatory learning focuses attention
wholly on source B, i.e., @ = 0. In this case, belief updating dictates that in the absence of
a signal, posterior beliefs would progressively become more pessimistic that the state is B.
Symmetrically, for beliefs p > p*E, the confirmatory learning policy dictates learning from
source A, i.e., @ = 1. Figure 2 demonstrates that under confirmatory learning, starting
from any belief p # p*f, conditional on no signal arriving, the posterior belief would tend
towards the absorbing belief p*£. At belief p*~, the confirmatory learning policy dictates
that attention is split between source B and A equally, i.e. a = 1/2. Because at p*f,
a = 1/2, beliefs remain unchanged and the expert acts only after a signal arrives.

Che and Mierendorff (2019) show that, in a decision problem, the uniquely optimal
learning policy depends on the cost of learning. In our model, the cost of learning is
implied by the discount rate, r. Hence, depending on r, the optimal strategy is one of
three types.

e If r is higher than threshold 7 (A), immediate decision is optimal for any p.

* For intermediate values of r, that is, 7 (A) > r > r¥ (A), the optimal policy involves
contradictory learning for p sufficiently far away from the extremes of 0 and 1, as

depicted in Figure 1.

* For low values of r, that is, r < rf (A), the optimal policy features regions of both

contradictory and confirmatory learning, as depicted in Figure 3.

2Since A > 0, p > pf is not equal to 1/2.
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Figure 3: Combination of contradictory and confirmatory learning

Intuitively, the higher r the lower the value of learning, because learning delays the
payoff from final decision x € {a, b}. When the cost of delay is sufficiently high, that is,
r is higher than 7 (A), no learning at all is optimal and the expert acts on his prior belief.

Confirmatory learning can be optimal only if the cost of delay is sufficiently low. On
the one hand, confirmatory signal arrives at higher expected rate than contradictory sig-
nal. On the other hand, the arrival of confirmatory signal does not change the decision
maker’s optimal decision and so acquiring confirmatory signal for a short amount of time
only causes unnecessary delay. However, prolonged period of learning without any con-
firmatory signal arriving causes the decision maker to update beliefs sufficiently to poten-
tially sway the optimal decision. Hence, confirmatory learning is optimal only when the
decision maker plans for prolonged learning, that is, when the cost of delay is sufficiently
low. The highest discount rate under which confirmatory learning is optimal, r’ (A), en-
sures that at p**, the expert prefers making the right decision after potentially long delay

to shorter contradictory learning which nevertheless may lead to a wrong decision.

Impact of complete delegation on the principal

Due to the symmetry in expert and principal’s payoff structures, the learning policy
that the principal would optimally pursue had she access to expert’s learning technology
is of the same type as the optimal learning policy for the expert.> That is, one of the three
cases obtain: (1) both the expert and the principal prefer the immediate decision at any
p; (2) both prefer a learning policy that features contradictory learning only; or (3) both
prefer a learning policy that features contradictory and confirmatory learning.

Even though the principal and the expert agree on the type of learning strategy to
pursue, at a particular belief p, due to bias A, they may disagree on the source of infor-
mation from which to learn or whether to learn at all. In particular, because the expert
prefers decision a relative to the principal irrespective of the state, the expert’s learning

region is shifted to the left relative to the principal’s first-best learning region, as Lemma

3Subject to re-labeling the states and actions, the payoffs of the principal are identical to those of the
expert.
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Figure 4: The optimal learning policy for each belief under contradictory learning.

1 proves and Figure 4a illustrates. Thus, for example, the expert takes immediate de-
cision a or b at lower p than the principal would have liked. Similarly, for the expert
the switches of learning from one source to another are shifted to the left relative to the

principal.*
Lemma 1. For any 1> A > 0 and any r > 0, p*! < p**, p*f < p** and p*f < p**.

Figure 4b compares the principal’s value under complete delegation to principal’s
value in the first-best world where the principal has access to the same learning technol-
ogy as the expert. As a result of disagreement on the optimal learning strategy at a given
D, the principal’s expected payoff when the expert undertakes learning on her behalf falls
short of his first-best expected payoff.

Figure 4b also demonstrates that whenever r < 1 (A), for some not-too-low p, the
delegation of learning allows the principal obtain higher payoff than the payoff she ob-
tains from the immediate decision. However, for sufficiently low p, the principal prefers
an immediate decision to any learning, while the expert finds it optimal to continue learn-
ing. Hence, for low p, the principal would prefer to take over the final decision making

from the expert.

*For proof see Appendix A.2.

>The principal’s value function under expert’s optimal learning is discontinuous at a belief whenever
the belief process is certain to move away from that belief. The beliefs with discontinuities correspond
to thresholds where the expert switches to a different information source. In Figure 4b, the discontinuity
occurs at p = pg.



4 Main Result

The main result of the paper is that if the principal’s and the expert’s preferences
are sufficiently misaligned, the principal is always better off under flexible delegation
than under complete delegation. However, when the preferences are sufficiently closely
aligned, one type of delegation does not unambiguously dominate the other. As we ex-
plain below, the result is driven by the expert’s strategic response to the threat of the
principal’s intervention under flexible delegation.

Theorem 1 states the main result formally. For simplicity, we focus on the parameter

region where only contradictory learning is possible.®
Theorem 1. For each r € [[(A), F(A)], there exists a threshold A (r) such that

* for A < A(r), the principal is better off under complete delegation than under flexible

delegation for some p;
* for A > A(r), the principal is better off under flexible delegation for any p.

Because the expert’s learning region is shifted to the left relative to the principal’s
individually optimal learning region, under flexible delegation, any principal’s interven-
tion is necessarily one-sided. For low p, the principal stops contradictory learning from
source A at higher p than the expert would have liked. For high p, the principal would
like to prolong learning from source B relative to the expert. The principal, however,
cannot do anything about this as she cannot coerce the expert to learn for longer than
the expert finds optimal.

Since the principal’s interventions are necessarily one-sided, flexible delegation does
not affect the expert’s B-learning continuation strategy starting from any belief; that is,
the expert optimally stops his B-learning when the posterior belief drifts to p*£. At the
same time, if, under flexible delegation, the principal finds allowing the expert to pursue
B-learning optimal at some p, she will also find it optimal to allow B-learning at all higher
beliefs. Thus, merits of flexible delegation should be assessed on the basis of the impact
on A-learning.

Under flexible delegation, the ability to override the expert enables the principal to
stop learning whenever the posterior belief p is sufficiently low to make immediate deci-
sion b optimal. Eliminating the cost of the expert’s prolonged learning is the main benefit
of flexible delegation to the principal.

®Lemma 4 in Appendix A.2 implies that if under complete delegation the expert pursues contradictory
learning only, then the threat of an intervention by the principal never introduces a region of confirmatory
learning.

10
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Figure 5: Principal’s value function when A is low. The green line is the principal’s value
from immediate decision; the black dashed line is the principal’s value under complete
delegation; the red line is the principal’s value under flexible delegation.

Simultaneously, the possibility of the principal’s intervention may trigger a strategic
response from the expert. Due to early termination, the value the expert derives from A-
learning goes down and so the region where the expert finds A-learning optimal shrinks.
That is, the expert switches to learning from source A at a lower belief than he would
have done absent the principal’s intervention.The delay in the switch to A-learning may
hurt the principal as by Lemma 1, the principal wants the expert to switch to A-learning
early on, that is, at any belief in [B*P ,pf ], with p? > pE.

Whether flexible delegation makes the expert’s learning strategy even more sub-
optimal than it is under complete delegation depends on whether at pf, the belief where
the autonomous expert switches from contradictory learning from source A to contradic-
tory learning from B, the principal prefers the expert’s B-learning to no learning.

Figure 5 depicts the principal’s payoffs when A is sufficiently low so that at p*, the
principal’s payoff under expert’s B-learning is higher than the payoff from the immediate
decision. In this case, the principal prefers complete delegation for initial beliefs in the
green region and flexible delegation for beliefs in the red region. In other words, when
the interests of the principal and the expert are sufficiently closely aligned, the principal’s
choice between flexible delegation and complete delegation involves a trade off between
improving payoff for sufficiently low p, at which flexible delegation allows to terminate

expert’s prolonged learning, and decreasing payoffs for some higher beliefs, at which the

11
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Figure 6: Principal’s value function when A is high. The green line is the principal’s value
from immediate decision; the black dashed line is the principal’s value under complete
delegation; the red line is the principal’s value under flexible delegation.

principal would be better off if the expert pursued his first-best learning policy.

In contrast, Figure 6 depicts the principal’s payoffs when A is sufficiently high so that
at pf, the principal’s payoff under the expert’s B-learning is lower than her payoff from the
immediate decision. In this case, under flexible delegation the principal intervenes when
the expert pursues B-learning. Such intervention does not trigger a strategic response
from the expert. This is because, as discussed above, not allowing the expert to pursue
B-learning at lower beliefs does not affect the expert’s continuation strategy at higher
beliefs. Since flexible delegation does not affect the expert’s learning on the region where
the principal never intervenes, flexible delegation does not have a cost, but it still has the
benefit of improving the principal’s payoff at low p; that is, in the figure, there is no green

region, but there is a red region.

12



Appendix A Technical Appendix

A.1 Expert’s decision problem under complete delegation

This appendix summarises the solution to the expert’s decision problem under complete del-
egation, which is derived in Che and Mierendorff (2019).

Given strategy of the principal, the expert solves an optimal control free-boundary problem.
Let V denote the expert’s value function. By the dynamic programming principle, wherever it is
differentiable, V can be characterized through the Hamilton-Jacobi-Bellman (HJB) equation:

rV(p)2mgX{pa(vaA—V(p)H(1—p)(1—a)(vbB—V(p))
—(2a—1)p(1—p)V’(p)}, pe(0,1) 3

subject to the boundary condition’

V(p)=V,(p)VV,(p). 4)

Since the HIB equation is linear in a, the optimal policy is a bang-bang solution a(p) € {0, 1},
except for posteriors where the derivative of the objective vanishes.

Che and Mierendorff (2019) show that the uniquely optimal learning policy in the decision
problem is the upper envelope of the expert’s A-learning, B-learning as well as a third learn-
ing policy that we call confirmatory learning. In what follows, we provide functional forms for
the quantities characterising the optimal learning policy which we require for the subsequent
analysis.

Contradictory A-learning

Setting @ = 1 corresponds to A-learning. Value derived from A-learning satisfies the ordinary
differential equation

rvi(p) =p (v = vi(p)) —p(1 — p)V{(p) (5)

The solution to this ODE with boundary condition V;(q) = v is well-defined for g € (0,1) and is
given by

ooy L (o, 1-p(q—p)Y B
Vipian = 37 (i + 2 (S0 ) @+ rv—ad). ©)

Let p*£ denote the belief at which the expert optimally chooses to terminate A-learning. At
p*E, the expert is sufficiently pessimistic about state A that he makes the immediate decision b.

7Operator V is the binary max operator.

13



Value matching and smooth pasting at p*f pins down the boundary belief:

B
*E __ T‘Vb

i (v

P (7)

Hence, the value from the optimally terminated A-learning is

1, s 1—-p)rv} '
Vi(p) = T (pva +(1—p)vy (p(vg—(l = r)v’l;‘ ) (8)

Contradictory B-learning

By setting a = 0 and going through the similar steps, we can derive the value from the op-
timally terminated B-learning. In particular, value derived from B-learning satisfies the ordinary
differential equation

rVo(p) = (1—p) (vf —Vo(p)) + p(1 — )V, (p). 9)

The expert optimally terminates B-learning at belief p*E, at which he is sufficiently optimistic
about state A to take action a. By smooth pasting and value matching,

T'VA

pt=1— L ) (10)

r(vA—vB)+ v} —vB

Hence, the value from the optimally terminated B-learning is

N _ \.B A prvg‘ '
VO(p)‘Hr(“ p)vb+p”a((1—p)(v§—(1+r)vf))‘ b

Following similar steps as above, we can derive the belief p*? at which the principal would
terminate A-learning if she had access to the same information technology as the expert:

w rup (12)
- u’(‘}—u‘é—l—r(uﬁ— ‘2)
Similarly, the principal’s individually optimal B-learning would terminate at belief
rul
PP =1— (13)

A_yB — ryB B
ru, —u; rua+ub

Confirmatory learning

Under confirmatory learning policy the expert focuses all his attention on the source capable
of generating a conclusive signal about state he thinks to be more likely. If no signal arrives,
beliefs converge to the absorbing belief, p*£, where a = 1/2 and the expert does not take an

14



action unless a signal arrives. We denote the value of the learning policy with a = 1/2, by V*(p).
It is immediate that

V*(p) =p]E[e_”vaA | w =A] +(1 —p)E[e‘”vf | w= B]
_pvi+QQ—p)y
B 1+2r

Further, by smooth pasting and value matching of the above equation and either (5) or (9) we

can derive the absorbing belief p*£:
B
*E _ Vb
B A
vy +vA

p (14)

Taking V*(p*£) as a boundary condition, the value from confirmatory learning for the expert
is:

AN\T
e ((1 —pWvi + 55 (1 —p)‘rp”rva’*(:—g) ) p<p*?
Zvﬁvf

E _ — p
Ver(p) = (VArvB)(1+2r) p=p (15)
BN\T
i (pva s i (A-p i (5) ) p>p”

Cost of learning

By Theorem 1 in Che and Mierendorff (2019), the optimal learning policy depends on the
cost of learning.

We denote by 7£ (A) the smallest discount rate r such that the expert prefers making decision
immediately to learning for 6 — 0 units of time and only then making the decision:

(v —va) (e =)

ByA__ B
vaa VaV?

PE(A) = (16)

Note that
lim £ (A) = oo.
ASO+

That is, for very small bias A the expert prefers some learning.

Let rf (A) denote the highest discount rate at which the optimal learning policy features
confirmatory learning. According to Che and Mierendorff (2019), the confirmatory learning is
part of the optimal policy if and only if at p** it is optimal to pursue the confirmatory strategy.

In order to characterize rf (A), we make the following observation.

Lemma 2. V;(p**) > Vj(p*f) for A > 0.

Proof. After some algebraic manipulations, condition
Vi) > vy ("),

becomes

15



B A%r(r+1) -
Ar+1)—(r+2)(A+(r+2)

The above is satisfied for all 1 > A > 0. O

0

Hence, the confirmatory learning policy will not be part of the individually optimal strategy
for the expert if and only if V;(p**) > V*(p**) or, equivalently,

rve : 1
A A = 1 2 : (17)
vA—(1+r1)v, +2r

The value of r that makes the above condition hold with equality is the threshold value r¥ (A).

A.2 Preliminary technical results
Lemma 1. For any 1 > A > 0 and any r > 0, p*f < p**, p*f < p** and p*f < p**.

Proof. Given the analytical expressions for all thresholds, the proof follows by direct computa-
tions:

° p*E <p*P as

e Ar(A+4+2r)
= (2(1+nr)2-A2

since by assumption, 1 > A and r > 0.

>0

_p  —sp Ar(A+4+2r)
—p = >0
2(1+r))2—A2

as above.
° p*E <p*P as

A
*P *E _ >0
A+2

for A > 0.

O

Lemma 3 implies that for any p > p*¥, expert prefers contradictory B-learning, that is, learn-
ing from source B until optimal stopping at p*£, to contradictory A-learning, that is, learning from
source A until optimal stopping at p*~.

Lemma 3. pf < p*E
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Proof. At p*E, the expert prefers learning from source B. Indeed, inequality V" (p*f) > v:* (p*F)

reduces to
A’r(r+1)(A+1)

C+r—(A@Q+r)(Aa+2+r) "

which is always satisfied for 1 > A > 0 and r > 0.
Since V;*(p) crosses V;* (p) only once and from above, p* < p**.
O

Lemma 4 proves that for r € [r(A), 7 (A)], the expert derives higher utility from learning
from source B and making immediate decision a at p*f than from pursuing the confirmatory
strategy. Hence, for r € [r (A), 7 (A)], under flexible delegation, the expert would never pursue
the confirmatory learning policy.

Lemma 4. If r (A) <1 (A) <T(A), then V; (p) = Vc’j; (p) for all p.

Proof. Since, r (A) < r(A) <7 (A), under complete delegation, the expert uses only contradic-
tory learning policy for any p. Hence, Vj (pf) = v (p*) > chc (pf) . In addition, V;(p) > Vc]j; (p)
for any belief p > pE, since contradictory B-learning is the expert’s optimal learning strategy
under complete delegation for these beliefs.

From Lemma 3, we know that pf < p*f, which implies that Vy (p*E ) > Vjc (p*E ) For any
belief p < p*£ both Vc’fc (p) and V; (p) have identical learning policies with @ = 0. Since the
confirmatory strategy at p*f has a continuation utility that is dominated by the contradictory
B-learning, Vj (p) > V; (p) for p < p**, which concludes the proof. O

A.3 Proof of Theorem 1

When the principal terminates A-learning at some belief ¢ > p*! and takes action b, the
experts value from A-learning is V;(p;q, V,(q)), where V; is defined in (6) and Vj, is defined in
(2).

The sign of the derivative

oV P (a@-p)\'""
S-S (TE) (el (B -v)) a®

is the same as the sign of the bracket (rvE —q (v —v{ +r (vE —v))), which is negative for all
q > p*E. The bracket is negative because it is decreasing in g (as the expert derives higher payoff
from 1 matching the state) and is equal to zero at ¢ = p*£. Hence, V, decreasesin q for all p € (0,1)
and q > p** and so is bounded above by V;(p; p*F, V,(p*F)) = V;(p) where V;(p) is defined in
(8). Since by Lemma 2 in Che and Mierendorff f2019),_V1*(p) crosses V;(p) only once and from
above, V;(p; g, V,(q)) cannot cross V;(p) at p > p*; it either crosses V,"(p) at some p € [q, p*) or
not at all.

Since principal’s payoff from the immediate action b, U, is linear and decreasing in p, U,
crosses Uy(-; p*E, U,(p*E)) once and from above; that is, there exists a unique threshold p;,; at
which the principal is indifferent between immediate action b and letting the expert learn from
source B until optimal stopping at p*£ (and taking action a upon stopping). If p;,; < p~, under
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Figure 7: In the blue region, parameters A and r are consistent with contradictory learn-
ing. In the red region, the principal is better off under complete delegation for some p.

complete delegation, the expert switches away from B-learning at beliefs where, faced with the
choice between expert’s B-learning and no learning, the principal would not wish to terminate
B-learning. In this case, flexible delegation shrinks expert’s A-learning region to the detriment of
the principal.

Inequality p;,q < Pf holds if the expert’s and the principal’s payoffs are sufficiently closely
aligned, that is, A < A, for some A. Indeed, p;,q is implicitly defined as a solution to Uy(p) =
Uo(+; p*E, U (p*E)), from which it follows that dp;,q/8 A > 0; threshold p* is implicitly defined
as a solution to V;*(p) = V;(p), from which it follows that pE/on <o.

Figure 7 illustrates that for each discount rate ensuring contradictory learning, there generally
exists A such that flexible delegation is unambiguously better for the principal whenever A > A.
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