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Abstract

Attention mechanisms recently found an advanced and multifaceted role in Deep Learning

tasks, as an improvement of the performance but also as an interpretation of the decision

of Neural Networks. The interpretation is very useful in Natural Language Processing

(NLP) tasks where researchers want to highlight the inputs (e.g., specific word tokens) that

were more or less responsible for the classification of a text by the network. Nevertheless

Jain and Wallace (2019) question the interpretability of attention and its usability for

explanation. Their main hypothesis is that if attention scores are an explanation, they

should at least correlate well with established feature importance measures (e.g., gradient-

based). Jain and Wallace (2019) show that when a Recurrent Neural Network encoder

is employed, Kendall’s τ correlation between attention and gradient-based scores is low.

In this thesis we first repeat the experiments of Jain and Wallace (2019) to verify their

results and then question the appropriateness of τ as an indicator of whether attention

and other measures of feature importance agree on the importance of the tokens in a text.

We therefore examine more correlation measures as well as coefficients measuring the

similarity between sets and distributions. Our findings show that there are still a lot of

questions concerning the explanatory power of attention mechanisms.
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Περίληψη

Οι μηχανισμοί προσοχής (attention) έχουν βρει τα τελευταία χρόνια πολλαπλές

εφαρμογές στο τομέα της Βαθιάς Μάθησης (Deep Learning), ως ένα μέσο βελτίωσης

της απόδοσης των μοντέλων αλλά και ως επεξήγηση της λειτουργίας ενός νευρωνικού

δικτύου. Η επεξήγηση αυτή είναι πολύ χρήσιμη σε εφαρμογές της Επεξεργασίας

Φυσικής Γλώσσας (NLP) στις οποίες οι ερευνητές θέλουν να εντοπίσουν συγκεκριμένες

εισόδους στο νευρωνικό δίκτυο (π.χ. συγκεκριμένες λέξεις) οι οποίες είναι κατά

κύριο λόγο οι υπεύθυνες για την ταξινόμηση ενός κειμένου σε κάποια κατηγορία.

Σε μια νέα έρευνα όμως οι Jain and Wallace (2019) αμφισβητούν την αξία του

μηχανισμού προσοχής ως μέσου επεξήγησης. Η κύρια υπόθεσή τους είναι ότι, για

να θεωρηθεί ένας μηχανισμός προσοχής επεξηγηματικός, θα πρέπει τα σημαντικά

χαρακτηριστικά (features) που προκύπτουν από αυτόν να έχουν ισχυρή συσχέτιση με

εκείνα που προκύπτουν από καθιερώμενα μέτρα σημαντικότητας χαρακτηριστικών (π.χ.

βασισμένα στις παραγώγους του σφάλματος). Οι Jain and Wallace (2019) δείχνουν ότι

όταν χρησιμοποιείται ένας κωδικοποιητής Ανατροφοδοτούμενου Νευρωνικού Δικτύου

(RNN), ο συντελεστής συσχέτισης κατά Kendall τ ανάμεσα στα χαρακτηριστικά

βάσει προσοχής και στα χαρακτηριστικά βάσει παραγώγων είναι χαμηλός. Σε αυτή τη

διπλωματική εργασία, αρχικά επαλαμβάνουμε τα πειράματα των Jain and Wallace (2019)

για να επιβεβαιώσουμε τα αποτελέσματά τους και στη συνέχεια αμφισβητούμε τη χρήση

του συντελεστή Kendall τ ως μέσου συμφωνίας μεταξύ των μηχανισμών προσοχής

και άλλων μέτρων σημαντικότητας χαρακτηριστικών. Για τον λόγο αυτό εξετάζουμε

περισσότερους συντελεστές συσχέτισης καθώς και μέτρα ομοιότητας μεταξύ συνόλων

και κατανομών. Τα ευρήματά μας δείχνουν ότι υπάρχουν ακόμα πολλά ερωτήματα που

αφορούν την επεξηγηματική ικανότητα των μηχανισμών προσοχής.
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1 Introduction

Attention is one of the most influential ideas in the Deep Learning community (Vaswani

et al., 2017). It is now used in various fields like Image Captioning (You et al., 2016) and

Neural Machine Translation (Wu et al., 2016). In Natural Language Processing (NLP),

attention weights are often considered as an indication of word (tokens) importance in

a text and in effect as an explanation of how a neural network (NN) operates (Xu et al.,

2015). This token importance can be presented by generating attention weight heatmaps

(Figure 1.1) in a variety of tasks such as Sentiment Analysis (Wang et al., 2016), (Letarte

et al., 2018),(Ambartsoumian and Popowich, 2018), Toxicity Detection (Pavlopoulos et al.,

2017a) and Question Answering (Seo et al., 2016; Galassi et al., 2019; Sydorova et al.,

2019).

Recent works (Serrano and Smith, 2019; Wiegreffe and Pinter, 2019; Jain and Wallace,

2019; Ehsan et al., 2019) have focused on the investigation of the explanatory sufficiency

and reliability of attention mechanisms and on the analysis of its inner workings towards

the same direction. Jain and Wallace (2019) claim that attention mechanisms do not

provide enough explanation for an NN and we should not rely on them for determining the

importance of a text’s tokens. Their main points are:

1. Attention weights correlate only weakly with other more “acceptable” feature

importance measures, based on gradients (Feng et al., 2018) and Leave-One-Out

(LOO) strategies (Ross et al., 2017).

2. A permutation (random or stratified) of the attention weights of the decision

mechanism should result in a significant difference in the prediction. If not, the

(a) Movie review

(b) Social media comment

Figure 1.1: Examples of attention heatmaps in (a) movie sentiment analysis and in (b)
comment toxicity detection (Pavlopoulos et al., 2017b).
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alternative weighting scheme must be accepted as an equally plausible explanation

of the network’s decision for the corresponding instance.

Concerning the first point, especially in the case where a Recurrent Neural Network

(RNN) is used as an encoder, Jain and Wallace (2019) report weak or moderate correlation

between attention weights and each of the other feature importance measures. As a baseline

correlation they measure also the one between gradient-based and LOO scores and find it

relatively stronger. These results raise reasonable questions about the reliability of attention

schemes as an explanatory mechanism. In their experiments correlation was measured with

Kendall’s τ , a commonly used non-parametric test for statistical dependence. In this work

we repeat the experiments of Jain and Wallace (2019) to verify their results. Subsequently,

we question the appropriateness of Kendall’s τ as an indicator of whether attention and

gradient-based scores agree on which tokens are important in a text and consider more

correlation measures as well as coefficients measuring the similarity between sets and

distributions.

For their second point, Jain and Wallace (2019) randomly permute the attention weights to

produce an alternative weighted sum of the states of the RNN encoder for the corresponding
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Figure 1.2: Densities of median output differences as a function of maximum attention
weights per instance (Bi-LSTM). Purple brown and green colors indicate different predicted
classes. Figures reproduced using the same code provided from Jain and Wallace (2019)
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text, which results to a different output than the initial. They then calculate the difference

between the new output and the original one. The lower the difference the less one can

trust the attention weights as an explanation. As expected, instances with high maximum

attention weights (> 0.5) lead to greater differences than instances with lower maximum

weights (< 0.25) which are more uniformly distributed among tokens in an instance

(Figure 1.2). This observation somewhat contradicts the second main point of Jain and

Wallace (2019). To alleviate the above phenomenon Jain and Wallace (2019) employ a

more sophisticated method, where an optimization problem is solved in order to obtain

attention weights that differ a lot from the original ones (up to a specified threshold),

while producing almost the same output. The existence of such an adversarial attention

distributions is not a proof that the original distribution is not an explanation. Rather, it

shows that alternative, equally plausible explanations, might exist.
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2 Models

2.1 Neural Network Encoders

To support their two main points (Chapter 1), Jain and Wallace (2019) conducted a variety

of experiments on several datasets. The main architecture employed consists of an encoder,

more specifically, a bidirectional RNN with Long Short Term Memory cells (Bi-LSTM)

(Hochreiter and Schmidhuber, 1997) or a Convolution Neural Network (CNN), an attention

mechanism operating on the context aware embeddings produced by the encoder, and

a decision layer operating on the attended text encoding. Note that the context aware

embedding of a token may contain information that captures interactions between this token

and its context. Thus, a high attention score on this token may be partially due to its context.

To better study such phenomena, Jain and Wallace (2019) considered a shallow model

called ‘Linear Projection’ here, where the attention mechanism operated directly on ReLU

activated linear projections of the text’s word embeddings. In our experiments we only

consider the Bi-LSTM and ‘Linear Projection’ models with the following hyperparameters

as in Jain and Wallace (2019):

1. Bi-LSTM The embedding size is 300 and the hidden size is 128 for all datasets

except bAbI (for which we use 50 and 30, respectively). All models were regularized

using l2 regularization (λ = 10−5) applied to all parameters. Sigmoid activation

functions were used for binary classification tasks, and a softmax for all other outputs.

We trained the model using maximum likelihood loss using the Adam Optimizer

(Kingma and Ba, 2014) with default parameters in PyTorch 1.

2. Linear Projection We use the embedding size of 300 and a projection size of 256

with ReLU activation on the output of the projection matrix. All other configurations

remain the same as in Bi-LSTM.

For all datasets, spaCy 2 is used for tokenization. Every word that is not found in the

vocabulary is mapped to the special token ‘unk’ and all numeric characters to ‘qqq’. Each

1https://pytorch.org/
2https://spacy.io/
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word in the vocabulary was initialized to pretrained embeddings. For general domain

corpora we used two different embedding formats: (i) FastText Embeddings 3 (SST, IMDB,

20News) trained on Simple English Wikipedia, or (ii) GloVe 840B embeddings 4 (AGNews

and SNLI). Every word that is not present in the vocabulary is sampled from a standard

Gaussian N(0, 1).

Figure 2.1: The Neural Network architecture. (a) The embeddings of tokens from a text
(green boxes) are encoded to context-aware ones (yellow boxes) which are used to create
an attended representation of the sentence. The attended representation is used to produce
the final output. The encoder can be either a Linear Projection (b) or a Bi-LSTM (c). With
(+) we denote the concatenation of hidden representations from left to right and vice versa
in the Bi-LSTM encoder.

3https://fasttext.cc/
4https://nlp.stanford.edu/projects/glove/
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2.2 Attention Function

Attention weights are computed using the Additive similarity function (Bahdanau et al.,

2014):

φ(h,Q) = v>tanh(W1h + W2Q) (2.1)

In the above Equation, h ∈ RT×m is a matrix containing the T m-dimensional context-

aware embeddings of the input text, as produced by the encoder, where T is the length

of the input text in tokens. Q is an m-dimensional vector representing the query (in

datasets that also provide queries -question answering tasks-, otherwise Q is not used). Q

is obtained by passing the query through the encoder and keeping the state of the encoder.

The final attention scores are calculated as â = softmax(φ(h,Q)). In the final layer

the attention weights are multiplied with the encoder’s hidden states to form a weighted

sum which is then passed through a sigmoid activation function to produce the prediction

ŷ = σ(
∑T

i=1 α̂ihi, θ). W1, W2 , v> and θ are trainable parameters of the NN.
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3 Experiments

3.1 Datasets

In this work we have repeated the experiments in most of the datasets considered by Jain

and Wallace (2019).5 We used 7 datasets from 3 different tasks, i.e., text classification (4

datasets), question answering (2 datasets), and natural language inference (1 dataset):

1. Imdb Large Movie Reviews Corpus (Maas et al., 2011). In this dataset 50,000

polarized movie reviews are tested in a Sentiment Analysis task (positive 1 or

negative 0).

2. 20 News Groups (Hockey vs Baseball) A dataset with 20,000 documents, initially

partitioned evenly between 20 different newsgroups. We follow the work of Jain

and Wallace (2019) and filter these news documents keeping only the one that refer

either to Hockey or Baseball. A binary classification task is derived for detecting the

correct category of each instance.

3. Ag News Corpus (Business vs the World) (Zhang et al., 2015). This dataset contains

496,835 news articles. We consider the binary task of estimating whether an article

belongs to world (0) or business (1).

4. SST SST stands for Stanford Sentiment Treebank (Socher et al., 2013). A collection

of 10,662 sentences tagged for their sentiment on a scale from 1 (most negative) to 5

(most positive). Following Jain and Wallace (2019) we filter out neutral sentences

and consider a binary task where the instances are either negative (1 or 2) or positive

(4 or 5).

5We used the code provided at https://github.com/successar/AttentionExplanation. We report
slightly different numbers since the seed of the random generator in the NN was not provided.

https://github.com/successar/AttentionExplanation
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Dataset |V | Avg length Train (class) Test (class) Accuracy (LSTM)
SST 13826 18 3034/3321 863/862 0.80

IMDB 12487 179 8667/ 8533 408/463 0.88
AgNews 13715 36 25507/25491 1900/1898 0.96

20News-sports 6515 117 568/577 179/178 0.94
SNLI 20982 14 182764/183187/183416 3219/3237/3368 0.76

bAbI 1-2-3 40 8/67/421 10000 1000 1.0 / 0.48 / 0.62

Table 3.1: Statistics per dataset: vocabulary size, average text length (in tokens), train and
test class distributions, accuracy (Bi-LSTM).

5. bAbI (Weston et al., 2016). Given a question, the objective in babI is to find the

facts that support a question. Accordingly to the work of Jain and Wallace (2019)

we consider three tasks where one, two or three supporting facts should be found. In

the two latter tasks the facts should also form a coherent line of reasoning of the

answer itself.

6. SNLI (Bowman et al., 2015). This dataset contains approximately 570,000 human-

written English sentence pairs, manually labeled as entailment, contradiction or

neutral. Each label is equally represented in the dataset. The task is to find the

correct label of the three that states sentences true relation.

Table 3.1 shows some useful statistics for all the datasets considered.

3.2 Measures of Feature Importance

Jain and Wallace (2019) employ two feature importance measures. The first calculates

the partial derivatives of the network’s outputs with respect to each token. The higher the

derivative the more important the token. Given a token at position t, the derivative gt is

given by Equation 3.1:

gt ← |
|V |∑
w=1

1[xtw = 1]
∂y

∂xtw
(3.1)

1 is an indicator function which has value 1 if the token (word) w exists in position t,

otherwise 0. |V | is the vocabulary size and y is the model’s output. Note that the attention
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weights are kept frozen during the calculation of the gradient scores. Jain and Wallace

(2019) actually do not allow the gradients to flow at all through the attention module during

back-propagation (they completely detach the attention module from the computation

graph of the neural network). We doubt that this is correct (in effect, it leads to a different

network), but we repeat their experiments in the same way as they did.

The second importance measure utilizes a Leave-One-Out (LOO) strategy (Feng et al.,

2018), where the importance of a token is calculated as the difference between the network’s

output when the input is the whole text and the network’s output when the token is omitted

(token is masked with zero). Higher differences indicate more important tokens for the

specific text. The exact formula for this calculation is:

∆ŷt ← TVD(y(x−t), y(xt)) ∀ t = 1, . . . , T (3.2)

where y(x−t) is the output of the network when the token in position t is omitted from the

sentence. TVD is the total variation distance of the two output variables y1, y2, defined as:

TVD(y1, y2) =
1

2

|Y |∑
i=1

|yi1 − yi2| (3.3)

3.3 Correlation and Similarity Measures

3.3.1 Kendall’s τ

Kendall’s τ is a non-parametric statistic dependence test. To better understand how this

correlation measure works, let g1, g2, ..., gT be the list of the gradient-based weights and

a1, a2, ..., aT be the list of the attention weights for each token in position t, (t = 1, . . . , T ).

Also, let an observation be a pair of the form (gt, at). A pair of observations (gi, ai) and

(gj, aj), where i < j, is said to be concordant if gi < gj and ai < aj , or gi > gj and ai > aj .

The pair is discordant if gi < gj and ai > aj or gi > gj and ai < aj . When gi = gj and

ai = aj the pair is neither concordant nor discordant. Given the above definitions τ is
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calculated as:

τg =
Ncon −Ndis

T (T − 1)/2
(3.4)

Ncon and Ndis above denote the number of concordant and discordant pairs respectively.

Kendall’s τ takes values in the interval [−1, 1] with +1 depicting strong positive, -1 strong

negative and 0 no correlation between the variables. Kendall’s τ is a non parametric

statistic with better statistical properties than others and is more meaningful when the data

contain a large number of tied ranks. In general, Kendall’s τ is preferred than Spearman’s

Figure 3.1: Hypothetical weights of two feature importance measures over an instance.
Small inconsequential differences (top-figure) on weights in the left part of the sentence
result in a moderate Kendall’s τ correlation coefficient. Small but consequential differences
on the weights of the same sentence (bottom figure) lead to very strong correlation (bottom-
figure).

ρ which is also a very popular correlation measure. This is because it has a smaller gross

error sensitivity (GES) (Croux and Dehon, 2010) making it more robust, and a smaller

asymptotic variance (AV) making it more efficient but the difference in efficiency is rather

small (Croux and Dehon, 2010). However Kendall’s τ is sensitive when the distribution of

importance scores is long tailed meaning that inconsequential differences between small

values -close to zero- in an instance can downgrade this metric and make it unreliable. As

an example in Figure 3.1 we created two artificial score distributions over a hypothetical

instance. Although pretty similar and with identical top scores on the same tokens their
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Kendall’s τ coefficient resulted in 0.42, which is apparently a low score. This is an example

of a case where only a small percentage of words possess high values of importance scores

in a instance while the rest, despite being practically unimportant, add noise and decrease

the correlation. This phenomenon urged the need of testing additional correlation and

similarity measures.

3.3.2 Spearman’s ρ

Like Kendall’s τ Spearman’s ρ, is another non-parametric and widely used statistic that

assesses monotonic relationships between two variables. Spearman’s correlation works

by calculating Pearson’s correlation on the ranked values of this data. Ranking (from low

to high) is obtained by assigning a rank of 1 to the lowest value, 2 to the next lowest and

so on. For a sample of size T , the T raw scores at, gt of attention weights and gradient

scores respectively are converted to ranks Ra(t) and Rg(t). Then the statistic is given by the

following equation:

ρT =
Cov(Rat , Rgt)

σatσgt
(3.5)

Cov(Rat , Rgt) is the covariance and σat , σgt are and the standard deviations of the ranks

at , gt respectively. Spearman’s ρ usually has larger values than Kendall’s τ and is more

sensitive to error (higher Gross Error Sensitivity or GES) and discrepancies in data. This

statistic is also sensitive in long tail distributions as Kendall’s τ , as someone would expect,

because different rankings can be given to pairs of scores even if their difference are

minuscule (Figure 3.2).

3.3.3 Pearson’s r

We also consider Pearson’s r correlation statistic, which detects only linear relationships

between variables. Let at and gt be attention and gradient-based weights, for a sentence of

length T . Then Pearson’s r is defined as:
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Figure 3.2: Hypothetical weights of two feature importance measures over an instance.
Small inconsequential differences (top-figure) on weights in the left part of the sentence
result in a moderate Spearman’s ρ correlation coefficient. Small but consequential
differences on the weights of the same sentence (bottom figure) lead to very strong
correlation (bottom-figure).

rT =

∑T
t=1(at − ā)(gt − ḡ)√∑T

t=1(at − ā)2
√∑T

t=1(gt − ḡ)2
(3.6)

In equation 3.6 above ā and ḡ are the arithmetic means of attention weights and gradient

scores respectively, calculated in an instance of length T . Pearson’s r makes a linear

assumption during its calculation and moreover, the variables are assumed to follow a

bivariate normal distribution. These assumptions make r sensitive to skewed data and

outliers, thus we also calculated the statistic after removing them. In more detail, we

computed the z-scores zai and zgi of importance coefficients ai and gi respectively and

removed the pairs of values ai, gi whenever one or both of the two values exceeded the

threshold of 3. Pearson’s r as expected dropped significantly to values between Kendall’s

τ and Spearman’s ρ (Tables 3.2 and 3.3).
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3.3.4 Jensen Shannon Divergence

To address the problematic behavior of correlation statistics when measuring the degree of

dependence between different feature importance measures, we consider Jensen–Shannon

divergence (JSD). JSD is a measure of probability distribution similarity, it is always

non-negative and takes values in the interval [0, 1] with 0 and 1 indicating respectively

identical and completely different distributions. Let p and q be the distributions the distance

of which we want to test. JSD is calculated as:

JSD(p, q) =
KL(p,m) +KL(q,m)

2
(3.7)

Where KL(p, m) is the Kullback-Leibler divergence between p and m. In the equation

above, m = p+q
2

. As such it is neither affected from monotonic behavior of probability

weights nor from their rank. Kullback Leibler divergence of two probability distributions

is given by the following formula:

KL(p, q) = −
∑
x∈X

p(x) log
q(x)

p(x)
(3.8)

In our experiments we computed the JSD in every pair of feature importance measures

tested.

3.3.5 Jaccard Similarity In Top-k Features

The previously presented measures take into account weights from all the tokens of a text.

Nevertheless, in many text classification tasks, there are only a few important words that

can be though of as a clear indication of the prediction of the Neural Network model. These

words can be considered as significant when their importance score exceeds a specified

threshold. In this work we measure the similarities between sets that contain the most

important tokens according to the attention mechanisms and each of the measures of

feature importance (Section 3.2). We use Jaccard index which measures the similarity

between finite sample sets and takes values in [0, 1]. The higher the number of Jaccard

index, the more agreement can be found between two measures in our experiment. Let
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A = {a1, a2, ...ak} and G = {g1, g2, ...gk} be sets containing indices of the k most

important words of a text according to attention and gradient-based scores respectively.

The Jaccard coefficient is defined as:

J(A,G) =
|A ∩G|
|A ∪G|

(3.9)

where | · | denotes the cardinality of sets. For instance, in a sentence i of length T = 15,

if Ai = {3, 6} and Gi = {6, 12} are the positions of the top-2 tokens with respect to our

measures A and G, the Jaccard index would result in J(Ai, Gi) = 1
3
.

3.4 Results

3.4.1 Correlation Results

Tables 3.2 and 3.3 show the correlations between attention and, respectively, gradient-

based or LOO feature importance measures. We observe that correlations vary from

weak to moderate for all datasets. Not surprisingly, Spearman consistently yields higher

correlation than Kendall and Pearson. However, these correlation scores are in some cases

questionable. The last three columns of Tables 3.2 and 3.3 report the percentage of the

instances for which the correlation scores are statistically significant (p-value < 0.05). We

can observe that in many datasets the significance fractions are small, especially for lower

correlations. As can be seen in the last three columns of Table 3.2 the fraction of instances

for which the correlation is statistically significant is high in most of the experiments.

One has to notice that every pair of weights is ranked by both Kendall’s τ and Spearman’s

ρ regardless of the values of the two weights. But should we measure correlation on

insignificant tokens (with low importance score)? In order to see how these low scores

can degrade the value of these metrics, we recomputed correlation using only importance

scores when exceeding a specific percentile, in every instance. Figure 3.3 shows Kendall’s

τ calculated on different percentiles of tokens for all binary classification datasets. Higher

percentiles in the computation yield higher correlation.
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Attention vs Gradient (Bi-LSTM)

Dataset Mean ± Std Significance-Fraction
τ ρ r τ ρ r

SST 0.37± 0.20 0.47± 0.24 0.42± 0.32 0.53 0.60 0.44
IMDB 0.40± 0.07 0.55± 0.09 0.42± 0.33 1.00 1.00 0.91
20News 0.26± 0.14 0.38± 0.18 0.34± 026 0.78 0.78 0.59
Ag-News 0.42± 0.12 0.57± 0.15 0.47± 0.17 0.92 0.92 0.42
bAbI-1 0.24± 0.16 0.30± 0.20 0.32± 0.25 0.49 0.50 0.47
bAbI-2 0.15± 0.18 0.18± 0.26 0.24± 0.23 0.35 0.36 0.27
bAbI-3 0.34± 0.15 0.44± 0.21 0.42± 0.18 0.72 0.73 1.00
SNLI 0.34±0.22 0.45± 0.27 0.43± 0.33 0.43 0.44 0.47

Table 3.2: Mean ± standard deviation and fraction of instances for which this correlation
is statistically significant of Kendall (τ ), Spearman (ρ) and Pearson (r) correlations on
attention-based and gradient-based importance scores.

Attention vs LOO (Bi-LSTM)

Dataset Mean ± Std Significance-Fraction
τ ρ r τ ρ r

SST 0.35± 0.19 0.47± 0.23 0.37± 0.32 0.49 0.51 0.56
IMDB 0.33± 0.07 0.46± 0.09 0.30± 0.24 0.99 0.99 1.00
20News 0.25± 0.14 0.35± 0.19 0.33± 0.27 0.71 0.70 0.73
Ag-News 0.36± 0.13 0.48± 0.17 0.51± 0.26 0.81 0.82 0.84
bAbI-1 0.20± 0.15 0.29± 0.20 0.25± 0.30 0.40 0.40 0.49
bAbI-2 0.11± 0.19 0.17± 0.26 0.24± 0.28 0.31 0.32 0.37
bAbI-3 0.32± 0.16 0.44± 0.21 0.49± 0.18 0.67 0.68 0.67
SNLI 0.30± 0.23 0.47± 0.29 0.53± 0.37 0.37 0.39 0.57

Table 3.3: Mean ± standard deviation and fraction of instances for which this correlation
is statistically significant of Kendall (τ ), Spearman (ρ) and Pearson (r) correlations on
attention-based and LOO-based importance scores.

3.4.2 Jensen-Shannon Divergence Results

Table 3.4 shows the mean JSD between different feature important measures across all

datasets. JSD is highlighting different pairs of measures that are closely related. Except

SST and bAbI-2, attention and gradient-based distributions have (on average) the smallest

divergence between all combinations tested. This is somewhat contradictive to the findings

of Jain and Wallace (2019). Intuitively this is presumably because JSD is a measure that

takes under consideration the probability mass, given in each token and is not affected by

monotonicity and ranks of the tokens themselves.

3.4.3 Jaccard Similarity Results

Table 3.5 and Figure 3.4 show the Jaccard similarity between all pairs of feature importance

measures for the top-k tokens; k ranges from 1 to 3. Contrary to Jain and Wallace (2019)
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(a) 20News-sports
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(b) Ag-News
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(c) IMDB
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(d) SST

Figure 3.3: Correlation (y-axis) computed on different percentiles (x-axis) of instances in
a test dataset. Weights lower than the percentile of the instance are set to zero.

Jensen-Shannon Divergence (Bi-LSTM encoder)
Datasets Attention-Gradient Attention-LOO Gradient-LOO
SST 0.10± 0.05 0.14± 0.09 0.05± 0.04
Imdb 0.12± 0.03 0.17± 0.06 0.10± 0.05
20News-Sports 0.10± 0.07 0.30± 0.28 0.18± 0.14
AgNews 0.11± 0.04 0.24± 0.17 0.20± 0.15
SNLI 0.11± 0.07 0.19± 0.19 0.22± 0.15
bAbI-1 0.17± 0.07 0.31± 0.18 0.31± 0.11
bAbI-2 0.38± 0.14 0.40± 0.16 0.32± 0.12
bAbI-3 0.13± 0.05 0.33± 0.21 0.29± 0.12

Table 3.4: Mean Jensen-Shannon Divergence ± standard deviation for all pairs of feature
importance distributions. With bold numbers we have denoted pairs of measures with the
minimum JSD score among different pairs of measures.

we show that attention has stronger agreement with gradient based scores than LOO in

most of the tasks. Notably, in bAbI-2 the Jaccard index is quite low which can be somewhat

justified by the poor performance of the model on this task (Table 3.1).

Another interesting observation is that Jaccard similarity drops as k increases. This could

be due to the fact that in many instances the important instances are fewer than k. Moreover,
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Figure 3.4: Mean Jaccard Similarity coefficients bar-chart for the top-k features of an
instance k = (1, 2, 3). Different pairs of measures of feature importance are indicated with
different colours.

the magnitude of importance scores often depends on the length (in tokens) of the instance;

longer texts result in lower importance scores. Figure 3.5 shows plots of the Jaccard

similarity between different feature importance measures. The similarity is calculated on
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the top-1 token according to each measure under the condition that the importance of the

token exceeds a threshold. Larger thresholds yield higher similarities.
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Mean± std Jaccard coefficient on top-k features
Top-1

Datasets Attention-Gradient Attention-LOO Gradient-LOO
SST 0.47± 0.49 0.37± 0.48 0.63± 0.48
IMDB 0.43± 0.49 0.44± 0.49 0.45± 0.49
20News 0.81± 0.38 0.56± 0.49 0.58± 0.49
AgNews 0.57± 0.49 0.41± 0.49 0.43± 0.49
SNLI 0.45± 0.49 0.43± 0.49 0.30± 0.46
bAbI-1 0.97± 0.15 0.70± 0.45 0.70± 0.45
bAbI-2 0.14± 0.35 0.19± 0.39 0.75± 0.43
bAbI-3 0.99± 0.05 0.73± 0.44 0.73± 0.44

Top-2
Datasets Attention-Gradient Attention-LOO Gradient-LOO
SST 0.39± 0.33 0.32± 0.31 0.62± 0.35
IMDB 0.43± 0.35 0.40± 0.34 0.43± 0.34
20News-Sports 0.71± 0.34 0.45± 0.34 0.50± 0.34
AgNews 0.48± 0.35 0.41± 0.33 0.42± 0.31
SNLI 0.39± 0.32 0.35± 0.30 0.27± 0.28
bAbI-1 0.51± 0.30 0.33± 0.16 0.49± 0.31
bAbI-2 0.26± 0.22 0.30± 0.20 0.61± 0.35
bAbI-3 0.54± 0.30 0.31± 0.07 0.44± 0.27

Top-3
Datasets Attention-Gradient Attention-LOO Gradient-LOO
SST 0.40± 0.26 0.34± 0.25 0.64± 0.28
IMDB 0.44± 0.27 0.38± 0.25 0.44± 0.26
20News-sports 0.65± 0.30 0.39± 0.23 0.49± 0.28
AgNews 0.47± 0.27 0.42± 0.25 0.45± 0.26
SNLI 0.41± 0.25 0.37± 0.24 0.31± 0.23
bAbI-1 0.40± 0.21 0.30± 0.15 0.49± 0.26
bAbI-2 0.26± 0.18 0.27± 0.14 0.47± 0.22
bAbI-3 0.39± 0.19 0.23± 0.10 0.39± 0.21

Table 3.5: Mean Jaccard coefficients ± standard deviation per dataset in 3 sub-tables for
top-1 , top-2 and top-3 tokens containing all pairs of feature importance measures. With
bold numbers we have denoted pairs of measures with the maximum Jaccard index score
among different pairs of measures.
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(a) SST (b) Imdb

(c) 20News (d) AgNews

(e) SNLI (f) bAbI-1

(g) bAbI-2 (h) bAbI-3

Figure 3.5: Mean Jaccard coefficient per dataset (y-axis) for different thresholds of feature
importance (x-axis) on top-1 attention weight. Red (blue) lines show the mean Jaccard
index between attention and gradient (LOO) based importance scores.



21

4 Related Work

Recently Jain and Wallace (2019) questioned the explanatory power of attention

mechanisms in NLP. Their main points weres: a) in order for attention scores to provide

sufficient explanation they should correlate well with other measures of feature importance,

and b) alternative attention distributions should lead to significant changes in the output of

the model. Serrano and Smith (2019) agree to an extent with Jain and Wallace (2019). They

performed a series of experiments where they measured the impact of attention scores in

the decision layer by zeroing-out the largest ones. They concluded that, although attention

is an indicator of feature importance, it is not an optimal one.

Wiegreffe and Pinter (2019) focused on the second point of Jain and Wallace (2019). The

used a training protocol where the encoder is a simple Linear Projection of the text’s

embeddings and the attention could be 1) fixed (uniform), 2) learned from the projected

embeddings, 3) transferred from an attention model with LSTM encoder, or 4) learned by

an adversarial mechanism. The intuition is that more meaningful attention distributions

will “guide” better a non-contextual encoder. Indeed the attention weights learned from

context-aware embeddings (setting 3) yield the best results. Interestingly the adversarial

attention distribution deteriorates the results.

On the work of Mullenbach et al. (2018), human evaluation is used to assess explanations

based on inputs in medical codes from clinical texts. Authors show that ‘explanations’

in the form of k-grams generated from attention mechanisms, were better and more

informative when compared with the one provided from NNs without attention, or simple

logistic regression models.
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5 Conclusions and Future Work

5.1 Conclusions

In this thesis we took a close examination on the claim of Jain and Wallace (2019) that

‘Attention is not explanation’. This claim attracted the interest of the NLP community

as it criticizes the explanatory power of attention mechanisms which have been broadly

used in NLP tasks. Jain and Wallace (2019) claim that attention weights do not correlate

strongly with other well-established measures of feature importance (gradient-based and

LOO). Here we argued that measuring correlation with Kendall’s τ is wrong and could be

misleading as it does not capture the actual weight distribution similarity. Complementary

correlation statistics examined in this study also fail to measure this similarity, despite

pointing to a slightly higher degree of dependence. Therefore we measured JSD between

the different feature importance measures and showed that their distribution are quite

similar, contradicting the findings of Jain and Wallace (2019). Finally, driven by the fact

that in several instances the decisions are based on just a few important words we measured

the Jaccard index between the sets of the most important words according to the different

feature importance measures. Our findings show that all measures of feature importance

tend to agree on which words are important.

5.2 Limitations and Future Work

An important limitation of this work is that there is no concrete conclusion about which

measure of feature importance can be considered as ground truth. A possible solution is

to have humans decide which words of a text are the most meaningful but we leave it for

future work. Another limitation is that, although attention mechanisms have been found

extremely important in seq2seq tasks, this study mainly considered classification tasks.

Therefore, we plan to experiment with more datasets and tasks towards this direction.
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