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ABSTRACT

Self-supervised learning (SSL) models are now the dominant archi-
tectures for many speech tasks, including speech emotion recogni-
tion (SER), achieving state-of-the-art performance on clean bench-
marks. Yet their robustness to noise and corruption in realistic en-
vironments remains underexplored and often overestimated. This
work presents a detailed evaluation of four SSL models on SER
with [IEMOCAP and MSP-Podcast under diverse corruption types
and severity levels, using a standardized benchmark. Our anal-
ysis shows substantial performance degradation under corruption,
even for the “robust” variant. We also examine data augmenta-
tion and leave-one-corruption-out training, demonstrating that while
augmentations can recover much of the lost accuracy, their effective-
ness varies across corruption families, and generalization to unseen
conditions is often limited. The results highlight the need to mea-
sure robustness not only in absolute terms but also as the fraction of
degradation repaired, and to report augmentation gains separately
for seen and unseen corruptions. This study establishes the first
comprehensive benchmarking protocol for SER robustness, and fur-
ther proposes a set of good practices for reproducible evaluation and
for guiding the development of robustness-enhancing methods.

Index Terms— self-supervised learning, speech emotion recog-
nition, robustness to noise, data augmentation, benchmark

1. INTRODUCTION

The robustness of machine learning models has become a central
concern across domains such as vision, language, and speech. In
speech processing, this is especially critical, as real-world signals
are often affected by background noise, reverberation, and chan-
nel distortions. Yet most corpora are collected in controlled, rel-
atively clean settings, limiting their representativeness for deploy-
ment. Self-supervised learning (SSL) models now dominate speech
processing by exploiting large amounts of unlabeled data. In speech
emotion recognition (SER), where subtle acoustic variations are key,
robustness to noise and corruption is particularly important. How-
ever, SSL models under realistic noisy conditions remain underex-
plored. Pretraining data strongly influences resilience, and in prac-
tice models still suffer sharp performance drops when exposed to
unseen corruptions or shifts.

This study provides the first systematic evaluation of SSL ro-
bustness for SER using a standardized benchmark spanning diverse
corruption types and severity levels. By quantifying performance
degradation and testing mitigation strategies, we establish a founda-
tion for developing more reliable SER systems in real-world envi-
ronments.

2. RELATED WORK

Efforts to improve the robustness of SER have attracted significant
attention, yet systematic evaluation remains limited. Prior studies
often target specific noise conditions or apply augmentation heuris-
tics, without a comprehensive assessment across corruption types
and severity levels. Additive noise from datasets such as ESC-50
[L], NOISEX-92 [2]], or MUSAN [3] is frequently injected during
training, testing, or both, with performance evaluated across dif-
ferent SNRs ([4], [Sl], [6]). Other approaches use denoising archi-
tectures or front-end processing before feature extraction ([7]], [8],
[Ol, [LQ], [[L1]). Signal-level distortions—including Gaussian noise,
loudness shifts, reverberation, or clipping—are also applied as aug-
mentation ([6]], [12]). More recent works employ SSL models such
as Wav2Vec 2.0, HuBERT, WavLM, and Whisper, either by pre-
training on noisy speech or combining acoustic and ASR embed-
dings to enhance robustness ([L3]], [1L1]], [14]). .

While these studies introduce effective methods, their evaluation
strategies are often limited. Many evaluate robustness on small sets
of noise types, use single datasets, or rely on artificially contami-
nated audio without systematically controlling corruption types and
severity. Multi-condition setups (training and testing across diverse
corruptions) or mismatched train—test scenarios (e.g., training on
clean data and testing on corrupted data) are rarely considered, and
real-world re-recorded noisy datasets remain scarce [10]. Numerous
noisy speech datasets exist—such as NOIZEUS [15]], Aurora [16],
and CHiME-3 [[17]—but these have primarily found applications in
automatic speech recognition (ASR) research rather than SER.

The rise of SSL models—such as Wav2Vec 2.0, HuBERT, and
WavLM—has advanced SER, yet their robustness remains unclear.
The SUPERB benchmark [[18]] introduced a leaderboard to assess
SSL models across many speech tasks, including emotion recogni-
tion with datasets such as IEMOCAP. In this setup, SSL encoders
are frozen and multiple hidden states are combined via weighted
pooling; later works extend this with attentive or correlation pool-
ing [[19]]. While effective for benchmarking performance, these ap-
proaches do not assess robustness.

Inspired by these limitations, the RobuSER benchmark [[20] was
recently introduced, providing a structured framework for evaluat-
ing SER robustness across diverse corruption types and severity lev-
els. By standardizing evaluation conditions, it enables systematic
analysis of model robustness and direct comparison across stud-
ies. Similar to ImageNet-C [21] in vision, RobuSER establishes
a common benchmark for corruption robustness in SER. However,
while RobuSER defines the framework, it does not provide a sys-
tematic study of modern SSL encoders. We fill this gap by ap-
plying it to four popular models (Wav2Vec2, HuBERT, WavLM,
Wav2Vec2-Large-Robust) and extending the analysis to augmenta-



tion and cross-corruption generalization.

Regarding SSL robustness, in [22] Wagner et al evaluated
transformer-based SER models in terms of generalization, robust-
ness, fairness, and efficiency. Their experiments added ESC-50
noise at varying SNRs to MSP-Podcast [23], [IEMOCAP [24], and
MOSTI [23]], along with speed and amplitude perturbations. While
important, the study is limited: (i) the corruption set is narrow, fo-
cusing on mild perturbations and omitting broader distortions (e.g.,
reverberation, clipping, compression, gain shifts) with systematic
severity levels; (ii) evaluation is restricted to zero-shot testing, with-
out examining whether training on corruptions aids robustness or
generalization; and (iii) the focus is on continuous affective dimen-
sions, leaving open the impact on categorical SER.

These limitations motivate our study, which builds on RobuSER
but extends it by systematically evaluating four SSL encoders under
its corruption suite, examining robustness with multi-corruption
augmentation and leave-one-out training, and comparing acted
(IEMOCAP) and naturalistic (MSP-Podcast) corpora. Our main
contributions are therefore: (i) a comprehensive robustness evalua-
tion protocol for SER based on RobuSER, covering eight corruption
types and multiple severity levels; (ii) an analysis of augmentation
and cross-corruption generalization; and (iii) a unified robustness
comparison across four SSL backbones. In this way, we estab-
lish the first standardized baseline for robustness in SER. This is
complementary to SUPERB, which benchmarked SSL encoders on
clean-condition performance across many speech tasks, including
SER, but without addressing robustness to corruptions.

3. ROBUSTNESS BENCHMARKING FRAMEWORK

3.1. Datasets and corruptions

Our experiments are conducted on two widely used emotional
speech corpora. We use IEMOCAP, an acted dataset of about 12
hours of audiovisual recordings containing both scripted and spon-
taneous emotional expressions from 10 speakers (5 male, 5 female)
in dyadic sessions. For evaluation, we adopt a speaker-independent
10-fold cross-validation, implemented in a leave-one-speaker-out
(LOSO) manner and report average performance across folds. We
also employ the MSP-Podcast corpus (v1.12), one of the largest
publicly available emotional speech datasets in English, with 324
hours of podcast recordings. We follow the standard partitioning
into 112,712 training, 31,961 development, and 44,395 utterances in
the Test 1 set. Since our experiments require access to ground-truth
labels for robustness analysis and reproducibility, we use Test 1 for
evaluation. While Test 2 is available, it is smaller, primarily de-
signed to assess generalization across unseen podcasts, and has seen
limited use, making direct comparison with most existing results
difficult. Test 3, in contrast, is restricted to blind evaluation without
public labels. Each utterance is annotated by multiple raters for both
categorical emotions (e.g., anger) and dimensional attributes (e.g.,
arousal). In this study, we focus on emotion classification, using
only subsets with majority annotator agreement on four primary
categories: anger, happiness, neutral, and sadness.

For robustness evaluation, we adopt the RobuSER benchmark-
ing framework, which applies eight corruption types. Three corre-
spond to additive background noise drawn from different corpora
(ESC-50, UrbanSound8k, MUSAN), while the remaining five are
reverberation (EchoThief Impulse Response Library), compression
artifacts, Gaussian noise, clipping distortion, and gain transition.
Each corruption is implemented at three severity levels: background
and Gaussian noise are varied by signal-to-noise ratios (0, 10, 20

dB); reverberation by RT60 ranges ([0.1, 0.5], [0.5, 1.0], [1.0, 1.5]);
compression by bit rates (8, 16, 32 kbps); clipping by maximum
percentile thresholds (20, 40, 60); and gain transition by min—max
gain ranges ([-40.0, —20.0], [-30.0, —10.0], [-20.0, 0.0] dB).

3.2. Robustness evaluation protocol

We evaluate four self-supervised speech models: wav2vec2-base,
HuBERT-base, WavLM-base, and wav2vec2-large-robust. During
fine-tuning, we update only the Transformer encoder layers while
keeping the CNN feature extractor frozen. This strategy provides a
strong and stable baseline, as prior work [26] has shown that partial
fine-tuning generally yields better downstream performance than ei-
ther fully fine-tuning the model or freezing the entire encoder. Base-
line unweighted accuracy (UA) on clean test data is reported in Sec-
tion {4 to serve as a reference for interpreting robustness degrada-
tion and improvements. Models are trained on IEMOCAP (10-fold
cross-validation) and MSP-Podcast. Training uses an NVIDIA A10
GPU with the Adam optimizer, early stopping, batch size 32 (16
for Wav2Vec2-Large-R), learning rates of 1e-4 for the classifier and
le-5 for the encoder, a linear scheduler, and mixed-precision with
FlashAttention2. Hyperparameters are selected by weighted accu-
racy (WA) on IEMOCAP and unweighted accuracy (UA) on MSP-
Podcast, reflecting its imbalance. For MSP-Podcast, class weights
further mitigate label skew.

We investigate three training conditions. In the first setting,
models are fine-tuned solely on the clean training set. In the sec-
ond, we adopt an augmentation strategy in which clean and cor-
rupted versions of the training samples are used; for each utterance,
one of the 24 corruption settings (8 corruption types x 3 severity
levels) is randomly selected, ensuring balance between clean and
corrupted inputs. Finally, to assess generalization to unseen distor-
tions, we perform a leave-one-corruption-out experiment: models
are trained with data augmented using 21 corruptions while hold-
ing out one corruption type (all three severity levels) for evaluation.
This procedure is repeated for each corruption type. Across all se-
tups, evaluation is carried out on the clean test data as well as on
corrupted counterparts, covering the full suite of 8 corruption types
at 3 severity levels each . Each clean utterance in the test set has a
paired corrupted version, enabling a systematic robustness analysis.

4. EXPERIMENTS

Before analyzing robustness, we report baseline performance on
clean test data (Table . On IEMOCAP, WavLM achieves the
highest UA (70.0%), closely followed by HuBERT (69.8%), while
Wav2Vec2 lags behind. On MSP-Podcast, Wav2Vec2-Large-R
leads (65.5%), with WavLM slightly lower (65.3%) and Wav2Vec2
and HuBERT trailing at 63.2%. These baselines provide the refer-
ence points for interpreting degradation and recovery from augmen-
tation in the following analysis.

Table 1. Baseline UA (%) on clean test data.

Dataset W2V2 HuBERT WavLM W2V2-LR
IEMOCAP 67.6 69.8 70.0 68.2
MSP-podcast 63.2 63.2 65.3 65.5

For the robustness evaluation, we report changes in unweighted
accuracy (UA) relative to the clean test condition. Specifically,
ACorr denotes the decrease in UA (performance degradation) for
models trained on clean data and tested on corrupted data, while



Table 2. Relative change in UA. ACorr: decrease in UA for models trained on clean data and tested on corrupted data. AAug, AL1O:
increase in UA for models trained with full or leave-one-out augmentation respectively. Level indicates corruption severity.

IEMOCAP

I MSP-Podcast

Wav2Vec2 ‘ HuBERT ‘ WavLM ‘ ‘Wav2Vec2-L-R ‘ ‘ ‘Wav2Vec2 ‘ HuBERT ‘ ‘WavLM ‘ Wav2Vec2-L-R

Corruption ~ Level ACorr  AAug ALIO ‘ ACorr  AAug ALIO ‘ ACorr  AAug ALIO ‘ ACorr  AAug

ALIO || ACorr  AAug ALIO | ACorr AAug ALIO | ACorr AAug ALIO | ACorr AAug ALIO

UrbanSound8K 20dB 42 +45 #4334 418 03 | 26 439 434 21 431
10dB S137 4112 4102 1 99 468 436 | 74 465 463 60  +60
0dB +155  +143 [E22EN +124 496 111 496 |NEISHN +127

+3.1 -0.3 -1.7 +0.3 -1.1 +1.0 0.0 -0.5 -0.5 0.0 -1.0 +0.3 -0.7
+5.4 -3.4 -0.2 +1.3 -4.4 +3.0 +2.1 -1.2 -0.3 +0.1 -4.0 +1.9 +0.4
+117 |JEIBBE +5.1  +6.1 +89  +77 57 +18 | 422 +6.8  +4.9

ESC-50 20dB -3.7 +4.5 +2.8 -4.2 +2.1 +2.5 -2.9 +4.2 +3.9 -2.1 +3.0
10dB -11.5 +9.0 +7.5 -100 +6.4 +4.9 -6.5 +5.8 +5.6 -5.3 +4.9

0dB +128  +11.1 [ESONM +103 486 [IE390 +90  +7.7 [EEEE +92

+1.8 -0.8 -1.3 -0.7 -0.9 +1.0 +0.2 -0.6 -0.4 -0.8 -1.2 +0.3 -0.6
+4.1 -3.7 0.0 +0.4 -4.5 +3.1 +2.2 -1.6 -0.1 -0.7 -4.5 +2.2 +1.1
+92 |JEREE +47 @ +41 484 468 [T 120 408 462  +49

MUSAN 20dB 32 433 429 35 422 429 | 22 430  +17  -15 422
10dB 17 472 467 =106 +75 458 | 00 475 449 -64 455
0dB +117  +108 [JESEEN +109 +9.6 +134  +10.1 [JEDEE +104

+23 | 08 12 00 | -13 409 405 0.6 03 | 4L1 | -13 403  +10
+46 | 41 401  +07 | 45 425 +l4 <17 01  +08 | 42 413 422
89 JEEEE o5 +27 +51 32 Sl 30 23 436 | +43

Clipping 20% S8 408 426 18 02 06 | -16 422 +13 28 424 431 21 00 +08 | -13 408 03 L1 401 402 | 20 +07  -06
40% 76 432 #4465 420 406 | 57 +42 431 62 433 433 || 47 414 +17 | 32 416 05 | 30  +13  +09 | 41  +16 -0
60% S141 | 456 457 [ G128 452 428 | =109 +6.6  +54 [ =104 +50 433 75 422 423 | 52 422 <10 [58 430 420 | 77 434 03
Compression  32kbps | -02  +21  +L1 00  -09 08 | 02 425 414  +03 414 419 | 04 L1 02 | 02 +01 09 401 07 06 | 06 06 05
l6kbps | -18  +19 412 26  +04 402 | 05 424 412 403 412 423 | 12 -1 03 | 07 +03 03 02 09 -0 [ -12 03 04
Skbps | 1331 +67  +59 [[FI290 +7.9 451 | 96 | +59 446 | 13 451 422 | 55 | +01 403 | 56 | +19  +07 [[A4T +17 04 | 43 409  +08
Gain 420dB | 06 421 424 02 09 02 | +04 416 +09 407  +06  +13 00  -L1 05 | -01 404 +02 01 04 01 | 01 06 -04
+30dB | -02 419  +18 04 04 403 | +04 416 +07 L1 +22 423 | 01 <13 06 | -01 405 403 00 06 02 [ 00 07 05
+40dB | 34 450 430 21 407 406 | -10 426 +26 [[957 +105 [#95 | 01 -07 02 | 00 406 405 401 06 04 | 02 06 06
Gaussian 30dB 46  +64 455  -59 448 432 | 30 +42 422 | 57 470 428 | 04 L1 03 | -04 407 +09 405 15 00 | 06 03  -06
20dB G160 +160 +157 G450 +122 483 | 99 495 456 [109° +119 463 | 23 01 408 | -14 410 +12 04 09 403 | -12 06  -06
10dB 4283 +274 [EEGON +212 +152 4199  +149 WEOBE +183 4121 |[FI0AT 450 450 | -53 432 430 32 4Ll 416 | 51 408 01
Reverb 0.1-05s | 72 +45 431 40 04 403 | 24 +17  +15 [WEIOSW +87 4887 33 03 +03 20 +02 02 14 04 402 | 24 05 0.6
05-10s | <100 +65 430 72 +1.0 401 | 62  +41 430 | -10.0 +83 472 | 51 01 08 | 46 +l2 +08 24 07 02 | 47 +01 02
10-1.5s | 2156 +82  +39 | -1l5 434  +17 |20 +6.1  +45 [NEIGEM +10.5 | +109 |NEBEN 38 | +03 +40  +28 [IEGBI +12 +03 [I860 +1.0 01
Average - | 106 75 66 | 91 48 35 | 71 58 44 | 17 64 54 || 45 06 10 | 41 22 13 | 23 03 04 | -41 L1 0.5

AAug and AL10 denote the improvements (performance recovery)
in UA obtained when training with full augmentation or leave-one-
corruption-out augmentation, respectively. The results are shown
in From these results, we derive several key observations,
structured below as a series of guiding questions and answers:

Q1: How severe is the degradation of SSL models under con-
trolled corruptions, and does Wav2Vec2-Large-Robust offer an ad-
vantage in terms of robustness? Table [2[ shows that all models suf-
fer substantial degradation compared to clean baselines (Table [I).
On IEMOCAP, average ACorr values are —10.6 (Wav2Vec2), —9.1
(HuBERT), —7.1 (WavLM), and —7.7 (Wav2Vec2-L-R), while on
MSP-Podcast the drops are milder at —4.5, —4.1, —2.3 and —4.1
for Wav2Vec2, HuBERT, WavLM, and Wav2Vec2-L-R, reflecting
the stabilizing effect of its larger, more naturalistic training data.
WavLM consistently shows the smallest average degradation, point-
ing to stronger robustness in aggregate. On MSP-Podcast in par-
ticular, WavLLM is far more robust than all other models, with its
degradation (—2.3) substantially smaller than the rest. On IEMO-
CAP, Wav2Vec2-L-R achieves performance comparable on average
to WavLM, but is not uniformly robust: it is notably fragile un-
der reverberation (RT60 1.0-1.5s, ACorr = —16.7) and high gain
(40dB, ACorr = —9.5). Thus, robustness-oriented pretraining does
not necessarily improve resilience, and model rankings under cor-
ruption can differ from those under clean conditions.

Q2: Which corruption types and severity levels are most damag-
ing? As expected, increasing severity consistently amplifies degra-
dation, but the impact varies strongly by corruption type (Table [2).
Low-SNR additive noises and strong Gaussian noise are the most
destructive: for example, on IEMOCAP Wav2Vec2 drops by —27.4
at UrbanSound8K 0 dB and by —33.0 at Gaussian 10 dB. Reverber-
ation at long RT60 values also produces large losses (e.g., —16.7
for Wav2Vec2-L-R). Similarly, clipping and low-bitrate compres-
sion have moderate effects. However, high-bitrate compression or
small gain shifts reduce accuracy only marginally. In terms of sta-
bility, WavLM shows the lowest variance across corruption types
and respective levels, whereas Wav2Vec2-L-R combines good aver-
age, for [IEAMOCAP, but with notable weaknesses to reverberation
and gain, therefore a relatively high variance in performance drop.
Comparing datasets, IEMOCAP exhibits sharper worst-case drops,

while MSP-Podcast shows more tempered declines, again suggest-
ing that dataset scale and realism mitigate extreme degradations.
However, in both datasets the same noise types consistently emerge
as the most damaging (e.g., low-SNR additive and Gaussian noise)
or least damaging (e.g. compression and mild gain), even if the ab-
solute degradation levels differ.

Q3: To what extent can full multi-corruption augmentation
improve robustness? Augmentation substantially reduces corrup-
tion impact (Table 2). On IEMOCAP, average AAug values of
+7.5 (Wav2Vec2), +4.8 (HuBERT), +5.8 (WavLM), and +6.4
(Wav2Vec2-L-R) recover approximately 71%, 53%, 82%, and 83%
of lost accuracy respectively. Recovery can be striking: for Gaus-
sian 10 dB on Wav2Vec2, AAug is +28.3 versus ACorr = —33.0,
inverting nearly 86% of the damage. On MSP-Podcast, gains are
smaller, reflecting the stronger inherent robustness of models trained
on this larger, more naturalistic corpus. Overall, augmentation is a
strong baseline practice, though its effectiveness is uneven across
corruption types and severities. Evaluations should thus consider
the fraction of degradation repaired, not just the raw gains. In addi-
tion to robustness gains, we examined the effect of corruption-based
augmentation on clean-condition performance. On IEMOCAP,
accuracy remains almost unchanged or improves, with gains for
Wav2Vec2 (42.5), WavLM (+42.0), and Wav2Vec2-L-R (+2.9).
On MSP-Podcast, effects are mixed, reflecting the corpus’s inherent
robustness: Wav2Vec2 and WavLM show modest improvements
(+1.6 and +1.1), while Wav2Vec2-L-R exhibits a decrease (—2.4).

Q4: How well do models generalize to unseen corruption types?
Although multi-corruption augmentation provides strong improve-
ments, real-world scenarios rarely expose models to all possible dis-
tortion types. It is therefore crucial to assess cross-corruption gener-
alization using leave-one-out training. While these values can be de-
rived from[Table 2] [Table 3| presents them more compactly by show-
ing all AAug—AL1O differences; this table is redundant but offers
a clearer view of generalization gaps. Overall, most gaps are mod-
est, but Gaussian noise and long-RT60 reverberation regularly show
larger values, indicating that gains depend strongly on exposure to
these distortions. At the model level, Wav2Vec2 often achieves the
smallest average gaps, suggesting better cross-corruption general-
ization, but its absolute ACorr values are higher, meaning there re-



Table 3. Generalization differences (AAug — AL10). Higher values indicate that unseen corruptions benefit less from other augmentations.

| IEMOCAP [l MSP-Podcast
Corruption Level | Wav2Vec2 | HuBERT | WavLM | Wav2Vec2-L-R || Wav2Vec2 | HuBERT | WavLM | Wav2Vec2-L-R
UrbanSound8K 20dB 0.2 2.1 0.5 0.1 -1.9 1.0 -0.5 1.0
10dB 1.0 32 0.3 0.6 -1.6 0.9 -0.4 1.5
0dB 1.2 2.9 1.5 0.9 -1.1 12 -0.4 2.0
ESC-50 20dB 1.7 -0.4 0.3 1.1 0.6 0.8 0.5 1.0
10dB 1.5 1.4 0.3 0.7 0.4 0.9 0.6 1.1
0dB 1.7 1.8 13 -0.1 0.6 1.7 12 13
MUSAN 20dB 0.4 -0.7 13 -0.1 13 0.4 -1.4 0.7
10dB 0.5 1.7 2.5 0.9 0.6 1.2 -0.9 0.9
0dB 0.8 1.3 33 1.5 0.2 1.9 0.6 0.7
Clipping 20 1.9 0.4 0.9 0.7 0.7 1.0 0.1 13
40 -1.2 1.4 1.1 -0.1 -0.3 22 0.4
60 -0.1 24 12 1.7 -0.1 1.0
Compression 32k 1.0 -0.2 1.1 -0.5 0.9 1.0 0.1 0.1
16k 0.7 0.2 12 -1.1 0.8 0.6 0.1 0.1
8k 0.9 2.8 13 2.9 0.2 12 2.1 0.1
Gain +20dB -0.3 -0.7 0.7 -0.7 0.6 0.2 0.3 0.2
+30dB 0.1 -0.7 1.0 -0.1 0.7 0.2 0.3 0.2
+40dB 2.0 0.0 0.0 1.0 0.5 0.1 0.2 0.0
Gaussian 30dB 0.8 1.6 1.9 0.8 -0.2 1.5 0.3
20dB 0.3 0.9 -0.2 1.2 0.0
10dB 0.9 0.1 0.1 0.5 0.6
Reverb 0.1-0.5s 1.4 -0.7 0.1 -0.1 -0.6 0.5 0.7 0.1
0.5-1.0s 3.5 0.9 1.0 1.1 0.7 0.4 0.6 0.3
1.0-1.5s 1.8 1.6 -0.4 1.2 0.9 1.1
Average - |09 | 13 | 14 | 1.0 | 04 | 09 | -01 | 0.6

mains substantial room for improvement. WavLM shows stable and
moderate gaps, consistent with its lower variance across corruption
types, while Wav2Vec2-L-R is highly inconsistent: on MSP-Podcast
it fails to generalize under clipping, despite showing strong recovery
on other conditions. Comparing datasets, [EMOCAP shows larger
AAug—AL10 gaps than MSP-Podcast, highlighting weaker gen-
eralization in the smaller, acted corpus. In contrast, MSP-Podcast
yields smaller or even negative gaps for some corruptions, pointing
to stronger cross-corruption generalization due to its larger scale and
more diverse acoustic conditions. These findings underline that aug-
mentation gains should be reported separately for seen and unseen
corruptions, and that models combining low average degradation
with small generalization gaps are more likely to perform reliably
under real-world conditions.

5. CONCLUSION

This work provides the first systematic robustness evaluation of four
SSL models (Wav2Vec2, HUBERT, WavLM, and Wav2Vec2-Large-
Robust) on the SER downstream task, leveraging the RobuSER
benchmark across diverse corruption types and severity levels. Our
experiments reveal clear degradation patterns, with low-SNR ad-
ditive and Gaussian noise as the most damaging, and show that
robustness-oriented pretraining only partially mitigates these vul-
nerabilities. WavLM is the most stable encoder on average, while
Wav2Vec2-Large-Robust achieves strong recovery with augmenta-
tion but remains brittle to distortions such as reverberation. Cru-
cially, robustness rankings differ from clean-condition baselines,
underscoring the need for systematic evaluation under corruption.
We show that augmentation is a strong baseline: on IEMOCAP,
models recover up to 80% of lost performance, and on MSP-Podcast
notable gains are also observed. Yet its effectiveness is uneven
across corruption types and severities, making it crucial to report
the fraction of degradation repaired rather than raw improvements.
Leave-one-out analysis further shows that cross-corruption gener-

alization remains sometimes limited, e.g., Gaussian noise consis-
tently exhibits large generalization gaps and long-RT60 reverbera-
tion causes non-generalizable behavior especially for Wav2Vec2-L-
R. Overall, results underline the need to report augmentation gains
separately for seen and unseen corruptions and to favor models com-
bining low average degradation with small generalization gaps, as
these are most reliable in real-world conditions.

By unifying datasets, corruption types, and training protocols,
this study delivers a standardized baseline for robustness bench-
marking in SER, offering an evaluation role comparable to that of
SUPERB for clean-condition performance. The framework pro-
vides a reference point for future research, enabling reproducible
comparisons across models and training strategies, and laying the
foundation for principled development of robustness-enhancing
SER methods. In future work, we will extend the analysis to
additional SSL architectures, larger model variants, and alter-
native pooling strategies, and systematically benchmark multiple
robustness-oriented techniques within the same framework.
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