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Abstract

Text-to-Speech (TTS) is a technology able to read aloud digital text. Nowadays,
there has been signi [cant progress in many applications, from virtual assistance
and customer services, to technologies that help people who struggle with reading.
This study aims to train and evaluate a TTS deep learning model in the Greek
language trying to copy the voice of a well-known Greek actress keeping the
naturalness of the output speech. Our goal is to produce the actress’s accent,
making the output as identi [ablle as possible.

Recent research has shown how TTS can be successfully addressed as a sequence-
to-sequence (seg2seq) task followed by a vocoder. The seg2seq model predicts
Mel-Spectrograms, a representation of the input in the frequency domain per
time frame, given a text. Having a Mel-Spectrogram layout, the vocoder model
synthesizes the time-domain waveform. This study is focused on training the auto-
regressive Tacotron 2 [10] implementation for the seg2seq task and the WaveGlow
model [7] for the vocoder.

With the objective of simulating the actress’s voice, we collected our data samples
from a podcast she hosted. Having the audio samples, we organized the dataset
in the form of <text-audio sample> pairs. After the training process, our model
achieved 3.48 MOS (Mean Opinion Score). Our Greek TTS model also accomplished
81% voice similarity with the original podcast hostess.



[Tepltindn

Mia amd TIC TEXVOAQYiEC TTOU GUUPBAAAOLVY GTNV EMIAOIVWVIO TOU AVIPWTIOU HE
TN PNXavr) €ival Ta HOVTEAO UETOTPOTING MEIUEVOU YO OWIAia (Text-to-Speech,
TTS). EvoemTing mapadeiylata EQapUoywV TN TEXVOAOYIag auTr¢ eival ot Pn-
@lomoi Bondoi nal Ta epyaAeia avayvwaong KEIPEVOL 0 avapwToug e padnal-
oMéC OUOUOAIEC. ZTnV Tapovoa epyaaia, enttatdeloupe éva povtédo TTS yia Ta
EAANVIMG, WOTE N TTapayOuevn @wvi va LOILALEL e engivn TG YVWOTAC EAANvidag
ndomolov.

Mpoo@aTeC Epeuveg £xouv Ogifel w cuoTrpata TTS pumopolv va avantuxdoiv
EMITUXWC oLVOLALOVTOC EVa LOVTEAO Badidg padnang onoAovdia-ae-anoAouvdia
(sequence-to-sequence, seq2seq) #al €va PovTEAO vocoder. TO TIPWTO HOVTEAO
TopAyeEl TAPOOTACEIC 0TO TEdio NG cuxvotntag (Mel-Spectrograms) yio néde
Xpovino moapddupo (time frame), dedopévng Lo anoAoudioag AEEewv. ZTn OUVEXELQ,
TO deVTEPO HOVTEAOD (vocoder) avoAapBavel Tn oOVIECT TWV UUPOTOUOPPWV TOU
HXOU. ZTNV LAOTIOINGT LG, XPNOIUOTIOIOVE TN HeSodoAoyia Tou Tacotron 2 [10]
yla v napaywyr) Twv Mel-Spectrograms uait tnv vAomoinon tou WaveGlow w¢
vocoder [7] yia tnv teAnr] e€aywyr] TNG YUUATOUOPPNC.

ZTOXEVOVTOC VA TIPOCOUOIWCOLKE TNV OUIAID TNE EAANVidag ndotolou mou €€-
€TACOLLE, OTNV TTAPOLCA EPYOCiol CUAAEYOULE TO apXEia rxou amo To podcast To
omoio apouatddel. EXTaidebovTag T HOVTEA HOC E TO OPXEID OUIAIOC, TO EAA-
nviné Tacotron 2 € cuvOLOGCUO e Tov WaveGlow ©oTagépvouy va TTETUXO0UV UEGO
ounop yvwung (Mean Opinion Score, MOS) 3.48/5, nai Tautoxpova 81% opolotnta
HE TOV TPOTO OpIAIOG TNG TNC EAANVidag ndorolol.
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Introduction

Text-to-Speech deep-learning implementations can have several applications in
the industry, since they can close the gap in communication between humans and
machines. It is a signi [cant tool that can solve a variety of problems and improve
our lives in di Lerknt ways.

David Boies® did not learn to read by the age of eight, while every one of his close
relatives thought that he could. In fact, David Boies did his reading homework with
the help of his mother. He was outstanding in memorizing his mother’s reading
and speech, and everyone thought he could read perfectly. Then, he was diagnosed
with dyslexia. Now, David Boies is a successful lawyer and chairman of the [roh
Boies, Schiller, and Flexner. Everyone knows that legal science requires much
reading. Nevertheless, he found other ways to succeed. Having such an ability to
memorize speeches, David Boies and other people diagnosed by dyslexia could
[nd Text-to-Speech technologies very useful.

The popularity of virtual assistants made communication between humans and
machines more accessible than ever. Applications like Apple’s Siri tend to create
a new industry of computer communication. Voice bots and virtual customer
service are some of the many applications that the technology tries to solve. A
core component of end-to-end speech-to-speech technology is the Text-to-Speech
task. Those applications are not widespread in many languages, and we need to
[nd ways to create them.

Morgan Freeman is a famous actor with a unique accent and vocal color. Such a
voice was able to inspire Facebook’s CEO, Mark Zuckerberg, to invest and create
his personal virtual assistant with Freeman’s accent?. Text-to-Speech technologies
are great tools able to "copy" voices and accents, giving them a script. We may
see several [Ims or commercials with well-known actors’ voices in the following
years without the pre-recorded audio scripts.

The above examples are some of the Text-to-Speech applications. This master thesis
explores some popular TTS architectures such as Tacotron [12], Tacotron 2 [10],

!Gladwell, Malcolm. David and Goliath: Underdogs, Mis [1S] and the Art of Battling Giants. First
edition. New York: Little, Brown and Company, 2013.
2Mark Zuckerberg’s awkward afternoon with Morgan Freeman



Transformer TTS [5], FastSpeech [9], and FastSpeech 2 [8]. It then presents some
experiments with the voice of a famous Greek actress using the autoregressive
Tacotron 2’s architecture as our sequence-to-sequence model and WaveGlow [7]
vocoder. The goal is to create a model which, given a text, will be able to synthesize
speech that sounds natural, while the mean listener can detect the actress’s voice.



Background and Related
Work

In general, speech synthesis is a process that tries to generate speech given other
modalities like text (to be converted to sound as spoken by another person) or
phonemes. Text-to-Speech systems are the ones that aim to convert text into
speech. Pre-recorded spoken messages have been used in several tasks instead of
TTS. Nevertheless, the challenge was to create end-to-end models that give voice
to any given input text over the years.

Before neural TTS, statistical parametric speech synthesis [14] was the dominant
approach, especially TTS systems based on Hidden Markov Models (HMMs). Nowa-
days, however, the best TTS systems use neural network models. Most modern
neural TTS systems split the problem into two tasks. The rst task is to extract
from the text the Mel-Spectrogram representation. Itis a seq2sec model that tries to
convert the input text to a sequence of Mel-Spectograms, one per time frame of the
speech generated. The second model, the Vocoder, tries to convert the predicted
spectrograms to waveforms. Figure 2.1 shows the dominant pipeline that most
TTS systems follow.

The common denominator of the two models is the Mel-Spectrogram represen-
tation. A Mel-Spectrogram is an alternative visualization of the waveform. In
X-axis represents the time (mostly in seconds) and the y-axis shows the frequency
(Hz). In those 2-D representations, we can distinguish the color dimension which
represents the decibels. One of the main reasons for using Mel-Spectrograms as
an intermediate feature is that we can train both seg2seq and vocoder models
separately. In this way, the vocoder does not inherit the loss of the seq2seq model
potentially giving better predictions.

Fig. 2.1.: The dominant pipeline of a TTS model.



2.1 Related Work

2.1.1 Char2Wav

One of the rst end-to-end approaches is the Char2Wav model [11] that learns to
synthesize waveforms directly from the text. There are two main components, the
reader and the neural vocoder. The reader consists of an encoder-decoder model
that takes as input the text or the phonemes and produces acoustic features for the
vocoder. The vocoder then tries to learn to generate appropriate speech from the
acoustic features. This approach requires training the reader (to produce acoustic
features) before the vocoder is trained; otherwise gold acoustic features are needed
to train the vocoder. In Figure 2.2 we can see the architecture of the Char2Wav
model.

Fig. 2.2.:Char2Wav: An end-to-end speech synthesis model (Figure from [11])

2.1 Related Work 4



Fig. 2.3.: Tacotron architecture. The model takes characters as input and outputs the
corresponding linear-scale spectrogram, which is then fed to the Gri n- Lim
reconstruction algorithm to synthesize speech. (Figure from[12])

2.1.2 Tacotron

Following the same logic, Tacotron [12], an autoregressive model, is trained with
<text, speech> pairs. Following the architecture in Figure 2.3, the seq2seq model
has an encoder with an attention mechanism that gets character sequences (strings)
and produces text representation sequences. The decoder based on attention gets
those representations and tries to produce a sequence of linear-scale spectrograms
(a simpler form of Mel-spectograms, without applying Mel lters). The vocoder
then converts each spectogram to speech. The vocoder algorithm that Tacotron
uses is the Gri n-Lim reconstruction algorithm that is able to produce the nal
waveform. Unlike Char2Wav, Tacotron can be trained end-to-end on <text, speech>
pairs.

In total, Tacotron includes an encoder, an attention-based decoder, and a post-
processing Vocoder net. In Figure 2.3, text strings (in the form of sequences of
character embeddings) go to the encoder, which tries to extract robust sequential
representations. The pre-net module takes the character embeddings of the input
and applies some transformations to them. The CBHG-encoder base module (it
took its name from the structurdD Convolution Bank + Highway network +
Bidirectional GRU that it uses) aims to extract new character representations for the
characters of the input string reducing over tting. To predict the spectrograms, the
model needs to learn the alignments between text and speech signals. The authors
use a stack of GRUs with vertical residual connections for the decoder, to produce
a sequence of linear-scale spectrograms, one per time-step of the decoder.

2.1 Related Work 5



Combining the above seg2seq model with the Gri n-Lim vocoder, Tacotron
achieved an acceptable Mean Opinion Score (3.82 MOS score on US English).
It was one of the rst methods able to align text with speech.

2.1.3 Tacotron 2

Keeping the main idea of the seq2seq+vocoder architecture, Tacotron 2 was then
proposed as a model with better results and Mean Opinion Scores (MOS). The two
components train separately with a more straightforward training process using
the squared error loss.

Using the short-time Fourier transformation, Tacotron 2 transforms the gold sound
samples to Mel-Spectrograms. This allows the seq2seq component (again with
an encoder-decoder attention-based architecture) to be trained to predict the se-
guence of mel-spectrograms from each input text. In order to achieve convergence,
Tacotron 2 minimizes the summed Mean Squared Error before and after the post-net
layer.

Having the Mel-Spectrograms, the creators of Tacotron 2 used as a vocoder a
modi ed version of WaveNet. The vocoder is trained separately with the same
audio samples as the dataset. The writers trained their model with a batch size of
128 across 32 GPUs. In terms of prosody, the predicted speech tended to depend
on the neighboring words. This does not help the model to have a stable speech
waveform at the end. Section 4.1 will describe tacotron 2 in more detail Tacotron

2, followed by results for our Greek dataset.

2.1.4 Transformer TTS

Transformers [13] have recently been used successfully in many NLP tasks, often
outperforming RNNs. In TTS, transformers were used rstly to replace the RNN
layers and attention mechanisms of the Tacotron 2 model. This replacement helped
to speed up the training process of the Tacotron 2 and improve even more the
evaluation scores.

Unlike the Tacotron 2 approach, the Transformer TTS model uses phonemes instead
of regular text. Since every speaker has his/her unique accent, phonemes may help

2.1 Related Work 6



Fig. 2.4.: System architecture of Transformer TTS (Figure from [5])

the neural network to learn and decide the pronunciation based on the dataset. We
can say that this model is then trained by <phonemes, Mel-Spectrograms> pairs.

Transformer TTS replaces Tacontron2's bi-directional RNN with a Transformer
encoder and Tacotron 2's 2-layer RNN in the encoder with a transformer's decoder.
At the vocoder level, the authors use the same WaveNet architecture.

The MOS evaluation scores may not di er from Tacotron 2's results, but the
Transformer TTS model achieved a faster training process. The comparison was
made after training both models on the same system with the same dataset.

2.1.5 FastSpeech

The models mentioned above can produce acceptable results but are weak in terms
of inference speed (low inference speed), lack of robustness, and controllability in
voice speed or prosody control. FastSpeech is a feed-forward network based on
Transformers, generating Mel-Spectrograms in parallel, like the Transformer TTS

2.1 Related Work 7



Fig. 2.5.: The overall architecture for FastSpeech (Figure from [9]). (a). The feed-forward
Transformer. (b). The feed-forward Transformer block. (c). The length regulator.
(d). The duration predictor. MSE loss denotes the loss between predicted and
extracted duration, which only exists in the training process.

model. FastSpeech can generate Mel-Spectrograms 270x faster. That's the reason
the authors gave this name to the model.

From the architecture perspective, FastSpeech is a feed-forward structure based
on Transformers. The model takes input phonemes (as with Transformer TTS)
and uses multiple stacked Feed-Forward-Transformer (FFT) blocks (Fig. 2.5a).
There is the same structure of blocks on the Mel-Spectrogram side. The attention
mechanism of the Transformers (Fig. 2.5b) helps the model consider cross-position
information. The innovation in this approach was the length regulator layer (Fig.
2.5c). This layer is responsible for controlling the voice speed and the part of
prosody.

FastSpeech succeeds in solving some problems, such as the time-consuming conver-
gence, but it also has some weak points that need to be solved such as the extracted
duration, which seems not to be accurate enough. The extracted Mel-Spectrograms
su er from information loss (e.g. noisy words). As a result, the predicted outputs
have low voice quality.

FastSpeech may not have the best Mean Opinion Score (MOS), but it has crucial

advantages in speed convergence, robustness, and length control. The word error
counts of Tacotron 2, Transformer TTS, and FastSpeech. Trained on the same data,

2.1 Related Work 8



Tacotron 2 and Transformer TTS predictions have a lot of skipped words after
di erent repeats on the same input text. On the contrary, FastSpeech has a 0%
error rate for skipped words with zero repeated words, meaning that it predicts
the desired outcome which is crucial for robustness.

2.1.6 FastSpeech 2

Fig. 2.6.: The overall architecture for FastSpeech 2 and 2s. LR in sub- gure (b) denotes
the length regulator proposed in FastSpeech. LN in sub- gure (c) denotes layer
normalization (Figure from([8])

FastSpeech 2, a non-autoregressive Text-to-Speech model, tries to solve Fast-
Speech's problems, and at the same time, learns directly from the audio samples
adding more variation information to speech as conditional inputs. At a high level
(Figure 2.6), the encoder converts phoneme embeddings to hidden phoneme se-
guences. The variance adaptor (Figure 2.6b) has the administrator role, which adds
variance information like duration, pitch, and energy to a hidden sequence. Finally,
the decoder transforms those hidden sequences into Mel-Spectrogram sequences
in parallel. Unlike FastSpeech, FastSpeech 2 also generates Mel-Spectrograms to
obtain an additional loss during training (by comparing to ground-truth spectro-
grams). At the same time, the variance adaptor uses phoneme duration, pitch, and
energy predictors. All those added elements give our model the ability to extract
more stable and generalized spectrograms.

2.1 Related Work 9



FastSpeech 2 with previous Text-to-Speech models on the same dataset (LJSpeech
dataset') shows that it has a lower training time and lower inference speed. In
terms of audio quality, FastSpeech 2 achieves better MOS scores also, outperforming
Tacotron 2 and Transformer TTS results.

As you may have noticed from Figure 2.6(a) there is an altered model called Fast-
Speech 2s which keeps the main architecture replacing the decoder with a wave-
form vocoder that, is able to extract waveforms. This alternative loses information
and extracts low-quality predictions.

The LJ Speech Dataset

2.1 Related Work 10



Collecting data

3.1 Process

Most of the deep learning Text-to-Speech architects suggest more than 20 hours of
recorded samples in total but with one speci c speaker. Providing speech samples
from a speci c speaker would help the model approximate the speaker's voice.
One of the problems was collecting and constructing a qualitative dataset in the
Greek language, consisting of Greek speech samples and the corresponding text in
the Greek language. This section discusses the challenges of nding such a dataset
and how we solved this problem.

Firstly, we needed to nd the source that we could collect the sound samples from.
The challenge in this step was to nd as much qualitative and clear sound samples
as we could. Audiobooks would be a great choice since a professional studio would
have conducted the recordings. The problem in this approach was the lack of
available audiobooks with a speci ¢ speaker. Even if we could nd an appropriate
number of speech samples and corresponding text, we would have to split the
speech samples into shorter ones, 15 seconds each, we would then have to annotate
each new sample with the corresponding text using a Speech-to-Text system, and
we would then have to match the predicted text of each (short) sample with the
original ground truth text. Hence, we had to nd alternative ways to solve the
problem of nding the speech-text pairs.

Podcasts are getting more popular nowadays. Itis not di cultto nd professionally
recorded talks. To choose a good podcast for our model, we need to answer two
guestions. The rst one is how the podcast has been recorded. We would like to
have a clear recording with a clear speaker's voice. The second question is the
number of speakers of the podcast episodes. Again, we need to nd single-speaker
talks. This limits even more the available resources we have. We would like to give
a single voice to our model and not to have multiple voices in the output. Nowadays,
there are various single-speaker talks on the internet (podcasts), but we want to
keep the episodes with the main speaker. Dialogues, interviews, collaborations
even vocal limitations may a ect the result of the TTS model. Lastly, music or
sound e ects are considered noise and we have to remove them.

11



Choosing an online podcast as our dataset has the penalty of not having available
the corresponding text. Having qualitative and professionally recorded talks gives
us the advantage of using a Speech-to-Text system, like Google's, to get the Greek
text we need. A subproblem in this approach is that the Speech-to-Text system is
not 100% accurate. Taking that into account, we accept the penalty of not having
accurate speech-text pairs. In the end, we prefer to have a large number of data
samples with a single speaker rather than a small number of data samples with
100% accurate <speech, text> pairs.

3.2 Podcast

After searching and testing various podcasts with limitations we discussed earlier,
we chose one podcast nameida xérei h Marbal. It is a free ow talk-show
created by a certi ed podcast production company, pod.gr available on Youtube.
Their high-quality audio recording equipment provides clear and qualitative audio.
The speaker has a clear voice, but the speech speed varies. This may cause a
problem using the Speech-to-Text algorithm to extract the text. However, the
speech quality and the sum of samples length cover our needs for our Greek
Text-to-Speech problem.

The total amount of audio samples is almost 15 hours with no speci ¢ terminology.
After the Speech-to-Text process, we have a vocabulary of 12,532 words with
stopwords and numbers included. Our nal dataset is a two columns dataframe.
The rstis the path of the audio le (wav les) belongs to, and the second column
contains the corresponding text.

3.3 Data Preparation

To train a TTS model, we need both the wav les and the corresponding text. After
downloading the episodes, we can use a Speech-to-Text algorithm to obtain a text.
We can not train a deep learning model with a batch size equal to the full number
of episodes. In similar projects, developers trained their models with wav les not
longer than 15 seconds each.

I'Osa xérei h Marba me thn Marba SolwmoO

3.2 Podcast 12



The challenge at this point is how to split the episodes into shorter wav les. We
would not want the shorter les to contain split words. To avoid this problem, we
are using the pauses of the speaker. The splitting wav algorithm tries to nd those
pauses and split at these points. In the end, we have a folder with wav les not
longer than 15 seconds each.

Text is crucial for the training process of the TTS models. To extract the text from
the wav les, we can use a Speech-to-Text algorithm. SpeechRecognition library
can translate wav les to text. The language we are interested in is Greek. The
algorithm can recognize the language of the speaker and provide Greek text as
output. Unfortunately, the output text is not very accurate, and some corrections
are needed. Some of them can be done manually.

Semiotic class Examples Verbalization Handled
K. KOrie
Abbreviations ka. KOrig Kurba Yes
ktl . ,kai ta loip™
Acronyms read as letters  OPA imikron pi “Ifa No
Cardinal numbers 1/2 'Ena deOtero No
Ordinal numbers 25 Martbou Eikost Pémpth Martbou No
Numbers read as digits Dwm’tio 101 'Ena mhdeéen éna No
Times 12:30 D.deka kai mis Yes
Dates 17/10 Dekaept™ Oktwbrbou No
Years 2021 DOo gili"dec ebkosi éna Yes
Trba eur,
Money ¢3,45 kai sar'nta Yes
pénte lept”
Trba kimma
Money in tr/m/billions 3.45dic sar'nta pénte No
disekatommOria
Percentages 75%  Ebdom nta pénte tic ekati Yes

Tab. 3.1.:Some cases our Greek cleaner can handle or not. Based on [3]

Dan Jurafsky and James H.Martin, in their book Speech and Language Processing
[3] provide some guidance for text normalization (TTS Preprocessing). One of

2Python: Convert Speech to text and text to Speech

3.3 Data Preparation 13



the prominent examples are numbers that must be translated to full text. Note
that some Text-to-Speech implementations already have text cleaners for foreign
languages. There are no open source Greek text cleaners, so the developer is called
to create a new cleaner to train a Greek TTS model. Our Greek cleaner can handle
cases like those shown in Table 3.1.

3.3 Data Preparation 14



Greek Tacotron 2 4

Greek industry lacks TTS implementations. Although, some big companies have
already created bene cial and qualitative solutions. Google's speech synthesis
implementation rst came in public, and Tacotron 2, the TTS model we use in
this study, is the second generation of Google's TTS model. Worth mentioning,
Microsoft Azure TTS is a model with great speech-synthesis results able to sup-
port multiple languages (Greek included) with multiple speakers. Azure's'A®|
available for developers using Microsoft Azure Cloud Computing Services. We
will use Azure's predictions to compete with our model. The results can be found
in Section 4.6.

In this chapter, we discuss and analyze Tacotron 2 [10] based on NVIDIA's open-
source implementatio. In Section 4.1 we present a Tacotron 2 seq2seq 4.1 model
combined with a WaveGlow vocoder [7], both implemented in PyTorch . We
will provide an in-depth analysis of both the seq2seq and vocoder models with
advantages and disadvantages in each implementation.

After reading the previous sections, the reader may be thoughtful about the reasons
for choosing Tacotron 2, since we already know the weaknesses of this model
(Section 2.1.3). First of all, Tacotron 2 has several open-source implementations we
can use to understand the structure of TTS models. Furthermore, Tacotron 2 has a
more straightforward implementation from which we can learn and expand our
knowledge and skills with better cutting-edge technologies in later projects.

4.1 Tacotron 2

In Section 2.1.3, we provided a brief analysis of the model. As we mentioned,
most of the TTS models are trained on <Mel-Spectrogram,text> pairs. Tacotron 2
transforms audio samples into sequences of Mel-Spectrogram. This representation
gives us the ability to use deep learning techniques, such as CNNs since Mel-
Spectrograms are like image representations [15]. Furthermore, Mel-Spectrogram
representations have more advantages in the TTS architectures. They give the

1Azure Text-to-Speech
°Nvidia's open-source Tacotron 2

15



ability to the model to be trained faster and separately in both seq2seq and vocoder
models and emphasize low-frequency signals, allowing better intelligibility when
converting to speech.

4.2 seq2seq structure

Spectrogram Prediction Network

In the seq2seq, Tacotron 2 uses the short-time Fourier series transformation (equa-
tion 4.1) to compute Mel-Spectrograms. Like most seq2seq models in TTS tasks,
Tacotron 2 consists of an encoder that converts character sequences to internal
feature representations and a decoder to convert these internal features represen-
tations to spectrogram frames for each time point. We are following Figure 4.1 to
explain the process.

STFTfx(t)g(;!') ( ;!')= . x(w(t )exp ™ dt (4.1)

Fig. 4.1.: Block diagram of the Tacotron 2 system architecture [10].

4.2 seq2seq structure 16



4.2.1 Encoder

Given an input text, our model rstly transforms the text to a 512-Dimensional
vector of character embeddings. Those embeddings pass through 3 layers of Con-
volution using 512 lters with shapes 1 where each lIter spans ve characters.
Each Convolution layer is followed by batch normalization and a ReLU activa-
tion function. The goal of those convolutional layers is to recognize n-grams or
phrases.

Fig. 4.2.: Tacotron 2 's Encoder

The result is then passed into a single bi-directional LSTM with 256 units at each
dimension to extract encoded features. The encoded features are passed into an
attention unit which generates a xed-length context vector of size 128. We use

a location sensitive attention unit to extract the cumulative attention weights
information also. The cumulative weights are used as a timestamp information.
We use those vectors combined, to give the necessary information to the decoder
to learn alignment between text and Mel-Spectrograms.

Fig. 4.3.: Tacotron 2 's Attention Unit

4.2.2 Decoder

The prediction of the previous time step of the autoregressive decoder is rst
passed through a small pre-net which is two fully connected layers, each with 256
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neurons and a reLU activation. The pre-net has the information bottleneck role and
generates a vector accompanying the new attention context vector and cumulative
attention weight. Both are fed to two stacked uni-directional LSTM layers with
1024 neurons each. The output is passed through a linear transform layer to get
the new predicted spectrogram frames. All the predicted frames combined create
the nal predicted Mel-Spectrogram.

At the training process, the model uses the teacher-student forcing procedure,
meaning that the decoder takes the ground truth spectrogram frame as input, and
the model tries to predict the next spectrogram frame. At the inference level, the

model (behaved as trained student) uses the previous prediction to predict the next
frame.

Fig. 4.4.: Tacotron 2's Decoder

The predicted Mel-Spectrogram needs some cleaning on the lower frequency bands.
This causes a noisy audio results. To create a clearer result, the Mel-Spectorgram
passed to a post-net which has ve convolutional layers, each followed by batch
normalization and a tanh activation function (AF). The post-net's role is to predict

a residual to add to the prediction and improve the nal Mel-Spectrogram. The
output is then passed to the second component of Tacotron 2, a modi ed WaveNet
vocoder called WaveGlow. It is worth noting that all the convolution and LSTM
layers are regularized using dropout.
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From a quantitative analysis perspective, training and validation losses are cal-
culated using the Mean Square Error loss (MSE) between predicted and target
Mel-Spectrograms. In qualitative analysis, the attention alignment graph (Figure
4.5) is an essential metric since we can see the ability of the model to match words
of the input text with Mel-Spectrograms properly. At a high level, a good alignment
graph should look like a straight line as less sparsed as possible. Figure 4.5 shows
an example of alignments at four di erent training epoch steps. The model tries
to match letter by letter within Mel's channels at each tirheFigure 4.6 shows an
example in which the model tries to match in each Mel-Spectrogram frame per
millisecond, the sentence "this is a big red apple.” Brie y, it tries to match word
characters with the audio sample in every millisecond.

Fig. 4.5.: Alignment Graphs at di erent training epochs (Figure from [1])

Fig. 4.6.: Alignment of input text on Mel-Spectrogram

3Audio samples from "Transfer Learning from Speaker Veri cation to Multispeaker Text-To-
Speech Synthesis"
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4.3 WaveGlow Vocoder

For the vocoder part of our model, we will use WaveGlow [7], a ow-based neural
network, which is a combination of the well-known WaveNet [6] and Glow [4]. The
main goal of a vocoder is to be trained with <Mel-Spectrogram, audio waveform>
pairs and to be able to predict the waveform given a Mel-spectrogram sequence.
Note that the inference speed is a crucial aspect of a TTS task. High quality of the
predictions and the fast inference speed are two signi cant reasons for choosing
WaveGlow as our vocoder. In Figure 4.7 we can see the architecture of the neural
network model.

WaveGlow belongs to the family of ow-based networks. As with Glow [4], Wave-
Glow creates random samplez) from a zero-mean spherical Gaussian distribution
(exact dimensions with our desired output) and transforms them to a vector con-
ditioned on Mel-Spectrograms. Then it tries to directly minimize the negative
log-likelihood of the data, unlike WaveNet [6] which is trained to minimize the
Mean Squared Error (MSE).

Fig. 4.7.: WaveGlow network [7]

In the sequel, we take groups of 8 audio samples, creating a vector - squeeze to
vectors (see Figure 4.7). Those vectors get processed several times (12 times for
WaveGlow) in an invertible 1x1 CNN layer and an a ne coupling layer. As in the
Glow implementation [4], we mix information across channels with an invertible

1x1 convolution layer and calculate the weights in a way to invertible as well. Next,
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the a ne couple layer splits the channels into two randomly selected grouggXp

as depicted in Figure 4.7). One of those groupsis used as input to produce
terms that are then used to scale and translate the second group of chandfls (
The output (vectorz) goes back to the Convolution layer, mixing information,
recalculating the weights, and repeating the process.

In the inference, the model randomly createvalues from the Gaussian distribu-
tion and inverts the 1x1 Convolutions and at the same time inverts the calculated
weight matrices from the training step. The input (Mel-Spectrogram) is included in
each coupling layer, and the inverted a ne layer produces the nal sound-wave.

In our dataset, we have audio samples with di erent audio lengths. WaveGlow
creates groups of samples with similar audio lengths, causing a problem in our
case. As for its solution, we change each input Mel-Spectrogram by padding with
the highest frequency value. The predicted sound-wave consists of speech plus a
distinct noise. Thus we just cut the nal waveform from the rst distinct noise
point. In Section 4.4.2 we will refer to this process as "skip the padding process.”

4.4 Training

In the previous sections we discussed the model and its architecture. We now
present the training process of our Greek Tacotron 2 model. The two models,
seq2seq and vocoder are trained separately with the same dataset (audio samples).
Tables A.1 - A.5 of the Appendix list the hyper-parameter values of Tacotron 2's
seg2seq model and in Table A.6 - A.8 we show the hyper-parameter values of
WaveGlow. In our models we use a PyTorch data Loader to train our models. Note
that the term "iterations" is referred to Data Loader cycles.

Our models (seq2seq and vocoder) are trained on a system with a Tesla V100-SXM2
with 16 GB size Graphics RAM. Even with such a strong graphics card, we need to

compromise our models with small batch sizes in the training process. A solution
to increase the batch sizes at each model could be audio compression.

4.4.1 seq2seq Training

As noted in the Section 2.1.3, the seg2seq model is trained on <Mel-Spectrogram,
text> pairs. To do this, we need to proceed with the data preparation we discussed

4.4 Training 21



in Section 3. Firstly, we need to ensure that our audio samples are in the form
of WAV PCM of 16 Bit les. We split the dataset by 95% and 5% for the training
and test set respectively. Note that we do not use a validation set because we do
not do hyper-parameter tuning. All the TTS models of Section 2.1 are very time
consuming in the training process with many iterations and epochs. Many of them
used systems with high resources and multiple graphics cards. As a result, it is not
easy to perform hyper-parameter tuning. In Section 4.5 we discuss some of the
experiments we have made until the nal model.

Hyper-Parameters in seq2seq

We initialize the model to be trained with 500 epochs, and check up the test_loss
after 1000 iterations. For the data parameters, we set the path of the train and test
dataframes, while we set the custom Greek cleaner to clean the text feature of the
dataframe in tables A.1 - A.3 we can see all the data parameters we are using for
data both for text and audio samples.

4.4.2 Vocoder Training

We trained the vocoder part of the model for 500 epochs. We set the batch size
equal to 12 since our system cannot be trained with a higher batch size value. We
also set the learning rate tbe 5. Table A.6 shows the training con gurations

we followed. WaveGlow takes as input audio samples and transforms them to
Mel-Spectrograms to create a dataset with <Mel-Spectrogram, Audio sample> pairs.
For the Data Con gurations, we set the parameters as shown in Table A.7. Recall
that all audio samples have already been converted into 16-bit les. Lastly, we
set the WaveGlow Con gurations (Tables A.6 - A.8) with eight iterations, and
Convolution layers with kernel size equal to 3.

An essential part in our training process is the skip padding step. The prirhary

open-source implementation is mainly trained with audio samples with the same
length size. As a result, given a dataset with di erent waveform length sizes, the
vocoder's waveform predictions will have the same audio length. As a result, the
test loss has disappointing values since we have wrong predictions with high noise
in the padding. To solve this problem and improve training loss, we change the

“Nvidia's WaveGlow implementation
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model to skip the padding process to match the Mel-Spectrograms of the test set
with the predicted waveform length.

In Figure 4.8, we see the training loss of our WaveGlow model. The model has
made almosR00thousand iterations (approximatel53epochs). As shown in
Figure, we interrupted the training process since there was no progress in the
training loss.

Fig. 4.8.: WaveGlow training loss

The predicted audio samplésee Figure 4.10) is very similar to the original test
audio sampl&(see Figure 4.9) at the inference level but 2x faster in audio speed (see
x axis of Figures 4.9 and 4.10.) Therefore, we can see a bias at the inference of the
WaveGlow vocoder that we need to reduce by applying a denoiser function to the
predicted samples. After those results, we can use the described trained vocoder
as our main vocoder to predict Tacotron 2's predicted Mel-Spectrograms.

SVocoder prediction
5Ground truth
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Fig. 4.9.: Original audio sample from the test set

As an improvement, since the training loss reaches a plateau for many iterations,
we propose transfer learning using as pretrained the previous model but with
smaller learning rate value. As we will see, many models fail to improve their
training loss results with a constant learning rate value. Con guring the learning
rate to a lower value may help the model to learn better and predict audio samples
with better results.

Fig. 4.10.: Predicted audio sample from test set
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The biggest advantage of our WaveGlow vocoder model is the high inference speed.

For example, WaveGlow can extract the audio sample of 20 Mel-Spectrograms in

less than 10 seconds. For speech-to-speech models and audio bots, it is important
to have high-speed predictions on a production level.

4.5 Experiments

In this section, we present our experiments of the seq2seq models. First, we
discuss the experiment with training from scratch. In the sequel, we discuss the
experiments we have made using NVIDIA's pre-trained mdg#dr both failed and
successful models.

4.5.1 Training from scratch

We are going to train a model from scratch. For this training, we set the learning
rate to 1e-5. It is worth mentioning that the text data of this experiment was
not cleaned via the Greek cleaner function limiting ourselves with Nvidia's basic
cleanef which has just a lowercasing and whitespace collapsing function. We
also applied some abbreviation converters and updated the symbol list with Greek
letters.

"Tacotron 2 pre-trained model
8Tacotron 2 cleaners
9Symbols
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(a) Training from scratch - training loss

(b) Training from scratch - training loss (zoomed)

(c) Training from scratch - test loss

Fig. 4.11.:Losses on Training from scratch models

We train the model for more thar15000iterations and we interrupted the training
process since we could not see any improvement as we can see in Figure 4.12a. In
Figure 4.11b we can see the stable training loss for the1880iterations. It is
noteworthy that this model has been trained for more than 72 hours with poor
results.

Watching only the losses in Figures 4.11 and the target-predicted spectrograms of
Figure 4.12 we may think that the model could have good results. Nevertheless,
the alignment graphs of Figure 4.13 do not look appear to be able to predict a new
text properly. The model fails to learn the alignments from the training set.
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(a) Mel-Spectrogram target (sample from test-set)

(b) Mel-Spectrogram prediction

Fig. 4.12.:Training from scratch - Mel-Spectrograms

(a) step: 1.000 (b) step: 6.000

(c) step: 12.000 (d) step: 15.000

Fig. 4.13.: Training from scratch - alignment graphs

To improve the model we could apply more text cleansing techniques (apply Greek
cleaner) and do more experiments with various learning rate values. A hyper-
parameter tuning session and early stopping may help the model to improve the
inference results.
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For this experiment, given a text at the inference, we can hear just noise. The
alignments are a core qualitative metric in our approach. We can not accuse
WaveGlow of the unpleasant output results since we already know that it can

predict waveforms from the ground truth Mel-Spectrograms.

4.5.2 Training with pretrained model

First Experiment

After failing several times to train a model from scratch, we decided to switch
to transfer learning approach with a pre-trainétimodel that has the parameters
shown in the tables of Appendix A.1 with learning rate valde 5. At this point,

we need to report that the text data have been cleaned with the Greek_cleaner as
discussed in Section 3.3.

(a) Training loss (' experiment)

(b) Test loss ¢ experiment)

Fig. 4.14.:Learning curves I experiment)

For the training, similar to the trained from scratch model, this model has been
trained for more than70hours with 3000Gterations and257epochs approximately.

As before, we interrupted the training process for both training loss (reached
plateau) and time-consuming reasons. In Figure 4.14a we can see that the training
loss has a marginally decreased behavior. The same applies to the test loss (Figure

10The pre-trained on LJ-Speech model
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(a) Mel-Spectrogram target (sample from test-set)

(b) Mel-Spectrogram prediction
Fig. 4.15.:Mel-Spectrograms comparisot$ experiment)
4.14b). We could insist on the training process by watching the graphs in Figures
4.14 and 4.15 but the inability of the model to learn the alignments (Figure 4.16) led

us to the decision to stop the training process. The model's predictions are very
poor and noisy without speech references.

(a) step: 14.000 (b) step: 19.000

(c) step: 27.000 (d) step: 35.000

Fig. 4.16.: Alignments (15 experiment)
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Second Experiment

In our previous experiments, the models seemed to be unable to improve and learn
alignments. In this experiment, we make use of the pre-trained model (model
created in ste85:000. Again, we are using the same parameters as shown in the
tables of Appendix A.1, increasing the learning rate valuelto 3. Note that the

text data in this case also follows the processing of the previous experiment (Greek
cleaner.)

Comparing the previous training loss (Figure 4.14a) with Figure 4.17a we can see
the fall of the new training loss. It seems that the model continues its training
overcoming the "obstacle" of stagnation. Even the test loss (Figure 4.17b) follows
a reduced behavior compared to the previous test loss while the predicted Mel-
Spectrogram (Figure 4.18b) looks like the target Mel-Spectrogram of Figure 4.18a.

(a) Training loss " experiment)

(b) Test loss 2" experiment)

Fig. 4.17.:Learning curves"d experiment)
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