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A hierarchy of categories is
provided in the form of
parent-child relations

Thousands of categories

Thousands or even millions of
documents

Each document can belong to
one or more categories

Some categories have very few
training documents
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Datasets, Evaluation and Existing Hierarchical Approaches

» Large scale hierarchical datasets were not available

» LSHTC challenges (DMOZ and DBpedia datasets)
» BioASQ challenges (BioASQ datasets)

» Flat evaluation measures ignore the hierarchy

» Existing hierarchical approaches were not scalable
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» Accuracy = ZIW
> M .. Z 1prec:slon, T TP;
acro-precision = T, precision; — TP, +FP;
Z‘ recall; L TP;
» Macro-recall = |C‘ , recall; = TP FN,
2-Macro-precision-Macro-recall
» Macro-F, = prec
Macro-precision+Macro-recall
» where C the classes and D the documents
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Z\D\ [PiNT;]
|D|
Precision: "
recision, . TP;
Macro = % Micro = Ei
Sl (TP+FPy)
Recall:
Z‘Cl recall; . Zlcl TP;
Macro = =Ha— , Micro =

SIS (TPi+FN))
Macro versions treat all classes equally, while micro versions
favor frequent classes

where C the classes, D the test instances, P; and T; the
predicted and true labels of instance i
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3P Shortest-path(p;, 7))
[D]
D is the number of test instances
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Simplest Hierarchical Evaluation Measure

Arts

3

@

3P Shortest-path(p;, 7))
[D]
D is the number of test instances

P; the category in which the document was classified
T; the true category of the document
Only usable at single-label tree hierarchies

Tree-induced error =

vV vy vVvyVvyy
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Hierarchical Evaluation A unified view of Hierarchical Evaluation Measures
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Set-based Measures
Experiments
Conclusions

The Dimensions of the Hierarchical Classification Problem

» D1: single-label or multi-label classification
» D2: type of the taxonomy (tree, Directed Acyclic Graph, ...)
» D3: classification only at leaves or also at inner nodes
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» When do we allow a node () GG @
to be paired with DP or
DT?
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Multi-label Graph Induced Accuracy

» Each node is initally matched to each /@\
nearest

» Each node is allowed to be matched with —
ofRcIo(D®

the default one, the error must be
minimized

» The distance threshold after which a node
must be paired with DP or DT is a
parameter

1 Sum of distances between pairs
N |(PUT)\(P0T)|'Dmax
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Hierarchical F1, precision and recall:
e » Y = {Pop} and Y = {Classical, Theater}

> Yaue = {Pop, Music, Arts} and
Music Theater 2,
Yaug = {Classical, Theater, Music, Arts}

| YaugN Yaug| | Vaug N Yaug|
) » _ == -6 = ==~ 9o
@ PH | Yaug‘ 2 nd RH | Yaug'

» Two sets (Y and \A/) are composed for the true and predicted
classes

» Each set is augmented (Yau and \A/aug) using extra nodes
from the hierarchy

» The final measures are computed using the Y,,, and \A’aug sets
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Least Common Ancestor F;, Precision and Recall

» Match each predicted class to the nearest true classes and
vice versa

» Create graphs G&(Y,Y) and G(Y, Y)

» Compute precision and recall in the same way as in Py and
Ry using the augmented set of the above graphs
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Evaluation on Case Studies

Single-label Multi-label
Tree hierarchy Any LCA or MGIA
DAG hierarchy | LCA or MGIA | LCA or MGIA

pair-based set-based measures
Tree Induced Error MGIA | Fy Fica

Alternative Paths - + - +
Over-specialization + + + +
Under-specialization + + + +
Pairing Problem - + + +
Long Distance Problem + + + +
Multiple Path Count - - + +
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Dataset Statistics

DMOZ DBpedia Small DBpedia Large
categories 27,875 36,504 325,056
training instances 394,756 456,886 2,365,436
test instances 104,263 81,262 452,167
multi-label factor 1.0239 1.8596 3.2614
training inst. per cat. 14.16 12.5 7.2
multi-label train. inst. per cat. 14.5 23.27 23.73
max depth 5 10 14

» These experiments show that the choice of the evaluation
measure affects the rankings of the systems
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Kendall Tau Rank Correlation Coefficient

» Given two rankings:
» ABCD
»ACDB
» Count the concordant (X) pairs: AB, AC, AD and CD = 4
» Count the discordant (YY) pairs: BC and BD = 2
» Compute % =0.33
> Values between -1 and 1
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Conclusions

Kendall Rank on Systems of DMOZ and DBpedia

Acc GIE FH MGIA FLCA Acc GIE FH MGIA FLCA
Acc 1 Acc 1
GIE 0.83 1 GIE 0.28 1
Fy 0.84 0.79 1 Fy 0.60 0.14 1
MGIA | 0.83 0.81 0.98 1 MGIA | 0.20 -0.28 0.60 1
Fica | 0.87 0.81 0.98 0.96 1 Fica | 0.83 0.07 0.83 0.42 1
Table: Large DMOZ Table: Large DBpedia
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> We introduced a unified view of hierarchical evaluation
measures

» We developed two novel hierarchical evaluation measures
(LCA and MGIA) and offered software for hierarchical
evaluation

> We applied them to selected cases, in order to demonstrate
their pros and cons

» We studied them empirically on large datasets and our
analysis of the results showed that the hierarchical measures
behave differently, especially in cases of multi-label data and
DAG hierarchies
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Conclusions

> We introduced a unified view of hierarchical evaluation
measures

» We developed two novel hierarchical evaluation measures
(LCA and MGIA) and offered software for hierarchical
evaluation

> We applied them to selected cases, in order to demonstrate
their pros and cons

» We studied them empirically on large datasets and our
analysis of the results showed that the hierarchical measures
behave differently, especially in cases of multi-label data and
DAG hierarchies

» Journal paper at DAMI:

Kosmopoulos A., Partalas |., Gaussier E., Paliouras G., Androutsopoulos I.: Evaluation measures for hierarchical classification: a
unified view and novel approaches. Data Mining and Knowledge Discovery (2014)
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Single-label Leaf Classification on Tree Hierarchy
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for each node except Root
» The classifier of node Arts, for

example would use: @
» instances of Music and Dance as

positive examples
» instances of Fitness and Medicine

as negative examples
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Cascade Classification
ation with EM PCA
ding
nd Future Considerations

Single-label Leaf Classification on Tree Hierarchy

What is Cascade Classification?

> A binary classifier must be trained
for each node except Root
» The classifier of node Arts, for

example would use: @
» instances of Music and Dance as 08 04
positive examples : :
» instances of Fitness and Medicine @ @
as negative examples 0.1 0.9

» Each test instance traverses the @

hierarchy from root to leaf,
selecting each time the most
probable descendant
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Reduce the Dimensionality at the Top Levels

» Bag of words feature representation:
every word is a feature
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Cascade Classification with EM PCA
Probabilistic Cascading

Conclusions and Future Considerations

Single-label Leaf Classification on Tree Hierarchy

Reduce the Dimensionality at the Top Levels

» Bag of words feature representation:
every word is a feature

» Dimensionality reduction is @
desirable:

» Classifiers become more scalable
» Reduces overfitting @ @
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Cascade Classification

Cascade Classification with EM PCA
Probabilistic Cascading

Conclusions and Future Considerations

Single-label Leaf Classification on Tree Hierarchy

Reduce the Dimensionality at the Top Levels

» Bag of words feature representation:
every word is a feature

» Dimensionality reduction is
desirable:

» Classifiers become more scalable
» Reduces overfitting

» Vocabulary increases drastically as |
we move higher in the hierarchy @
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Single-label Leaf Classification on Tree Hierarchy

Reduce the Dimensionality at the Top Levels

» Bag of words feature representation:
every word is a feature

» Dimensionality reduction is
desirable:

» Classifiers become more scalable
» Reduces overfitting

» Vocabulary increases drastically as |
we move higher in the hierarchy @
> It is mostly required at the top

levels of the hierarchy

Arts Health
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Principal Component Analysis (PCA) at the Top Levels

as x?2), at the upper levels, leads to
empty feature vectors of many

instances, since initial feature @
vectors are very sparse @ @

» Traditional feature selection (such @
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Principal Component Analysis (PCA) at the Top Levels

» Traditional feature selection (such
as x?2), at the upper levels, leads to
empty feature vectors of many
instances, since initial feature {00...10} {00...00}
vectors are very sparse

» We examine the application of PCA @ @ | @
in each set of siblings @
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Principal Component Analysis (PCA) at the Top Levels

» Traditional feature selection (such
as x?2), at the upper levels, leads to
empty feature vectors of many
instances, since initial feature
vectors are very sparse

» We examine the application of PCA
in each set of siblings
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Principal Component Analysis (PCA) at the Top Levels

» Traditional feature selection (such

as x?2), at the upper levels, leads to @
empty feature vectors of many

instances, since initial feature @
vectors are very sparse

» We examine the application of PCA @ @ | @
in each set of siblings {01...01}
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Standard PCA is not Computationally Efficient

» In PCA an eigen decomposition of the covariance matrix YY T
must be performed, where Y matrix of the training data
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Standard PCA is not Computationally Efficient

» In PCA an eigen decomposition of the covariance matrix YY T
must be performed, where Y matrix of the training data

» Usually performed using Singular Value Decomposition (SVD)
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Standard PCA is not Computationally Efficient

» In PCA an eigen decomposition of the covariance matrix YY T
must be performed, where Y matrix of the training data

» Usually performed using Singular Value Decomposition (SVD)
> Not scalable
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Standard PCA is not Computationally Efficient

v

In PCA an eigen decomposition of the covariance matrix YY"
must be performed, where Y matrix of the training data

v

Usually performed using Singular Value Decomposition (SVD)
Not scalable
EM PCA (Roweis) solves this problem

v

v
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Expectation Maximization PCA

v

In EM PCA a number k of principal components must be set
from the beginning

> k<<p

v

In EM PCA each matrix has at least one dimension equal to
k, compared to the p X p and p x n of the traditional PCA

v

p the number of initial features

v

n the number of documents
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Dry-run and Large Datasets of LSHTC! (Task 1)

Dry-run | Large
Training instances 6,323 93,505
Test instances 1,858 34,880
Number of categories | 1,139 12,294
Features (Types) 55,765 | 381,581

Classifier: L2 Regularized Logistic Regression

http://Ishtc.iit.demokritos.gr/node/1
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Accuracy at the Top Level of the Dry-run Hierarchy

Accuracy at top level

0.2 —— L2 Logistic Regression

0.1

L L L I L L T
1 50 100 150 200 250 300 350390

Number of Principal Components (k)
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Accuracy at the Top Level of the Dry-run Hierarchy

0.9

= Number of Features | Accuracy

3 55,765 (100%) 0.82

g 27,882 (50%) 0.76

= 5,576 (10%) 0.56

> 557 (1%) 0.29

3 Table: Using x? feature selection
0.2 ——— L2 Logistic Regression
0.1

L L L I L L T
1 50 100 150 200 250 300 350390

Number of Principal Components (k)
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Large Dataset Using TF-IDF Features

Evaluation Measure | Cascade | PCA LR Flat PCA SVM
Accuracy 0.404* 0.385 0.405* 0.402*
Macro F-measure 0.278* 0.259 0.256* 0.274*
Macro Precision 0.269 0.249 0.254 0.264
Macro Recall 0.289 0.268 0.302 0.283
Tree Induced Error 3.609 3.845 3.874 3.616
Training Time 8.7 min | 6.2 min | 1017.6 min | 127.5 min

» PCA used only at the level

» Results where the tests did not indicate a statistically

significant difference are marked with a x symbol

» P-value < 0.01, kK = 490
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Training Times for Both Classifiers at the Top Level

Original Features PCA Gain
L2 Logistic Regression 5.46 min 2.84 min | 48%
SVM with RBF kernel 691.2 min 124.1 min | 82%

» SVM has parameters that require tuning
This increases the gain from the use of PCA
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Classification Example with Probabilities

» The correct class is Music @
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Classification Example with Probabilities

> The correct class is Music @
» Probability for each node: 0.2 0.21
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Classification Example with Probabilities

» The correct class is Music @
» Probability for each node: 0.2 0.21
» Using Cascade: Fitness @

» A better use of the probabilities is

0.9 0
required 0-2
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Example of Probabilistic Cascading

» P(Pop|d) - P(Music|Pop,d) = P(Pop|Music,d) - P(Music|d)
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Example of Probabilistic Cascading

» P(Pop|d) - P(Music|Pop,d) = P(Pop|Music,d) - P(Music|d)
» P(Pop|d) = P(Pop|Music,d) - P(Music|d)
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Example of Probabilistic Cascading

» P(Pop|d) - P(Music|Pop,d) = P(Pop|Music,d) - P(Music|d)
» P(Pop|d) = P(Pop|Music,d) - P(Music|d)
» P(Pop|d) = P(Pop|Music,d) - P(Music|Arts, d) - P(Arts|d)
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Example of Probabilistic Cascading

» P(Pop|d) - P(Music|Pop,d) = P(Pop|Music,d) - P(Music|d)
» P(Pop|d) = P(Pop|Music,d) - P(Music|d)

» P(Pop|d) = P(Pop|Music,d) - P(Music|Arts, d) - P(Arts|d)
> P(Pop|d) =

P(Pop|Music, d) - P(Music|Arts, d) - P(Arts|Root, d)
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Classification Example with Probabilities

» The correct class is Music @
. 0.2 0.21
» Probability for each node: @
» Using Cascade: Fitness

> Using Probabilistic Cascading: Music 6!9 .H 0_2
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Experiments in Large DMOZ

Evaluation Measure | Flat  Cascade  Ppap
Accuracy 0.405 0.404 0.431
Macro F-measure 0.256 0.278  0.294
Macro Precision 0.254 0.269  0.287
Macro Recall 0.302 0.289 0.302
Tree Induced Error | 3.874 3.609 3.437
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Interesting Obser

Cascade Classification

Cascade Classification with EM PCA
Probabilistic Cascading

Conclusions and Future Considerations
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Conclusions

» We showed that typical feature selection techniques are not
suitable for the upper levels of the hierarchy
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Conclusions

» We showed that typical feature selection techniques are not
suitable for the upper levels of the hierarchy

» We examined the use of dimensionality reduction (PCA) for
hierarchical classification
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Conclusions

» We showed that typical feature selection techniques are not
suitable for the upper levels of the hierarchy

» We examined the use of dimensionality reduction (PCA) for
hierarchical classification

» By applying PCA per set of siblings and only to the upper
levels of the hierarchy, the decrease of accuracy is limited
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Conclusions

» We showed that typical feature selection techniques are not
suitable for the upper levels of the hierarchy

» We examined the use of dimensionality reduction (PCA) for
hierarchical classification

» By applying PCA per set of siblings and only to the upper
levels of the hierarchy, the decrease of accuracy is limited
» We showed that dimensionality reduction using PCA

facilitates the use of more complex and possibly more
accurate classifiers, such as non-linear SVMs
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Conclusions

» We showed that typical feature selection techniques are not
suitable for the upper levels of the hierarchy

» We examined the use of dimensionality reduction (PCA) for
hierarchical classification

» By applying PCA per set of siblings and only to the upper
levels of the hierarchy, the decrease of accuracy is limited

» We showed that dimensionality reduction using PCA
facilitates the use of more complex and possibly more
accurate classifiers, such as non-linear SVMs

» We showed that Probabilistic Cascading performs better than
traditional Cascade
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Future Considerations

» We plan to examine an adaptive selection method instead of
just applying PCA to the upper levels
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Future Considerations

» We plan to examine an adaptive selection method instead of
just applying PCA to the upper levels

> An extension of the presented PCA approach and Probabilistic
Cascading to Directed Acyclic Graphs (DAG) hierarchies
seems interesting
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Future Considerations

» We plan to examine an adaptive selection method instead of
just applying PCA to the upper levels

> An extension of the presented PCA approach and Probabilistic
Cascading to Directed Acyclic Graphs (DAG) hierarchies
seems interesting

» Exploit the fact that the top K categories usually contain the
correct class
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Future Considerations

» We plan to examine an adaptive selection method instead of
just applying PCA to the upper levels

> An extension of the presented PCA approach and Probabilistic
Cascading to Directed Acyclic Graphs (DAG) hierarchies
seems interesting

» Exploit the fact that the top K categories usually contain the
correct class

> Main conference paper at CLEF 2014:

Kosmopoulos A., Paliouras G., Androutsopoulos |.: The effect of dimensionality reduction on large scale hierarchical
classification. In: Proceedings of the 5th Conference and Labs of the Evaluation Forum, Sheffield, UK(2014)

> Kosmopoulos A., Paliouras G., Androutsopoulos |.: Probabilistic Cascading for Large Scale Hierarchical Classification. Technical
report, 2015. arXiv preprint arXiv:1505.02251 (2015)
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Biomedical Articles Published by MEDLINE per Year

I\/IE-DL‘IENEmis a“dat;ba-;'e oi‘u references and abstracts on life sciences
and biomedical topics, maintainded by The United States National
Library of Medicine (NLM)
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Biomedical Articles Published by MEDLINE per Year

» Biomedical curators are required
to semantically index large
numbers of biomedical articles

I\/IE-DL‘IENEmis a“dat;ba-;'e oi‘u references and abstracts on life sciences
and biomedical topics, maintainded by The United States National
Library of Medicine (NLM)
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Biomedical Articles Published by MEDLINE per Year

» Biomedical curators are required
to semantically index large
numbers of biomedical articles
et » MEDLINE currently comprises
— approximately 24 million
references

1950 1960 1970 1980 1990 2010

MEDLINE is a dafabase of references and abstracts on life sciences
and biomedical topics, maintainded by The United States National

Library of Medicine (NLM)
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A Tiny Part of the MeSH Hierarchy

Diseases

[A03, co1 Virus Diseases
- feou [c02]
L 1 1
History Religion Psychology
[A03.01] [A03.02] | [801.1] | | 1801.2] | [co1.1] | [€02.1]
L

(801.3]

.

Curators tag biomedical journal articles with subject headings
(concepts) of the MeSH hierarchy
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Multi-label hierarchical text classification

» Tagging each article with one or more MeSH headings can be
viewed as a multi-label hierarchical text classification problem

Large Scale Hierarchical Text Classification



Introduction to Biomedical Semantic Indexing
Dense word vectors
Using K-nn classifiers with Dense vectors for abstracts

Biomedical Classification using Dense Word Vectors (s e (e (et s

Multi-label hierarchical text classification

» Tagging each article with one or more MeSH headings can be
viewed as a multi-label hierarchical text classification problem

» Bag of words (BOW) representations lead to millions of
features
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Multi-label hierarchical text classification

» Tagging each article with one or more MeSH headings can be
viewed as a multi-label hierarchical text classification problem

» Bag of words (BOW) representations lead to millions of
features

» Feature selection does not perform well, especially at the
upper level of the hierarchies
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Multi-label hierarchical text classification

» Tagging each article with one or more MeSH headings can be
viewed as a multi-label hierarchical text classification problem

» Bag of words (BOW) representations lead to millions of
features

» Feature selection does not perform well, especially at the
upper level of the hierarchies

» Standard stemmers perform poorly in biomedical texts
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Moving from BOW Representations to Dense Word Vectors

» In BOW, each word is represented as one hot vector:
<0,0,0,0,0,...,0,1,...,0,0 >
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Moving from BOW Representations to Dense Word Vectors

» In BOW, each word is represented as one hot vector:
<0,0,0,0,0,...,0,1,...,0,0 >

» Continuous space word vectors (word embeddings) map each
vocabulary word to a dense vector of a much lower
dimensionality space (100-300)
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Moving from BOW Representations to Dense Word Vectors

» In BOW, each word is represented as one hot vector:
<0,0,0,0,0,...,0,1,...,0,0 >

» Continuous space word vectors (word embeddings) map each
vocabulary word to a dense vector of a much lower
dimensionality space (100-300)

» They have been found to capture morpho-syntactic and
semantic properties of the corresponding words

Large Scale Hierarchical Text Classification



Introduction to Biomedical Semantic Indexing

Dense word vectors

Using K-nn classifiers with Dense vectors for abstracts
Conclusions and Future Considerations

Biomedical Classification using Dense Word Vectors

Word Embeddings example

prean y
ws g B
aughauts
urish
: Vs 9%,'5,,,.

P ‘eurapoan’ E

srazan hugaenan

‘two. zero.
R e rakyat  BUESHTaN Blse
three el ey
i) nigera
SER ronda assocametshae T
- K30 yonoquaisn . empire
eight catholicism Guilt Torwegian
waos o ame
o™ sty
ine .
virgin King ibm nmﬂ&”” engis
"
» " uicheson er
bt i el
s
o™ o
o maaima ﬂswm i
pcess commendh
SRR [ e assgomeeay
ot ‘
feser asen i ™ .
el GRS - eciot
. n sen
pendence s ﬂld’!bx\aﬂl\aﬂ d wdu:rs fﬂEWLs
ot enandlanamon |

o brat
ea

nry
philosophes
charies oo

> “Plotting Word Embedding using T-SNE and
Barnes-Hut-SNE with R" tutorial of Henry Tan Setiawan

ical Text Classification



Introduction to Biomedical Semantic Indexing
Dense word vectors
Using K-nn classifiers with Dense vectors for abstracts

Biomedical Classification using Dense Word Vectors Conclusions and Future Considerations

Moving from BOW Representations to Dense Word Vectors

» In BOW, each word is represented as one hot vector:
<0,0,0,0,0,...,0,1,...,0,0 >

» Continuous space word vectors (word embeddings) map each
vocabulary word to a dense vector of a much lower
dimensionality space (100-300)

» They have been found to capture morpho-syntactic and
semantic properties of the corresponding words

» We applied word2vec (Mikolov) to the 10,876,004 English
abstracts of biomedical articles that were provided as training
data in the first year of the BioASQ challenge
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Moving from BOW Representations to Dense Word Vectors

» In BOW, each word is represented as one hot vector:
<0,0,0,0,0,...,0,1,...,0,0 >

» Continuous space word vectors (word embeddings) map each
vocabulary word to a dense vector of a much lower
dimensionality space (100-300)

» They have been found to capture morpho-syntactic and
semantic properties of the corresponding words

» We applied word2vec (Mikolov) to the 10,876,004 English
abstracts of biomedical articles that were provided as training
data in the first year of the BioASQ challenge

» We obtained dense vectors (200 dimensions) of 1,701,632
distinct words
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A Simple Experiment Regarding the Quality of the DWV
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Dense vectors for Abstracts

» In order to create a dense vector t for a text
t = (w1, ws, ..., w,) of n consecutive words, we compute the
centroid of the dense vectors w; of the word occurrences:
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Dense vectors for Abstracts

» In order to create a dense vector t for a text
t = (w1, ws, ..., w,) of n consecutive words, we compute the
centroid of the dense vectors w; of the word occurrences:

|V
. Z VVJTF(WJ?t)
> t= wp = = | , where |V/| is the number of

|
ZITF(Wj,t)

=

(distinct) words in the vocabulary, and TF(w;, t) is the term
frequency of the j-th vocabulary word in the text t.

S
HM:
-
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Dense vectors for Abstracts

» In order to create a dense vector t for a text
t = (w1, ws, ..., w,) of n consecutive words, we compute the
centroid of the dense vectors w; of the word occurrences:

4

- Jj=1

Wj = *y;—— where [V[ is the number of
> TF(w;.1)
j=1
(distinct) words in the vocabulary, and TF(w;, t) is the term
frequency of the j-th vocabulary word in the text t.
» Including inverse document frequencies:
> 7 TF(,0) IDF (1)

— j=1
t =

PF:

S
HM:
-

S TF(w;t)-IDF (w)
j=1
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Flat K-nn Classifiers

e

» Experimented with cosine
similarity and Euclidean distance
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BioASQ Dataset of the Second Year

Number of Abstracts Distinct Words
Word2vec dataset 10,876,004 18,560,735
Training dataset 4,499,338 4,406,024
Week1 test dataset 4,440 98,555
Week?2 test dataset 4,721 100,994
Week3 test dataset 4,802 105,654
Week4 test dataset 3,579 84,623
Weekb5 test dataset 5,299 113,658
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Comparing K-nn classifiers

Dense TF-IDF Centroids Paragraph Vectors TF-IDF Bag-of-words
Micro F; 40.8% 39.9% 38.1%
Micro Precision 62.2% 64.6% 61.9%
Micro Recall 30.4% 28.9% 27.6%
Macro Fi 17.1% 13.3% 20.1%
Macro Precision 51.7% 52.8% 59.7%
Macro Recall 15.2% 11.8% 17.9%
Accuracy 26.3% 25.3% 24.6%
LCA-F, 34.5% 32.5% 31.8%
LCA Precision 53.7% 54.4% 53.1%
LCA Recall 27.5% 25.3% 24.8%
Classification Time 50 min 50 min 470 min
Preprocessing Time 1 min 9,960 min 1 min

K =5, p =50%, Cosine Similarity

Large Scale Hierarchical Text Classification



Introduction to Biomedical Semantic Indexing
Dense word vectors
Using K-nn classifiers with Dense vectors for abstracts

Biomedical Classification using Dense Word Vectors (s e (e (et s

Improving the Performance of NLM’s MTI System
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Improving the Performance of NLM’s MTI System

We added Knn predictions to those of MTI (union of the two
systems):
» We improved the performance of MTI in all five weeks
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the best system of each week
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Improving the Performance of NLM’s MTI System

We added Knn predictions to those of MTI (union of the two
systems):

» We improved the performance of MTI in all five weeks

» MTI/K-nn (and MTI) performed better at rare classes than
the best system of each week

» MTI/K-nn was approx 1% behind the best system of each
week according to all other measures
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Conclusions and Future Considerations

» We demonstrated that dense vectors can lead to very large
dimensionality reduction without degrading the effectiveness
of the classification algorithms

» K-nearest neighbor classifiers with dense vector
representations of abstracts can help improve the performance
of NLM's MTI semantic indexing system

» Future considerations:

» Apply dense word vectors to other methods
» Develop solutions for rare classes in particular

» Special issue journal paper at Journal of Bio-Medical

Semantlcs (accepted):

dr los I., Paliouras G.: Biomedical Semantic Indexing using Dense Word Vectors in BioASQ.
Joumal Of BIO Medlcal Semantics, Supplement On Bio-Medical Information Retrieval (2015)
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Summary and Contribution of the Thesis

Hierarchical Evaluation

» We proposed a unified view of hierarchical evaluation measures

» We created two novel hierarchical evaluation measures (LCA
and MGIA)

> We applied the proposed and existing measures to selected
cases, in order to demonstrate their pros and cons

> We studied them empirically on large datasets, using real
classification systems

» Journal paper at DAMI:

Kosmopoulos A., Partalas |., Gaussier E., Paliouras G., Androutsopoulos I.: Evaluation measures for hierarchical classification: a
unified view and novel approaches. Data Mining and Knowledge Discovery (2014)
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Single-label Leaf Classification on Tree Hierarchies

» We proposed a methodology for efficient dimensionality
reduction in hierarchical classification

» We demonstrated that it can make existing classification
methods more scalable with a minor cost in accuracy

» Main conference paper at CLEF 2014:

Kosmopoulos A., Paliouras G., Androutsopoulos |.: The effect of dimensionality reduction on large scale hierarchical
classification. In: Proceedings of the 5th Conference and Labs of the Evaluation Forum, Sheffield, UK (2014)
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Single-label Leaf Classification on Tree Hierarchies

» We proposed a methodology for efficient dimensionality
reduction in hierarchical classification

» We demonstrated that it can make existing classification
methods more scalable with a minor cost in accuracy

» Main conference paper at CLEF 2014:
Kosmopoulos A., Paliouras G., Androutsopoulos |.: The effect of dimensionality reduction on large scale hierarchical
classification. In: Proceedings of the 5th Conference and Labs of the Evaluation Forum, Sheffield, UK (2014)

» We proposed a probabilistic cascade methodology that
outperforms the traditional cascade

> Kosmopoulos A., Paliouras G., Androutsopoulos |.: Probabilistic Cascading for Large Scale Hierarchical Classification. Technical
report, 2015. arXiv preprint arXiv:1505.02251 (2015)
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dimensionality reduction, making hierarchical text
classification algorithms more scalable in biomedical semantic
indexing, without degrading their effectiveness

» K-nearest neighbor classifiers with dense vector
representations of abstracts can help improve the performance
of NLM's MTI semantic indexing system

» Special issue journal paper at Journal Of Bio-Medical
Semantlcs (accepted):

A, los 1., Paliouras G.: Biomedical Semantic Indexing using Dense Word Vectors in BioASQ.
Journal Of Bl(rMedlcal Semantics, Supplement On Bio-Medical Information Retrieval (2015)
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Further Contributions

» We provided many large scale hierarchical classification
datasets:
» DMOZ single-label, DMOZ multi-label (tree hierarchies)
» DBpedia medium and large (DAG hierarchies and multi-label
classification)
» BioASQ biomedical datasets (DAG hierarchies and multi-label
classification)

» Open Source Tool for hierarchical evaluation

> Kosmopoulos A., Gaussier E., Paliouras G., Aseervatham S.: The ECIR 2010 large scale hierarchical classification workshop. In:
Proceedings of ACM SIGIR Forum, vol. 44 (2010)

> . Partalas, A, Kosmopoulos , N. Baskiotis, T. Artieres, G. Paliouras, E. Gaussier, |. Androutsopoulos, M. Amini, and P. Galinari.
LSHTC: A Benchmark for Large-Scale Text Classification. Technical report, 2015. arXiv preprint arXiv:1503.08581

Large Scale Hierarchical Text Classification



Publications

PhD publications:

vV VvV VvV vV

Kosmopoulos A., Gaussier E., Paliouras G., Aseervatham S.: The ECIR 2010 large scale hierarchical classification workshop. In:
Proceedings of ACM SIGIR Forum, vol. 44 (2010)

Kosmopoulos A., Partalas I., Gaussier E., Paliouras G., Androutsopoulos I.: Evaluation measures for hierarchical classification: a
unified view and novel approaches. Data Mining and Knowledge Discovery (2014)

Kosmopoulos A., Paliouras G., Androutsopoulos |.: The effect of dimensionality reduction on large scale hierarchical
classification. In: Proceedings of the 5th Conference and Labs of the Evaluation Forum, Sheffield, UK (2014)

| I., Paliouras G.: Biomedical Semantic Indexing using Dense Word Vectors in BioASQ.
Joumal of Blo-Medlcal Semant\cs Supplement On Bio-Medical Information Retrieval (2015) - accepted

PhD technical reports:

>

>

I. Partalas, A, Kosmopoulos , N. Baskiotis, T. Artieres, G. Paliouras, E. Gaussier, |. Androutsopoulos, M. Amini, and P. Galinari.
LSHTC: A Benchmark for Large-Scale Text Classification. Technical report, 2015. arXiv preprint arXiv:1503.08581

Kosmopoulos A., Paliouras G., Androutsopoulos |.: Probabilistic Cascading for Large Scale Hierarchical Classification. Technical
report, 2015. arXiv preprint arXiv:1505.02251 (2015)

Other publications:

>

>

Kosmopoulos Aris, Georgios Paliouras, and lon Androutsopoulos. " Adaptive spam filtering using only Naive Bayes text
classifiers.” Proceedlngs of the Fifth Conference on Email and Anti-Spam (CEAS), California, USA (2008)

Georgala, Kleanthi, Aris Kosmopoulos, and George Paliouras. "Spam Filtering: an Active Learning Approach using Incremental
Clustering.”" Proceedings of the 4th International Conference on Web Intelligence, Mining and Semantics (WIMS14). ACM,
(2014)




	Introduction
	The Problem
	Motivation

	Hierarchical Evaluation
	Flat Evaluation
	Need for Hierarchical Evaluation
	A unified view of Hierarchical Evaluation Measures
	Pair-based Measures
	Set-based Measures
	Experiments
	Conclusions

	Single-label Leaf Classification on Tree Hierarchy
	Cascade Classification
	Cascade Classification with EM PCA
	Probabilistic Cascading
	Conclusions and Future Considerations

	Biomedical Classification using Dense Word Vectors
	Introduction to Biomedical Semantic Indexing
	Dense word vectors
	Using K-nn classifiers with Dense vectors for abstracts
	Conclusions and Future Considerations

	Summary and Contribution of the Thesis

