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Abstract

Producing medical diagnoses can be an especially challenging and time-consuming task
for physicians, while the research area for assisting these medical tasks with Arti�cial
Intelligence is constantly experiencing new developments. This thesis proposes a frame-
work for highlighting the important information in the patient’s medical data, in order to
facilitate the diagnosis and emphasize evidence that might otherwise be overlooked. The
purpose is to decrease the time needed for a diagnosis and reduce the possibility of error.
Towards this goal, we investigate classi�cation models that make predictions based on
medical data, which consist of images and text. Furthermore, we evaluate the application
of multiple explainability methods on these models, in order to provide support of the
existence of medical conditions.
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Περίληψη

Η παραγωγή ιατριϰών διαγνώσεων είναι ένα δύσϰολο ϰαι χρόνοβόρο ιατριϰό έργο ϰαι
ο ερευνητιϰός τοµέας για την υποβοήϑηση ιατριϰών αποφάσεων µε τεχνιϰές Τεχνητής
Νοηµοσύνης συνεχώς βιώνει νέες εξελίξεις. Η παρούσα πτυχιαϰή προτείνει ένα πλαί-
σιο για την επισήµανση των σηµαντιϰών στοιχείων στα ιατριϰά δεδοµένα του ασϑενή,
µε σϰοπό την υποβοήϑηση της διάγνωσης ϰαι την υπόδειξη σηµείων που πιϑανώς να
περνούσαν απαρατήρητα. Ο σϰοπός είναι η µείωση του χρόνου που χρειάζεται για τη
διαξαγωγή της διάγνωσης ϰαι η ελαχιστοποίηση της πιϑανότητας ιατριϰού σφάλµατος.
Για την επίτευξη αυτού του σϰοπού εξετάζουµε µοντέλα ϰατηγοριοποίησης, τα οποία
παράγουν προβλέψεις βάσει ιατριϰών δεδοµένων τα οποία µπορεί να είναι συνδυασ-
µός ιατριϰών ειϰόνων ϰαι ϰειµένου. Επιπλέον, αξιολογούµε την εφαρµογή πολλαπλών
µεϑόδων παραγωγής εξηγήσεων για αυτά τα µοντέλα, µε στόχο την τεϰµηρίωση της
εύρεσης ιατριϰών παϑήσεων.
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1Introduction

Medical professionals face the daily task of examining a great amount of biomedical data, in

order to produce accurate diagnoses for their patients. In many cases, they need to review

medical images, such as X-rays and MRI scans, and detect abnormalities. Occasionally,

they read reports of other medical professionals to acquire knowledge about the patient's

previous examinations, before producing their own diagnoses. These tasks demand high

concentration and are very time-consuming, hence they are challenging when the physician

is inexperienced or has to examine multiple patients in a short time. Methods assisting

physicians in focusing on the important parts of medical images and reports, can reduce

false diagnoses and minimize the needed time for the examination [Shi+20].

Multiple machine learning tasks, such as image classi�cation and caption generation, can

be applied to assist medical examinations [Irv+19; Wan+17]. This thesis discusses the task

of providing the medical experts with evidence of the existence of a medical condition based

on the available medical data. The proposed solution utilizes image and text classi�ers,

from which we extract explanations for the existence of medical tags. This is based on the

hypothesis that the predictions of accurate classi�ers will be based on speci�c medical

data points, which the physician could use to further investigate the patient's data and

trust the model's predictions.

This work includes the exploration and evaluation of medical text and image tagging

models, which are a type of multi-label classi�ers. Tagging refers to the process of assigning

multiple medical terms (tags) to a speci�c data instance, and it can be utilized in the medical

�eld, to assist medical experts on diagnosis drafting. The data instance could consist of

a medical image, a medical text passage or an image-text pair, thus both unimodal and

multimodal architectures were considered. Furthermore, multiple explainability methods

were investigated and evaluated.

Finally, part of this thesis was dedicated to the participation of AUEB's NLP Group in

the 2022 ImageCLEFmedical Concept Detection contest. This e�ort included experiments

with di�erent image encoders, which overlapped with the experiments of this thesis. Also,

alternative threshold tuning strategies were explored, for optimizing the classi�cation

scores for our submission.
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1.1 Contribution

The contributions of this thesis are threefold:

1. We propose a method for assisting medical diagnoses through model explainability.

Both image and text modalities can be taken into consideration when producing

explanations from medical data.

2. We evaluate and compare image, text and multimodal classi�cation models on the

MIMIC-CXR medical dataset. The models were tested for their ability to perform

the task of tagging.

3. We evaluated and compared various explainability methods for highlighting the

important areas in medical data. These methods were applied to the best available

classi�ers in order to test their ability to accurately capture the important parts of

the data.

1.2 Thesis Structure

Chapter 2

Chapter 2 provides insights on the related work for the deep learning models that were

used throughout this thesis as well as the explainability algorithms used.

Chapter 3

In Chapter 3, we present the methods and approaches that were implemented in this

work.

Chapter 4

In Chapter 4, the dataset and the experimental results are presented. We evaluate both the

classi�cation models and the explainability methods.

Chapter 5

In Chapter 5, we provide the conclusions of this thesis and propose additional future

steps.

2 Chapter 1 Introduction



2Background and Related Work

2.1 Background

There are multiple resources and papers for the readers to gain insight on the model

architectures that we considered and deployed. If the reader is not familiar with Deep

Learning terms, they can examine the following introductory papers for the current

practices in Deep Learning [Pou+18], Convolutional Neural Networks [AMA17], Recurrent

Neural Networks [Sal+18] and Transformers [Lin+21].

2.2 Related Work

This section presents previous work regarding generic and medical classi�cation for image,

text and multimodal data. Also, the latest work on explainability methods is discussed.

2.2.1 Medical Image Classi�cation

Convolutional Neural Networks (CNNs) [LeC+98] have contributed greatly in the rapid

expansion of Computer Vision in multiple domains and applications. Each di�erent CNN

architecture, such as VGGNet [SZ15], DenseNet [Hua+17] and E�cientNet [TL19] has

o�ered di�erent innovative ideas and principles. Furthermore, each one focuses on di�erent

aspects, like accuracy, scalability, and e�ciency. A visual example of a CNN model is

shown in Fig. 2.1

Fig. 2.1: Overview of a CNN for digit classi�cation. Image taken from [Zha+21]. Multiple stacked
convolution and pooling layers produce the image representation, which is fed to a Feed
Forward Neural Network (FFNN) to produce the classi�cation result.
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Additionally, the success of Transformers [Vas+17], in the �eld of Natural Language

Processing, has caused multiple attempts to bring the power of these methods into the �eld

of Computer Vision (CV). Even though the two domains have great di�erences, the self-

attention models achieved to break into CV, through Vision Transformers (ViT) [Dos+20].

This model splits the input image into a series of patches, almost identical to the word

embeddings used for NLP, which are then combined with position embeddings and fed into

a Transformer model. These models signi�cantly outperform the standard CNNs, because

of their ability to scale and take advantage of huge datasets for pretraining [Kha+21].

Fig. 2.2: Overview of the original Transformer (a) comprising of an Encoder and a Decoder [Vas+17].
The Multi-Head Attention layer (b) uses Scaled Dot-Product Attention over the Queries
(Q), Keys(K) and Values(V).

There are signi�cant di�erences though between generic CV tasks that focus on ImageNet

[Den+09] classi�cation, and Medical Imaging Tasks. A very distinctive characteristic of

Medical Imaging Tasks is that the pathologies are found in small local regions where a

variation is detected, even though the initial medical image of the patient may have a large

size [UZT22; Irv+19]. For example, just local white small opaque areas can indicate the

existence of pneumonia in a chest x-ray. This is not the case with most generic images,

found in the ImageNet dataset, where prominent objects are usually large sized and cover

a signi�cant part of the image.

Even though there exist signi�cant di�erences between generic and medical images, image

encoders pretrained on ImageNet and �ne-tuned on a speci�c medical dataset, have

achieved impressive results. Following this direction, [Raj+17] proposed CheXnet that uses

a DenseNet-121 [Hua+17] as the image encoder pre-trained on ImageNet [Den+09] and

4 Chapter 2 Background and Related Work



�ne-tuned on the ChestX-ray 14 [Wan+17] dataset to classify chest X-rays to 14 di�erent

conditions.

Even though Vision Transformers [Dos+20] have been successful in generic Image Clas-

si�cation, using natural images, they are not yet established for medical imaging tasks.

Models based on CNNs are still the �rst choice for Medical Classi�cation tasks. This can be

justi�ed by the fact that large amounts of data are needed for Transformers to be trained on,

and fully exploit their capabilities [DGL21]. In the medical domain though, there is limited

availability of such large datasets. When trained on small datasets, Vision Transformers

su�er from a lack of inductive bias that results in poor generalizability [Cha21].

2.2.2 Medical Text Classi�cation

The �eld of Natural Language Processing has seen dramatic changes over the last few years.

A new type of word embeddings, Embeddings from Language Models (ELMo) [Pet+18],

produced breakthrough results. Its success was attributed to the pre-training on large

corpora, and the ability to create word representations that utilized context from the entire

sequence, using Long Short Term Memory (LSTM) [HS97] networks. Shortly after, the

Bidirectional Encoder Representations from Transformers (BERT) [Dev+19] model was

introduced, showcasing even better results. Apart from the standard BERT several variants

have been proposed, such as RoBERTa [Liu+19] and ALBERT [Lan+20].

Since the introduction of BERT, Transformer-based models have consistently produced

state-of-the-art results for multiple NLP tasks, such as question answering, document

classi�cation, machine translation, and text summarization [Dev+19; Bro+20]. Their ad-

vancements, though, are not restricted only to general-domain language tasks. Transformer

models can be enriched with clinical and biomedical knowledge through pre-training on

large-scale clinical and biomedical corpora. These domain-enriched models, like BioBERT

[Lee+20] and ClinicalBERT [HAR19] achieve state-of-the-art results when applied to clini-

cal and biomedical downstream tasks, such as phenotyping [Ras+20], automatically ICD

coding [ZLR20] and clinical question answering [Wen+20]. Finally, it has been shown

that using Transformers, especially domain-speci�c pre-trained models, can be highly

bene�cial in the speci�c task of multi-label medical text classi�cation, in datasets such as

MIMIC III [Yog+21].

2.2.3 Multimodal Medical Classi�cation

There are two categories of models that solve joint vision and language (VL) tasks [Wan+21].

The �rst category utilizes two separate encoders to encode images and text, along with

a FFNN layer or cosine similarity to model the interaction between the two modalities

2.2 Related Work 5



[Jia+21; TM21; Mor+18]. These dual-encoder models are e�ective for vision and language

retrieval tasks, but also e�cient, since each image or text instance is encoded only once.

This simple interaction, though, is not enough to handle complex tasks, meaning VL

classi�cation tasks such as visual reasoning and visual question answering [Wan+21].

The second category represents the interaction of images and text using a deep fusion

encoder with cross-modal attention [Lu+19; Li+19; TB19; KSK21]. Speci�c pre-training

tasks such as image-text matching, where the model predicts whether the given text section

describes the given image, and word-region/patch alignment, where the model predicts

whether a text section matches with a speci�c image patch, are widely used on these

fusion encoder models. These models achieve better performance for vision-language

classi�cation tasks, but the joint encoding of all image-text pairs leads to a slow inference

speed for retrieval tasks [Wan+21]. Most of the fusion encoder models rely on an o�-

the-shelf object detector like Faster R-CNN [Ren+15] to obtain image region features.

Generating region features slows down the inference speed and renders the approach

less scalable. Following this paradigm, LXMERT [TB19] uses two di�erent transformer

encoders to produce representations for the visual and the language features, which are

then fused by cross-modal attention. On the other hand, ViLT [KSK21] encodes images

into patch embeddings, and then feeds the concatenation of patch embeddings and word

embeddings into a Transformer network to learn contextualized VL representations.

In the medical domain, the dominant models are still based on separate encodings for

images and text. Hsu et al. [Hsu+18] focused on generating joint VL embeddings for

supervised and unsupervised retrieval tasks whereas Aydin et al. [Ayd+19] experimented

with di�erent settings for encoding medical images and text with separate CNNs. Wang

et al. [Wan+18] introduced TieNet, a CNN-RNN model for medical image classi�cation

and report generation, on the ChestX-ray14 [Wan+17] dataset. Finally, Li et al. [LWL20]

evaluated various known multimodal architectures on their ability to perform joint VL

tasks on selected medical datasets.

2.2.4 Explainability Methods

Modern AI research focuses mainly on developing systems that have increased accuracy

and predictive capability, while ignoring the aspect of explainability and transparency

[Arr+19; JWK21]. Deep neural networks are opaque and black box models have a trade-o�

between accuracy and explainability, i.e., more accurate models are less explainable [TG21]

due to their underlying complexity and hidden layer processing. The internal processing

and decision-making processes of these models are challenging to comprehend, analyze,

and explain, which restricts their applicability and societal acceptance [JWK21]. In general,

a system is explainable if people can comprehend and interpret how it operates and how it

makes decisions.

6 Chapter 2 Background and Related Work



The degree to which a person can comprehend the reasons behind a choice and reliably

forecast the model's outcomes is known as explainability [MCB20; JWK21]. Deep neural

networks are di�cult to comprehend since it is challenging to determine which modalities

or features are responsible for the predictions [Gui+18; JWK21]. In the real world, people

expect that AI systems will justify their predictions with adequate evidence in applications

such as in the legal, healthcare, �nancial, transportation, and autonomous vehicle domains

[MSM18].

Many methods were suggested for generating explanations from either Vision or Language

models. Most of the methods that we study and experiment in Section 4.5 are based

on the following three classes: gradient methods, attribution methods, and perturbation

methods.

Gradient methods are based on following the gradients as computed in the process of

backpropagation, according to the input of each layer [CGW21b]. Most of these methods

are class agnostic, meaning that similar outputs are obtained, regardless of the class used to

compute the gradient that is being propagated [CGW21b]. One such method is Integrated

Gradients [STY17] which computes the multiplication of the inputs with their derivatives,

and is further explained in 3.5.3. GradCAM [Sel+17] is a class-speci�c method, and utilizes

both the input features and the gradients of the network's last layer. Since GradCAM

achieves consistent results, it is commonly applied in downstream applications, such as

weakly-supervised semantic segmentation [Bis18].

The second class of methods, the Attribution propagation methods, are theoretically based

on the Deep Taylor Decomposition (DTD) framework [Mon+17; CGW21b]. Such methods

recursively decompose the model's prediction, into the activations of the previous layers, all

the way to the elements of the network's input [CGW21b]. One such method is Layer-wise

Relevance Propagation (LRP) [Bac+15], which, based on the DTD principle, propagates

relevance from a speci�c class, backward, to the initial input features.

Finally, the third class is Perturbation methods. Perturbation methods [FV17], such as

LIME [RSG16], consider the change to the prediction of the model, when small changes are

applied to the input. When applying these methods, the network is regarded as a black box,

since there is no need to investigate the gradients or the activations [CGW21b]. However,

such processes of generating explanations are computationally expensive. Shapley-value

methods [LL17] have a solid theoretical foundation [CGW21b] and several variants have

been proposed [LL17; CGT09; SK10], which tackle the issues of accuracy and computational

complexity.

Most attempts to explain Transformers directly employ the attention values [Vas+17;

Xu+15]. This approach, however, does not take the intermediate attention scores, as well

as the other components of the Transformers, into consideration. As noted by Chefer et al.

2.2 Related Work 7



[CGW21b; CGW21a], the computation in each attention head mixes queries, keys, and

values and cannot be fully captured by considering only the inner products of queries and

keys, which is referred to as attention.

Abnar and Zuidema [AZ20] propose a way to combine the attention scores across multiple

layers. Two methods are suggested: attention rollout and attention �ow. The �rst combines

attention linearly along alternative paths in the pairwise attention graph. As shown in

[CGW21b; CGW21a], this method fails to distinguish between positive and negative

contributions to the decision and leads to an accumulation of relevance scores across the

layers in cases for which these should be cancelled out. The attention �ow method is

formulated as a max-�ow problem on the same pairwise attention graph. While it was

shown in [AZ20] to slightly outperform rollout in speci�c scenarios, this method is too

computationaly expensive to support large-scale evaluations [CGW21b; CGW21a].

In contrast to these methods, Chefer et al. [CGW21b; CGW21a] provide a complete solution

for Transformers, which back propagates the information through all the components,

from the decision layer back to the input. The solution is based on Layerwise Relevance

Propagation [Bac+15], with gradient integration for the self-attention layers, and is shown

to be very e�ective for single modality Transformer encoders, such as [Dev+19]. Fur-

thermore, in [CGW21a] this solution was modi�ed for multi-modal and encoder-decoder

transformers as well. All the above methods will be further explained in Section 3.5.

8 Chapter 2 Background and Related Work



3Methods

This section will describe each model architecture that was utilized throughout this thesis.

Additionally, all the used explainability methods are discussed.

3.1 Image Classi�cation with CNNs

Following the work of [KPA19; Kar+20; Cha+21], a CNN model is used to encode each

image, and feed its output into a single dense layer, which is used as a classi�er. Multiple

CNN models were tested as encoders, and just as in the previous work, their weights

were pre-trainedon the ImageNet [Den+09] dataset, following the paradigm of transfer

learning. For our purposes, all the CNN models were �ne-tuned to our speci�c medical

images, which were preprocessed according to the ImageNet pre-training settings. That

means that each image was normalized with the mean and standard deviation of ImageNet.

The objective of training was to minimize the cross entropy loss, using the Adam [KB14]

optimizer. Similar to [KPA19; Kar+20; Cha+21], we used early stopping on the validation

set with patience of 3 epochs and also decayed the learning rate by a factor of 10 with

patience of 1 epoch. At inference, each tag is assigned to the test image if its output

probability exceeds a thresholdt � [0; 1]. The value of this threshold was tuned on our

validation data.

3.1.1 DenseNet

Following the work of [KPA19; Kar+20; Cha+21] we tried DenseNet-121 as the image

encoder. A DenseNet [Hua+17] is a type of CNN that is based on ResNet [He+16], and

connects all the layers of the network with each other. This means that each layer obtains

additional inputs from all previous layers and passes on its own feature-maps to the next

layers. In contrast to ResNets, features are combined by concatentation, not summation.

Through this architecture, DenseNets improve the �ow of information and gradients and

makes the training of deeper networks easier. Also, DenseNets o�er parameter e�ciency,

as there is no need to train redundant feature maps, like in traditional CNNs. Normal

feed-forward architectures can be viewed as algorithms with a state, which is passed

among layers. Each layer reads the state of the previous one and writes to the the next one.

This changes the state but also passes on information that needs to be preserved. On the

other hand, the DenseNet explicitly di�erentiates between information that is added to

9



the network and information that is preserved. DenseNet layers are very narrow (e.g., 12

�lters per layer), adding only a small set of feature-maps to the �collective knowledge� of

the network and keep the remaining feature maps unchanged. The �nal classi�er makes a

prediction based on all feature maps in the network.

3.1.2 E�cientNet

Tan and Le [TL21] proposed a method of scaling the network's width, depth and resolution,

based on speci�c scaling coe�cients, and not on arbitrary decisions. This method was

used to optimize large models that were otherwise very expensive to tune, and achieved

SOTA results, while o�ering fast training and inference. This introduced a new family of

CNNs, named E�cientNets.

Tan and Le [TL21] introduced E�cientNetV2, providing faster training and better param-

eter e�ciency. These models are optimized using an improved method of progressive

learning, which adaptively adjusts regularization along with image size. In the early

training epochs, the network is trained with small image size and weak regularization, and

then the image size and regularization are gradually increased. Currently, E�cientNets

are top performers for ImageNet Classi�cation, among models of the CNN family [Pha+21;

TL21].

3.2 Image Classi�cation with Vision Transformers

In these systems, the CNN model is replaced with a ViT-type [Dos+20] encoder, based on

the work of Charalampakos [Cha21]. Again, the image encoder is pre-trained on ImageNet

and a FFNN on top produces the classi�cation result, using the output of the classi�cation

token.

3.2.1 ViT

Dosovitskiy et al. [Dos+20] applied a standard Transformer, as the ones used for NLP,

directly to images, with the fewest possible modi�cations. As shown in Fig. 3.1, each

image is split into �xed-size patches, which are then linearly embedded. These embeddings

are added to the position embeddings, and the resulting sequence of vectors is fed into

a Transformer encoder. In order to perform classi�cation, a learnable [class] token is

prepended to the sequence, similar to BERT's [CLS] token. Image patches are treated the

same way as tokens (words) in an NLP application. This simple, yet scalable, strategy works

very well, surpassing the CNNs, when coupled with pre-training on large datasets.
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Fig. 3.1: Overview of the ViT [Dos+20] model.

3.2.2 CoAtNet

Dai et al. [Dai+21] study the problem of hybridizing convolution and attention, while

focusing on generalization and model capacity. They claim that convolutional layers tend

to have better generalization with faster converging speed thanks to their strong prior of

inductive bias, while attention layers have higher model capacity that can bene�t from

larger datasets. That is why they propose CoAtNet, which combines the two architectures

by merging and stacking convolutional and attention layers. On ImageNet, CoAtNet

achieves SOTA performance under comparable resource constraints across di�erent data

sizes.

3.2.3 CoTNet

Li et al. [Li+21] propose CoTNet, which is comprised of a new Transformer-style block,

named Contextual Transformer (CoT). Its purpose is to enhance the Transformer-style

architecture by exploiting the richness of the context among the input keys over the 2D

feature map. As seen in Fig.3.2, the conventional self attention mechanism solely exploits

the isolated query-key pairs to compute the attention matrix (shown as "weights" in Fig.3.2),

but leaves rich contexts among keys underutilized. In a CoT block, the representation of

keys is contextualized by performing a 3Ö3 convolution. The contextualized key feature
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can be treated as a static representation of inputs that re�ects the static context among

local neighbors. After that, the concatenation of the contextualized key feature and input

query is fed into two consecutive 1Ö1 convolutions, to perform self-attention and yield

the dynamic context (shown as "dynamic" in Fig.3.2). This process exploits the mutual

relations among each query and all keys for self-attention learning with the guidance of

the static context. The combination of the static and dynamic contextual representation is

the �nal output of a CoT block.

Fig. 3.2: Comparison between conventional self-attention (a) and the Contextual Transformer
(CoT) [Li+21] block (b).

3.2.4 Swin Transformer

Liu et al. [Liu+21b] propose a new vision Transformer, named Swin Transformer. As

seen in Fig.3.3, this model builds hierarchical feature maps by merging image patches

(shown with gray lines) in deeper layers. Since self-attention is computed only within each

local window (shown in red), this model is able to o�er linear computation complexity to

input image size and the �exibility to model at various scales between the visual tokens.

In contrast, regular vision Transformers [Dos+20] produce feature maps of a single low

resolution and have quadratic computation complexity (in relation to input image size)

due to computation of self-attention globally.
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Fig. 3.3: Comparison between the hierarchical feature maps of Swin Transformer [Li+21] and the
single low resolution feature maps of ViT [Dos+20].

3.3 Text Classi�cation

These systems follow the same idea as the image classi�ers, but now each input instance

is a text passage. A text encoder is used to produce the text embeddings from each input

instance. Then, the embeddings of the text passage are fed into an FFNN, to produce the

classi�cation result.

3.3.1 BiGRU

Long Short-Term Memory networks (LSTMs) [HS97], a type of Recurrent Neural Networks

(RNNs) [RHW85], employ the input gate, forget gate and output gate. Their goal is to to

deal with the problems of gradient explosion and vanishing gradients due to long-distance

dependencies. These models though have a very complex structure and need signi�cantly

more training time than other simpler networks [SF22]. The GRU [Chu+14] networks,

another version of RNNs, partially tackle these issues, since they have fewer gates than

LSTMs and make training lighter with fewer parameters.

The GRU [Chu+14] network's structure assists in storing and learning information from

long input sequences, but since it is uni-directional its performance is not satisfactory

when not only past but also future information is important to the given task [Luo+17;

SF22]. The bidirectional GRU (BiGRU) [Luo+17] network solves this problem using an

additional layer, in which the data sequence is given in the opposite direction. Thus,

this network uses two hidden layers to extract information from both the past and the
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future, and both are connected in the same output layer. These characteristics enable the

bidirectional structure to extract more complete embeddings from the given input and,

consequently, improve the performance of the learning process [Luo+17; SF22].

Our BiGRU model consists of an embedding layer, 4 stacked BiGRU layers, and 3 �nal

FFNN layers, as shown in Fig.3.5. The �nal vector of the last Bi-GRU layer is fed to the

FFNN, to produce the prediction for the whole input text. Dropout with rate 0.33 is used

between the embedding layer and the �rst BiGRU and also between the last biGRU and

the �rst FFNN layer.

Fig. 3.4: Overview of the BiGRU [Luo+17] model. Figure taken from [SF22]. Eachyi vector
represents the output embedding of token i, and usually onlyyt +1 is used to classify the
whole text.
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Fig. 3.5: Overview of our BiGRU classi�er.

3.3.2 BERT

The BERT [Dev+19] model utilizes the e�ectiveness of Transformers [Vas+17] and creates

embeddings using the whole context, both left and right of each word. BERT, seen in Fig.3.7,

is made up of multiple Encoder layers, which as presented in the Transformer paper, are

based on a self-attention layer and a FFNN. Apart from the token embeddings, BERT uses

segment embeddings to distinguish tokens of di�erent sentences and position embeddings

to distinguish the position of each token. As seen in Fig.3.6, the input embeddings are the

sum of these three types of embeddings.

Fig. 3.6: Overview of input embeddings in BERT [Dev+19].

The basic BERT [Dev+19] model is pre-trained in two tasks, masked language modeling

(MLM) and next sentence prediction (NSP). In MLM, random tokens of the sequence are

masked and the model is asked to predict them, using the rest of the sequence as the

context. In NSP, the model is given two input sentences and is asked to predict whether

the second sentence follows the �rst, in the original text they came from. Apart from the

word tokens BERT also uses the special tokens [CLS] and [SEP]. Each input sentence has
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to start with the [CLS] token and end with the [SEP] token. In tasks such as in Question

Answering, that require two sentences to be given as input, the [SEP] token is placed

in between the two sentences to create the separation. This large pre-training of BERT

gives it the ability to create contextual embeddings for each word of the sentence, and be

�ne-tuned to solve multiple downstream tasks.

Fig. 3.7: Overview of BERT [Dev+19] for sentence classi�cation.

3.4 Multimodal Classi�cation

Multimodal classi�ers concern the use of both image and text data to produce the classi-

�cation result. As explained in Section 2.2.3 two types of architectures were used. The

models explained in Sections 3.4.1 and 3.4.2 are dual-encoder architectures, meaning that

the embeddings of each modality are produced seperately. On the other hand, the models

in sections 3.4.3, 3.4.4 and 3.4.5 are fusion encoder models, meaning that the text and

images are embedded jointly, producing a multimodal representation.

3.4.1 BiGRU + CNN

This model uses a CNN to encode the image input and a BiGRU to encode the text input,

as shown in Fig. 3.8. Such integrated Vision and Language networks have been used

for generic data [Mor+18] but also for the medical domain [Ayd+19]. The embedding
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of the image is the vector produced by the average pooling layer of the DenseNet-121

[Hua+17], whereas the �nal vector of the last Bi-GRU layer is the text embedding. Then

the embeddings of the two modalities are concatenated and passed through an FFNN, to

produce the classi�cation result.

Fig. 3.8: Overview of the BiGRU + CNN multimodal classi�er.

3.4.2 BERT + CNN

In this setting a CNN is used as the image encoder and BERT as the text encoder, similarly

to [TM21], shown in Fig. 3.9. The embedding of the image is the vector produced by the

average pooling layer of the DenseNet-121 [Hua+17], whereas the text embedding is the

�rst output vector of BERT, representing the [CLS] token. Then the embeddings of the two

modalities are concatenated and passed through an FFNN, to produce the classi�cation

result.

3.4.3 VisualBert

VisualBERT [Li+19] is a multimodal architecture, which employs the self-attention mecha-

nisms of the Transformer to implicitly align elements of the input text and regions in the

input image. Its architecture is based on BERT and introduces a set of visual embeddings,

F , used for the image modeling. Eachf � F corresponds to a bounding box in the image,

derived from an object detector. Each embedding inF is computed by summing three

embeddings: (1) a visual feature representation of the bounding box off , computed by

a CNN, (2) a segment embedding indicating the modality of the input, and (3) a position
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