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Abstract

Natural Language Processing (NLP) is a field of research that extensively deals with com-
putationally processing, analyzing, and generating human language, with the primary
purpose of achieving a successful interaction between humans and machines. Its main
idea is to create efficient algorithms which will be able to analyze or generate natural lan-
guage text, extract information from sources like websites or databases, perform machine
translation, categorize documents, etc. In the terminology of Artificial Intelligence (AI),
those algorithms are referred to as models, especially when neural networks are used.
Generally, studying through the research that has already been conducted, reveals a major
need for developing models which will be able to handle large texts, or simply texts which
contain more than 500 words on average. This statement indicates that the models that
have already been created are often not capable of dealing with long word sequences, or if
they are, they do not perform as initially desired by being too slow at training time, or by
not offering good testing results. In this thesis, we will mainly focus on providing solutions
for this problem by combining already developed Transformer-based models like BERT
with the traditional Bag of Words concept (BoW). For experimental needs, datasets from
the LexGLUE benchmark will be used. This means that all the training, evaluation, and
testing texts originate from the legal domain and especially from several court decisions
and contracts. Finally, it should be mentioned that one of the main ambitions of this thesis
is to be not only of scientific but also of commercial interest, for example, by achieving
the shortest inference times possible for each model. This will facilitate the deployment
in most relevant machines, thus limiting the final requirements in both hardware (GPUs,
CPUs, etc.) and software.

iii





Περίληψη

Η Επεξεργασία Φυσιϰής Γλώσσας (ΕΦΓ) είναι ένας επιστηµονιϰός τοµέας που ασχολεί-
ται εϰτενώς µε την υπολογιστιϰή επεξεργασία, ανάλυση, ϰαι παραγωγή της ανϑρώπινης
γλώσσας µε πρωταρχιϰό σϰοπό την επίτευξη επιτυχούς αλληλεπίδρασης µεταξύ αν-
ϑρώπου ϰαι υπολογιστή. Μία από τις πρωταρχιϰές ιδέες της ΕΦΓ είναι η δηµιουργία
αλγορίϑµων οι οποίοι ϑα είναι σε ϑέση να αναλύουν ή να παράγουν ϰείµενα φυσιϰής
γλώσσας, να εξάγουν πληροφορίες από πηγές όπως ιστότοπους ή βάσεις δεδοµένων, να
εϰτελούν µεταφράσεις, να ϰατηγοριοποιούν έγγραφα ϰ.λπ. Στην ορολογία της Τεχν-
ητής Νοηµοσύνης (ΤΝ), οι αλγόριϑµοι αυτοί αναφέρονται συχνά ως µοντέλα, ιδιαίτερα
όταν χρησιµοποιούνται νευρωνιϰά δίϰτυα. Γενιϰά, µελετώντας την ως τώρα έρευνα,
προϰύπτει µια σηµαντιϰή ανάγϰη για την ανάπτυξη µοντέλων που ϑα µπορούν να χειρισ-
τούν µεγάλα ϰείµενα, δηλαδή ϰείµενα τα οποία περιέχουν ϰατά µέσο όρο περισσότερες
από 500 λέξεις. Αυτή η διαπίστωση δείχνει ότι τα µοντέλα που έχουν ήδη δηµιουργηϑεί
συχνά δεν είναι ιϰανά να χειριστούν µεγάλες αϰολουϑίες λέξεων, ή αν είναι, δεν αποδί-
δουν όπως αρχιϰά είχε σχεδιαστεί, ϰαϑώς είναι πολύ αργά στην εϰπαίδευση ή δεν προσ-
φέρουν ϰαλά αποτελέσµατα ϰατά την αξιολόγηση τους. Στην παρούσα εργασία, ϑα
επιϰεντρωϑούµε ϰυρίως στην παροχή λύσεων για το πρόβληµα αυτό, συνδυάζοντας ήδη
αναπτυγµένα µοντέλα βασισµένα σε Transformers όπως το BERT, µε την παραδοσιαϰά
γνωστή τεχνιϰή Bag of Words (BoW, σάϰος λέξεων). Για τους σϰοπούς των πειραµάτων,
ϑα χρησιµοποιηϑούν σύνολα δεδοµένων του LexGLUE. Αυτό σηµαίνει ότι όλα τα ϰεί-
µενα εϰπαίδευσης, αξιολόγησης, ϰαι δοϰιµών προέρχονται από τον νοµιϰό τοµέα ϰαι
ειδιϰότερα από διάφορες διϰαστιϰές αποφάσεις ϰαι συµβάσεις-συµβόλαια. Τέλος, ϑα
πρέπει να αναφερϑεί πως µία από τις βασιϰές φιλοδοξίες της παρούσας εργασίας είναι
να έχει όχι µόνο επιστηµονιϰό αλλά ϰαι εµποριϰό ενδιαφέρον, για παράδειγµα, επιχειρών-
τας να επιτύχει τους συντοµότερους δυνατούς χρόνους εϰπαίδευσης ϰαι προβλέψεων σε
ϰάϑε µοντέλο. Αυτό ϑα βοηϑήσει την εγϰατάσταση στα περισσότερα σχετιϰά µηχανή-
µατα, περιορίζοντας έτσι τις τελιϰές απαιτήσεις τόσο σε υλιϰό (GPUs, CPUs ϰ.λπ.) όσο
ϰαι σε λογισµιϰό.
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1
Introduction

Natural Language Processing (NLP) already provides effective methods to classify texts in
categories (classes), and these methods can also be used to classify legal texts. For example,
well-known deep learning models like BERT ([Jac19]) are already available for classifying
documents in the desired categories. But in general, a legal text is something very different
from an ordinary text. Each genre of a legal document (e.g., legislation, contracts) tends
to have its own format. Additionally, the length of legal documents varies significantly
as well. For example, contracts usually use a smaller number of sentences, whereas court
decisions do use more words on average because of their very own style as they contain
a considerable number of statements. At this point, we should mention that the already
implemented Transformer-based models cannot be used with long texts efficiently as they
tend to have low performance and require heavier resources and time to be trained. In
this thesis, we will briefly attempt to find solutions for this problem, by developing new
models based on the Transformer architecture and the Bag of Words (BoW) concept (see
Chapters 4 and 5).

1.1 Our contribution

This paragraph clarifies the importance of our research by mentioning that we do not
develop any new versions of BERT used exclusively in the legal field. We simply re-order
each instance’s text tokens in a way that our models firstly receive more essential words
of the legal domain indicating the proper class, and at the same time eliminate as many
redundant tokens as possible. For this goal to be achieved, various ideas were investigated,
leading to an assortment of interesting results, which are all going to be analyzed and
discussed in the following chapters. Finally, it should be mentioned that all legal text
datasets originate from the LexGLUE benchmark ([Ili21]), but the developed models are
implemented from scratch, taking care to make all the experiments reproducible by clearly
explaining how they were constructed.
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1.2 Thesis structure

Chapter 2

Chapter 2, named “Background and related work”, discusses abstractly, related work and
research conducted by others, which is similar to our investigations.

Chapter 3

Chapter 3, named “Datasets”, provides details about the datasets used in the work of this
thesis.

Chapter 4

Chapter 4, named “Methods”, explains thoroughly the models developed for categorizing
legal texts during the work of this thesis.

Chapter 5

Chapter 5, named “Experiments”, reports the experiments conducted during the work of
this thesis, along with their results.

Chapter 6

Chapter 6, named “Conclusions and future work”, concludes and suggests ideas for future
work.

2 Chapter 1 Introduction



2Background and Related Work

2.1 Background

This section discusses the most important insights needed for any reader with a general
computer science background to follow the rest of the thesis. Key parts of deep learning
knowledge are going to be briefly mentioned. The TF-IDF (Term Frequency–Inverse
Document Frequency) score will also be discussed, because this concept will be used
extensively in all future segments of this report, followed by the definition of the F1
score.

2.1.1 TF-IDF score

In the information era, when a massive number of digital documents are gathered on
a daily basis, extracting the most relevant information, and understanding their topics
(classes), becomes more necessary than ever. This paragraph defines the TF-IDF score, an
indication used for scoring word importance for documents in a corpus.

According to [Ami20], TF-IDF is a combination of 2 terms. TF stands for Term Frequency,
whereas IDF stands for Inverse Document Frequency. This score is just a mathematical
indicator pointing out the usefulness of a certain token inside a training corpus. The
greater its value, the more influence the word has, and vice versa. The mathematical
equations following indicate how TF and IDF are calculated.

TF(i) = count(i)
N

(2.1)

Where i stands for the token or word we want to calculate the TF. Count(i) is just the
total number of occurrences of this specific token i inside the document, and N symbolizes
the total number of tokens present on it (document).

IDF simply stands for:

3



IDF(i) = log( N

Mi
) (2.2)

Where i is the token or word for which we want to calculate the IDF score. N is the total
number of documents present inside the corpus, and Mi represents the total number of
documents inside the corpus containing the token i.

So finally, the total calculation of TF-IDF measurement of a certain token i becomes as
follows:

TF-IDF(i) = TF (i) · IDF (i) (2.3)

2.1.2 Evaluation measures

Before we get into the actual determination of the models developed, the datasets used,
and the obtained results, it is critical to define the evaluation metrics which will be used
for the rest of this thesis. More specifically, the F-measure generally measures a model’s
performance. In a simple binary classification case where we have two categories involved
(positive-negative), F-score uses the concepts of precision and recall. More specifically,
precision represents the number of all the cases classified in the positive category divided
by the total number of all positive cases including the ones which were not classified
correctly. On the other hand, recall represents the number of all the cases classified in
the positive category divided by the number of all the cases (samples) which should have
been classified in the positive category. A mathematical description of precision and recall
follows.

Precision = TP

TP + FP
(2.4)

Recall = TP

TP + FN
(2.5)

Where TP stands for true positives, FP false positives, and FN means false negatives. It
is generally acceptable that we should look at both precision and recall in order to evaluate
model performance. For that reason, F1 score is going to be presented. Please note that
F1-score is a metric that uses both precision and recall measurements.

4 Chapter 2 Background and Related Work



F1 = 2 · Precission · Recall

Precission + Recall
(2.6)

If we express it in terms of True Positive (TP ), False Positive (FP ), and False Negative
(FN ), we get the following equation:

F1 = TP

TP + 1
2 · (FP + FN)

(2.7)

We should mention that F1 scores are a great measurement to calculate the model’s
effectiveness in a single category. But in the case where multiple classes are involved, then
macro-F1 is introduced and calculated as follows

macro-F1 = F11 + F12 + ... + F1N

N
(2.8)

Where N is the total number of classes, and F11 is the F1 score of the 1st class.

The last metric we will consider throughout this thesis, is the micro-F1 score. To calculate
it, we first need to calculate the micro-averaged precision or the micro-averaged recall, as
shown below.

micro-averaged Precision = TP1 + ... + TPN

TP1 + ... + TPN + FP1 + ... + FPN
(2.9)

micro-averaged Recall = TP1 + ... + TPN

TP1 + ... + TPN + FN1 + ... + FNN
(2.10)

Where TP1 is the number of True Positives for the first class, FP1 is the number of False
Positives for the same class, and so on.

But since precision = recall in the case where multiple categories are involved, the
micro-F1 metric is calculated as shown, and indicates our model’s accuracy.

micro-F1 = micro-averaged Precision = micro-averaged Recall = accuracy (2.11)

2.1 Background 5



Also, please note that in the case when multiple classes are involved, the precision and
recall metrics are equal, and calculated as shown.

Precision = Recall = Correctly classified instances
Correctly classified instances + Non correctly classified instances

(2.12)

Fig. 2.1: Figure showing TP , TN , FP and FN instances between comparing the predicted and
actual results in the case when only 2 categories (classes) are involved.

Fig. 2.2: Figure showing the correctly/non correctly classified instances across the predicted and
actual results in the case when multiple categories (classes) are involved.

2.2 Related Work

In this section, we briefly discuss previous related work. To recap, we are firstly going to
start by defining the concept of the BoW model. Also, we are going to finish by analyzing
the main aspects behind BERT’s architecture. Finally, we will introduce a very interesting
paper ([Vin22]), which mainly focuses on investigating whether the original word order
of texts inside a training corpus does matter or not, in case we modify it for experimental
needs.

6 Chapter 2 Background and Related Work



2.2.1 BoW model overview

Before BERT was released from Google in November 2018, machine learning (ML) commu-
nity typically used Bag of Words (BoW) representations when classifying texts ([Wis19]).
But what really does BoW mean? How is this relevant to BERT, and why is this concept
needed for understanding this thesis? In this section, we are going to extensively discuss
the main ideas behind a BoW model.

In general, BoW can be used for document, image, and even for video classification. A
text (such as a phrase or a document) is represented as a bag (multi-set) of its words,
while also neglecting syntax and word order, according to the core notion underlying the
BoW concept. Additionally, it has to be stated that the frequency of each word is used in
order for a classifier to be trained. This happens by converting the text into numerical
representations like vectors or arrays, so they can be used to train models using various
machine learning algorithms.

This method is computationally simpler than many other classification methods existing.
For that reason, BoW-based systems become an attractive solution for developers wanting
to experiment with classification problems and at the same time, eliminate the computa-
tional cost of the models they are trying to develop. An illustration example using 2 legal
documents, follows.

(1) Creating a Tinder account or using the Tinder app is free.

(2) The role of the courts is to dispense justice fairly to
everyone. She is a justice of the state supreme court.

Based on these two text documents, a list is constructed as follows for each document.
Please note that a tokenizer is always used for this list to be constructed.

(1) List1 = [“Creating”, “a”, “Tinder”, “account”, “or”,
“using”, “the”, “Tinder”, “app”, “is”, “free”]

(2) List2 = [“The”, “role”, “of”, “the”, “courts”, “is”,
“to”, “dispense”, “justice”, “fairly”, “to”, “everyone”,
“She”, “is”, “a”, “justice”, “of”, “the”, “state”,
“supreme”, “court”]

2.2 Related Work 7



Now we are going to represent each bag-of-words as a JSON 1 object, considering the
benefits expressed above.

BoW1 = {
“Creating”: 1,
“a”: 1,
“Tinder”: 2,
“account”: 1,
“or”: 1,
“using”: 1
“the”: 1,
“app”: 1,
“is”: 1,
“free”: 1

}

And about the second text:

BoW2 = {
“The”: 1,
“role”: 1,
“of”: 1,
“the”: 1,
“courts”: 1,
“is”: 2,
......

}

So, it becomes visually clear that each key represents the word, and each value represents
the number of occurrences of that word in the given text document.

1For more information about JSON objects, please refer to https://en.wikipedia.org/wiki/JSON.

8 Chapter 2 Background and Related Work



2.2.2 BERT model

Bidirectional Encoder Representations from Transformers (BERT) [Jac19] is a transformer-
based machine learning model pre-trained and developed by Google, which was published
in 2018. In 2019 the company announced it had begun leveraging BERT in its search engine.
This section focuses on discussing the main components behind BERT’s architecture,
analyzing its performance and providing some graphical representation figures for better
understanding.

The main idea behind BERT is that there are two steps involved in this framework. The
first one is called pre-training, and the second one is called fine-tuning. The model is
trained on unlabeled data over several tasks during pre-training. Furthermore, for the
fine-tuning process, pre-trained parameters are used to initialize the BERT model, and at
the same time labeled data from downstream jobs are used to adjust all of the parameters
just mentioned. Also, we should indicate that two main versions of the model exist. Firstly,
BERT-BASE is introduced, which contains 12 layers of Transformer blocks, has a hidden
size of 768, and contains 12 self-attention heads. Secondly, the other version is called
BERT-LARGE, which contains 24 layers of Transformer blocks, has a hidden size of 1024,
and has a number of 16 self-attention heads. Those models can be presented graphically in
the figures following (see pages 10 and 11). From a technical perspective, the first token of
every input sequence BERT examines, always has the special presentation of [CLS]. Also,
sentences (ex. Sentence A and B) are differentiated in two ways. Firstly, the separation
is performed using a special token called [SEP]. Secondly, there is the option of adding a
learned embedding to each token which indicates whether this token belongs to sentence
A or sentence B. Finally, it is critical to be said that BERT was originally pre-trained using
an 800-million-word corpus, and all Wikipedia currently existing documents, which exceed
2.500 million words (2.5 billion words).

2.2 Related Work 9



2.2.3 Word order

According to recent studies [Vin22], there is an indication that language models pre-trained
on sentences with their words randomly shuffled, maintain their competitive performance.
This gives us the initiative to investigate the importance of the information we get from
the original word order from texts. Generally, this section discusses the seriousness of
scrambling the tokens on a training subset during the training stage.

It is essential to understand that Transformer blocks consider the context of the self-
attention mechanism, meaning that each word is being understood differently by the
model, depending on the position of the other words in the document. This means that
positional encodings are particularly important for encoding word order, and especially if
we are working with Transformer-based models like BERT, it is commonly accepted that a
certain percentage of the model’s initial performance will be lost if we discard information
about the order of the words. Nevertheless, as reported in the work of Kulmizev et
al. [Vin22], in the case of word-scramble, models still do retain a semblance of word
order knowledge. This work is related to ours because in Chapter 4, we will extensively
experiment with scrambled text as input to Transformer-based models, and it will be
interesting to verify and prove that the paper’s conclusions can explain the measurements
presented in Section 5.
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Fig. 2.3: Architecture of BERT-BASE model. Please note that BERT-LARGE has exactly the same
structure except of the differences that were already mentioned in this section.

2.2 Related Work 11





3Datasets

„Without big data, we are blind and deaf in the
middle of a freeway.

— Geoffrey Moore
(Organizational theorist)

In this section, we discuss the various benchmark datasets used to measure the computa-
tional effectiveness and efficiency of the models we experimented with. There are multiple
datasets involved containing legal texts for evaluating model performance across a diverse
set of legal NLU (Natural Language Understanding) tasks.

3.1 LexGLUE

According to [Ili21], the legal General Language Understanding Evaluation (LexGLUE)
benchmark is a collection of datasets that were all written in the English language. Ad-
ditionally, LexGLUE offers the total number of 237,014 texts split into 188,532 training,
24,575 validation, and 23,907 prediction ones equivalently. Finally, we should mention
that LexGLUE was difficult to be created due to the overwhelming resources in the legal
NLP literature. If new datasets are added to the benchmark in the future, the following
experiments (see Chapter 5) may be repeated using the models which will be analyzed in
Chapter 4.

3.1.1 ECtHR Tasks A and B

The ECtHR which stands for European Court of Human Rights is a dataset containing
approximately 11,000 cases, all collected from the ECtHR public database. At this point,
we should note that each case, is mapped to certain articles (they belong to the European
Convention of Human Rights) that were violated (for this case) if, of course, they exist.
Normally, the total number of articles offered by ECtHR is 66, but for simplicity reasons, the
LexGLUE version of ECtHR contains only 10 articles (also called categories or classes) that
can be violated depending on the case’s facts. Also, we note that this dataset is a multi-label
classification task. The texts offered from the ECtHR dataset, are chronologically split into
training (2001–2016), development (2016–2017), and test (2017–2019).

13



3.1.2 SCOTUS

The US Supreme Court (SCOTUS), the highest federal court in the United States, only
handles the most contentious or complicated matters that lower courts have failed to
adequately resolve. In the SCOTUS dataset, all texts were retrieved from the Supreme
Court Database (SCDB). Generally, SCOTUS is a single-label multi-class classification task
that covers 14 issue areas like Criminal, Economic Activity, Civil Rights, etc. The dataset’s
cases are all chronologically split into training (1946–1982), development (1982–1991), and
test (1991–2016) sets.

3.1.3 EUR-LEX

EUR-LEX is a dataset that exclusively contains texts from European law, all published in
the EUR-Lex portal. We only use the part of the dataset written in the English language,
and contains approximately 65,000 documents (laws). The task’s main goal when given a
document is to predict its EuroVoc labels. The data are split chronologically into training
(1958–2010), development (2010–2012), and test (2012–2016) subsets.

3.1.4 LEDGAR

LEDGAR (also known as EDGAR) is a dataset that was used for contract provision classifi-
cation. Originally, the dataset contains approximately 850,000 contract provisions labeled
with 12,500 categories, but in our case (LexGLUE benchmark) for simplicity and statistical
reasons, we use only 80,000 contract provisions and the 100 most frequent categories
(classes). Finally, the documents are chronologically into training (2016–2017), develop-
ment (2018), and test (2019) sets.
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3.1.5 UNFAIR-ToS

UNFAIR-ToS is a dataset that contains 50 Terms of Service (ToS) in total, all collected from
well-known online platforms like Facebook, eBay, and Tinder, etc. At the sentence level,
eight categories of unfair contractual terms, or phrases that may breach user rights under
European consumer legislation, have been annotated in the dataset. That means that each
model is given a sentence as input, and outputs the set of unfair types if they exist. The
documents are split chronologically into training (2006–2016), development (2017), and
test (2017) sets.

3.2 Statistics

The following table summarizes statistics about the datasets discussed above.

Dataset Domain Task-Type Train/Dev/Test Instances Classes
ECtHR (Task A) ECtHR Multi-label classification 9,000 / 1,000 / 1,000 10 + 1
ECtHR (Task B) ECtHR Multi-label classification 9,000 / 1,000 / 1,000 10 + 1
SCOTUS US Law Multi-class classification 5,000 / 1,400 / 1,400 14
EUR-LEX EU Law Multi-label classification 55,000 / 5,000 / 5,000 100
LEDGAR Contracts Multi-class classification 60,000 / 10,000 / 10,000 100
UNFAIR-ToS Contracts Multi-label classification 5,532 / 2,275 / 1,607 8 + 1

Table 3.1: Table copied from the LexGLUE paper (see [Ili21]), summarizing information about
each dataset.

Moving on, it is essential to calculate the average tokens per text, considered for each
dataset on train, development, and test corpora respectively. This will help us clarify which
datasets contain more words (larger documents) and which ones have shorter texts.

More specifically, for EUR-LEX, LEDGAR, and UNFAIR-ToS datasets, we use the following
formula.

AVERAGE =
∑n

i=0 tokens(i)
n

(3.1)

Where n equals the total number of texts per dataset, and tokens(i) represent the total
number of tokens for the specific instance i.
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For datasets ECtHR (Tasks A and B) and SCOTUS, the above formula is slightly modified.

AVERAGE =
∑n

i=0
∑c

j=0 tokens(i, j)
n

(3.2)

Where again n equals the total number of texts, and tokens(i, j) is the total number of
tokens returned from the tokenizer for all cases j on for each dataset’s text i.

Please note that in the following table, all values are rounded to the closest integer.

Dataset Avg. tokens/text
(train)

Avg. tokens/text
(development)

Avg. tokens/text
(test)

ECtHR Task A 1,596 1,760 1,901
ECtHR Task B 1,596 1,760 1,901

SCOTUS 5,953 8,625 8,687
EUR-LEX 1,133 1,312 1,871
LEDGAR 113 112 103

UNFAIR-ToS 33 34 33

Table 3.2: Table showing the calculated average tokens per text for each dataset.

3.3 Examples

We now show some examples from each dataset’s training set. If interested, more examples
can be inspected using the preview functionality provided in the online dataset card
of Hugging Face. Please note that the examples following, originate from the original
LexGLUE paper (see [Ili21]).
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Dataset Input(s) Output(s) / Label(s)

ECtHR

Text: 12. In 1987 the applicant association published a book
entitled Euskadi at war. There were four versions – Basque,
English, Spanish and French – and the book was distributed in
numerous countries, including France and Spain. [...]
13. The book was published in the second quarter of 1987. On 29
April 1988 a ministerial order was issued by the French Ministry
of the Interior under section 14 of the Law of 29 July 1881, as
amended by the decree of 6 May 1939, banning the circulation,
[...]

3 (Right to a fair trial)
6 (Freedom of expression)

SCOTUS

Text: 329 U.S. 29 67 S.Ct. 1 91 L.Ed. 22 CHAMPLIN REFINING
CO v. UNITED STATES et al. No. 21. Argued Oct. 18, 21, 1946.
Decided Nov. 18, 1946. Appeal from the District Court of the
United States for the Western District of Oklahoma. [...]
1 The Interstate Commerce Commission, acting under § 19a of
the Interstate Commerce Act,1 ordered the appellant to furnish
certain inventories, schedules, maps, and charts of its pipeline
property.
2 Champlin’s objections that the Act does not authorize the order, [...]

7 (Economic Activity)

EUR-LEX

Text: Commission Regulation (EC) No 1156/2001 of 13 June 2001
fixing the export refunds on white sugar and raw sugar exported
in its unaltered state THE COMMISSION OF THE EUROPEAN
COMMUNITIES Having regard to the Treaty establishing the
European Community, Having regard to Council Regulation (EC)
No 2038/1999 of 13 September 1999 on the common organization
of the markets in the sugar sector(1), as amended by Commission
Regulation (EC) No 1527/2000(2), and in particular point (a) of
the second subparagraph of Article 18(5) thereof, whereas: (1)
Article 18 of Regulation (EC) No 2038/1999 provides that the [...]

28 (Trade Policy)
93 (Beverages and Sugar)
94 (Foodstuff)

LEDGAR

Text: The validity or unenforceability of any provision or provi-
sions of this Agreement shall not affect the validity or enforceabil-
ity of any other provision hereof, which will remain in full force
and effect. Should a court or other body of competent jurisdiction
determine that any provision of this Agreement is excessive in
scope, or otherwise illegal, invalid, void or unenforceable, such
provision shall be adjusted rather than voided, if possible, so that
it is enforceable to the maximum extent possible.

79 (Severability)

UNFAIR-ToS

Text: By creating a tinder account or by using the tinder iMessage
app (“tinder stacks”), whether through a mobile device , mobile
application or computer (collectively, the “service”) you agree to
be bound by (i) these terms of use, (ii) our privacy policy and
safety tips, each of which is incorporated by reference into this
agreement, [...]

4 (Contract by Using)

Table 3.3: Examples retrieved from the LexGLUE paper, (see [Ili21]) showing sample texts across
all datasets.
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4Methods

In this section, we extensively discuss all methods tried in this thesis, models developed
both as background attempts and for the main idea itself. Our ambition is for any reader
to understand the theoretical and mathematical background behind each method. This
happens by providing equations, figures, and brief descriptions of the algorithms. Be-
fore moving deeper into this section, it is essential to review the meaning of the term
“tokenization,” as it is going to be referenced many times below.

Tokenization is the process of splitting a stream of sentences into smaller word units which
afterward become inputs for machine learning models like BERT.

4.1 Background

This paragraph is dedicated to describing background tasks performed in order to measure
the performance of the BERT model before we move on to the implementation of the
BoW-BERT techniques (main ideas of this thesis). In short, firstly, we started by simply
shuffling each text of the training corpus, and afterwards we moved on to the removal of
tokens occurring shown more than once, thus keeping only unique instances of tokens.
More details follow.

4.1.1 Experimenting with shuffled text

In this case, we experiment with tokenizing and shuffling all tokens of each training
instance. Afterward, we ran the algorithm (BERT) as usual and tracked the results. The
importance of this change can be found in measuring and analyzing the total loss, and
the overall performance of the model on text, which is re-ordered compared to its initial
position because shufflingwords is going to become the basis for supporting and developing
BoW-BERT-like models later on this chapter. An example of the desired behavior follows.

Let’s for example consider the case where a single sentence from the training corpus is
retrieved, and the processing steps described above are applied. Please, notice how we
perform the changes.
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Sentence before the modification:

I want justice. I want Tom brought to justice.

Sentence after the modification:

justice. want I to brought I justice. Tom

Please note that there are many possible ways to shuffle a sentence, and the example above
demonstrates just one of them.

4.1.2 Experimenting with shuffled text and unique tokens

This case extends the one above (described in paragraph 4.1.1) by additionally removing
tokens occurring more than once. Afterward, BERT ran as usual, and we kept track of
the results. The importance of this extension is measured in the results section as well
because the models, which are going to be developed in the future, are mainly going to use
unique occurrences of tokens, re-ordered compared to their original position on the initial
texts. This extension is important, because some of our experiments (discussed in the rest
of Chapter 4 and Chapter 5) use unique occurrences of tokens, re-ordered compared to
their original position in the initial texts.

Again, let’s consider an example where a single sentence from the training corpus is
retrieved, and the processing steps described above are applied. Please, notice the modified
input the model (BERT) receives.

Sentence before the modification:

I want justice. I want Tom brought to justice.

Sentence after the modification:

justice. Tom to want brought I

4.2 TF-IDF embedding based models

In this paragraph, it is time to firstly refer to the concept of the TF-IDF score. It is essential
to remember that the TF-IDF score is just a numerical statistic that reflects the importance
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of a word inside a collection of documents (often referred to as corpus). Below we are
going to examine how this idea can be involved and concatenated with the logic behind
any BERT model.

4.2.1 TF-IDF buckets

In addition, it is essential to refer to the concept of bucketization or else bucket distribution
of TF-IDF score. This is achieved through equally splitting the initial list of TF-IDF scores
sorted from greater to lower numbers (for each token returned from the tokenizer) into
n equal parts (intervals) which define binned TF-IDFs based on their distribution in the
training subset. A special bin is used for [CLS], [SEP], and [PAD] tokens. The approach
described above is visually presented in the image following.

We will see how those two concepts come together by defining some group of models
below in this section. A figure presenting the process described above follows.

Fig. 4.1: TF-IDF bin distribution example using word ’science’.

4.2.2 Model 1. BoW BERT

In this case, we experiment without obtaining an extra TF-IDF embedding layer. More
specifically, we use a standard BERT version model trained on legal texts (so-called Legal-
BERT [Ili20]), with inputs up to 512 tokens. During the fine-tuning process, the tokens
of each text are sorted based on their TF-IDF scores of each training instance. Then, the
sorted text is given as input to BERT. A graphical presentation of BoW-BERT’s model
architecture can be found in Fig. 2.3 (page 32).
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Fig. 4.2: Architecture of BoW BERT.
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4.2.3 Model 2. BoW TF-IDF BERT

This idea is to experiment with the creation of a model which contains an extra TF-IDF
layer. Precisely speaking, in this case, we also use a standard BERT version model trained
on legal texts (LegalBERT) with inputs again not exceeding 512 tokens. As with BoW-BERT
during the fine-tuning process, the text is sorted based on the TF-IDF score of each training
instance. Furthermore, the TF-IDF buckets are calculated for a certain constant number,
which can be anything chosen from 16, 32, 64, or 128. Afterward, the sorted text is given
as input to our model, the extra embedding layer is created using the buckets initialized
before, and the procedure continues as in the BERT paper. Please note that we had to
modify the equivalent configuration of the code to accept the new changes using the extra
added TF-IDF embedding layer. One common fact that both BoW BERT and BoW TF-IDF
BERT share is that they handle the special tokens using the same way. More specifically,
the [CLS] and [SEP] tokens are always masked with 1, so they are considered as inputs by
BERT, whereas [PAD] tokens are always masked with 0, so BERT ignores them. Now in the
case where we have an extra TF-IDF embedding layer involved, the rule is that for [CLS]
and [SEP] tokens we always use a special bin to represent them, and this bin is different
from the others used to represent normal words. For example, if a 16-bucket distribution
is used, the most common case scenario is that 14 buckets are going to be reserved for
"normal" tokens, and 2 are going to represent [CLS] and [SEP] equivalently. Also, another
common fact that both models share is that they both calculate the TF-IDF score for each
token using modules implemented in the scikit-learn package. After the score is calculated,
in both models it is normalized using the following formula. BoW TF-IDF BERT is visually
presented in Fig. 4.3 (page 24).

TF-IDF(i) = 1 + log(TF-IDF(i)) (4.1)

4.2.4 Full vs. Truncated text concept

Above, we described the main ideas behind two different models, leading to the use of
the more important words first, rather than the ones which are not considered to be so
essential. As mentioned, this was achieved thanks to the use of the TF-IDF score and
by sorting the list of tokens in the desired order, thus distributing them into appropriate
buckets. In this paragraph, we are going to extend those algorithms by simply providing
an extra setting.

Setting A (Use original text): LegalBERT receives 512 tokens as inputs, so the selection of
the 510 tokens (after the removal of the [CLS] and [SEP] special tokens) takes place on the
original text.
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Fig. 4.3: Architecture of BoW TF-IDF BERT.
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Setting B (pre-truncate document to hierarchical BERT level): LegalBERT receives 512
tokens as inputs, but the selection of the 510 tokens (after the removal of the [CLS] and
[SEP] special tokens) takes place on the pre-truncated text as used by the hierarchical BERT
model of the LexGLUE paper ([Ili20]), using 64 sections (paragraphs) of 128 sub-words.

Fig. 4.4: Setting B application example.

On this part, a few thoughts need to be straightened out. Firstly, even though no truncation
of the original text seems to be performed in the first setting (Setting A), we must note
that the original training corpus may be truncated sometimes by BERT itself, especially in
the ECtHR, SCOTUS, and EUR-LEX datasets where the average number of tokens per text
exceeds the defined limit of 512. Finally, it should be made clear that Setting B is meant to
be used on ECtHR (Tasks A and B) and SCOTUS datasets because these are the only ones
containing multiple cases per training instance at a time. This will lead to the retrieval of
some information per case, and we suspect that will slightly increase the results on the
performed measurements. On datasets LEDGAR and UNFAIR-ToS, the average number of
tokens per text is way less than 510, so Setting B is not applied there. Also, in the EUR-LEX
set, Setting B is uninteresing, because its training corpus is flat, meaning that it always
contains a single case per text.

Finally, a flowchart that summarizes everything described above on a graphical perspective
follows.
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Fig. 4.5: Flowchart for the models of Chapter 4.
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5Experiments

This section exclusively refers to all the experiments conducted from November 2021 to
May 2022.

5.1 Experimental set-up

We now provide information about all the steps and adjustments applied for each each
experiment we performed. Our goal is to explain in a detailed way the set-up process to
be followed by anyone interested in repeating and testing any of the algorithms.

More specifically, a TF-IDF-Based linear SVM model was used as a baseline against the
standard LegalBERT model. The linear SVMmodel was implemented using Scikit-learn.1

We always adopted a LegalBERT-BASE as the standard version of the experiments, so
this means that BoW-BERT and BoW-TF-IDF-BERT were developed using this model as
their basis. LegalBERT-BASE contains 12 Transformer blocks ([Ash17]), 768 hidden units,
and 12 attention heads. Furthermore, we should mention that the Adam optimizer was
always used to train our models, combined with an initial learning rate of 3e-5. We also
have set the training to be done within 20 epochs using early stopping. The batch size
was equal to 8 in all experiments with datasets UNFAIR-ToS, LEDGAR, and EUR-LEX, but
on datasets ECtHR (Tasks A-B) and SCOTUS, it was set to 2. The gradient accumulation
steps were set to 1 for UNFAIR-ToS, LEDGAR, EUR-LEX, and 4 for ECtHR and SCOTUS.
In terms of experiments, we always run 5 seeds (five different repetitions of the same
experiment) and reported the final model’s results based on the seed with the best scores
on development data. Last but not least, we should indicate that across all experiments,
the performance was evaluated using the metrics micro-F1 (µ-F1) and macro-F1 (m-F1).
For further information about those metrics, please refer to Chapter 2.

1For more information, please refer to https://scikit-learn.org/.
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5.1.1 Server information

In this section, we are mainly going to provide information about the servers used to
execute the experiments. Two detailed lists follow, presenting some of their most important
software and hardware characteristics. We will refer to them as “Server 1” and “Server 2"
for simplicity reasons.

Server 1 - Characteristics:

• CPU: 12 CPUs - Intel Core I7-8700 (3.20GHz)

• GPU: 2 GPUs - GeForce GTX 1080 Ti (11GB)

• RAM: 64GB

• OS: Ubuntu 18.04.4 LTS

Server 2 - Characteristics:

• CPU: 8 CPUs - Intel Core i7-9700K (3.60GHz)

• GPU: 1 GPU - NVIDIA Corporation Device 1e07 (rev a1) (11GB)

• RAM: 32GB

• OS: Ubuntu 18.04.1 LTS

5.2 Background experiments

This section discusses the background experiments conducted before the main ones. With
the term background experiments, we mean that in those cases, only the input of the
original LegalBERTmodel was modified, and nothing else (no embeddings added, etc.). Our
main goal is to reach conclusions about the fine-tuning process and, more specifically, to
determine how the modification of each token’s order and count, affects the performance of
the model on large (or not) legal texts. It should be mentioned that Legal-BERT has already
been exposed to a wider variety of legal corpora, including EU and UK legislation, ECHR
(European Court of Human Rights), ECJ (European Court of Justice), and US court cases,
and US contracts. The following table tracks results across all LexGLUE tasks reported
in the original paper from LegalBERT and TF-IDF-SVM models. Also, please note that
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according to the original LexGLUE paper, for experiments on ECtHR and SCOTUS, the
hierarchical version of LegalBERT was used to process a larger number of tokens.

Dataset LegalBERT
Dev Test

ECtHR (Task A) 71.4 / 68.0 70.0 / 64.0
ECtHR (Task B) 79.9 / 76.1 80.4 / 74.7

SCOTUS 80.4 / 72.7 76.4 / 66.5
EUR-LEX 77.6 / 62.0 72.1 / 57.4
LEDGAR 88.5 / 82.2 88.2 / 83.0

UNFAIR-ToS 95.1 / 76.9 96.0 / 83.0

Table 5.1: Original LexGLUE results using LegalBERT.

5.2.1 Shuffled tokens

The background experiments section starts by performing an analysis of how the behavior
of the original LegalBERT model will be affected if we simply randomly scramble all
tokens existing per dataset. To recap, more detailed information about how this process is
performed per task can be found in Chapter 2. The following table reports the micro-F1
(µ-F1) and macro-F1 (m-F1) scores by applying this change.

Dataset LegalBERT
Dev Test

ECtHR (Task A) 68.9 / 63.5 68.1 / 59.6
ECtHR (Task B) 77.5 / 71.8 77.0 / 68.4

SCOTUS 79.0 / 70.7 74.1 / 63.3
EUR-LEX 72.1 / 52.8 65.6 / 49.4
LEDGAR 86.9 / 80.2 86.3 / 79.6

UNFAIR-ToS 97.3 / 75.1 97.3 / 79.2

Table 5.2: Results across all LexGLUE tasks by using shuffled tokens.

From the results reported, we observe that overall, there is always a loss detected on all
tasks in m-F1 and µ-F1 compared to the original paper, except for the LEDGAR dataset in
which we report a slight increase in the µ-F1 score reported to the development as well
as the test set. This loss varies from approximately 0.4 to 7 percentage points on both
m-F1 and µ-F1. This may be crucial speaking on legal texts, where word order plays an
important role in shaping justice. On the other side, we feel slightly optimistic about the
fact that this modification does have a very small impact on a few datasets, like LEDGAR
and UNFAIR-ToS. It seems that datasets containing fewer tokens per instance do not get
affected a lot, compared to datasets with more tokens per instance. This note is also
essential, because short instances are harder to be completely scrambled, so the modified
text may have similarities compared to the initial one.
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5.2.2 Shuffled and and unique tokens

Moving on into the next part of the thesis, we now analyze the behavior of the original
LegalBERT model in the case when token scrambling and duplicate token removal are
performed. More detailed information about the way this method is implemented can be
found in Chapter 2. The following table reports the micro-F1 (µ-F1) and macro-F1 (m-F1)
scores by applying this change.

Dataset LegalBERT
Dev Test

ECtHR (Task A) 70.0 / 65.1 69.1 / 61.3
ECtHR (Task B) 78.0 / 73.2 77.5 / 69.2

SCOTUS 77.8 / 67.6 73.0 / 61.3
EUR-LEX 72.4 / 51.7 65.3 / 47.6
LEDGAR 86.2 / 79.4 85.9 / 80.1

UNFAIR-ToS 97.3 / 75.7 97.1 / 78.1

Table 5.3: Results across all LexGLUE tasks by using shuffled and unique tokens.

From the results reported, we observe that there is always a loss detected across all tasks
in m-F1 and µ-F1 compared to the original paper. The loss now is slightly increased and
varies from approximately 2.7 to 10 percentage points on both m-F1 and µ-F1. Again, this
performance was expected to happen, as we extended the previous method by removing
duplicate token occurrences, making thus the text even shorter.

5.3 Experimental results

This section refers to the most interesting part of this thesis which is the official results
documented from the experiments conducted using models BoW BERT and BoW-TF-IDF
BERT. We will start by proving the equivalent tables per dataset, indicating the algorithm
measurements of micro-F1 (µ-F1) and macro-F1 (m-F1) scores. Next, we will analyze
inference time, F1 scores per class, and more, leading to the conclusions. Again, the
assumptions described in section 5.1 should always be considered in case any of the
experiments need to be re-executed.

5.3.1 Model results

The following tables present the results observed for each LexGLUE task reported in
Chapter 3. Each table splits into two parts, which refer to the use of Setting A or Setting B
on the experimental runs equivalently. Please note that we did not execute both settings
on all datasets. Furthermore, we must report that in the case that BoW TF-IDF BERT used,
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four different versions of the model were constantly tested. The first one used 16 different
buckets to store their score ranges (14 plus 2 extra for [CLS], [SEP]), the second one used
32 (30 plus 2 extra for [CLS], [SEP]), the fourth one 64 (62 plus 2 extra for [CLS], [SEP])
and the 128 buckets (126 plus 2 extra for [CLS], [SEP]).

UNFAIR-ToS

Model Setting A Setting B
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
BoW BERT 95.2 / 74.7 95.3 / 80.6 - -
BoW TF-IDF BERT (16 Buckets) 94.5 / 73.3 95.8 / 78.7 - -
BoW TF-IDF BERT (32 Buckets) 95.1 / 73.9 94.7 / 74.2 - -
BoW TF-IDF BERT (64 Buckets) 94.5 / 72.0 95.2 / 78.1 - -
BoW TF-IDF BERT (128 Buckets) 95.2 / 74.5 95.1 / 77.1 - -
TF-IDF+SVM - 95.4 / 78.8 - -
Legal-Bert 95.1 / 76.9 96.0 / 83.0 - -

Table 5.4: BoW BERT BoW & TF-IDF BERT results for UNFAIR-ToS dataset.

EUR-LEX

Model Setting A Setting B
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
BoW BERT 69.1 / 34.0 63.1 / 32.0 - -
BoW TF-IDF BERT (16 Buckets) 69.4 / 34.2 63.3 / 31.9 - -
BoW TF-IDF BERT (32 Buckets) 69.1 / 33.8 62.7 / 31.6 - -
BoW TF-IDF BERT (64 Buckets) 69.2 / 34.0 62.7 / 31.1 - -
BoW TF-IDF BERT (128 Buckets) 69.1 / 34.2 63.0 / 31.6 - -
TF-IDF+SVM - 71.3 / 51.4 - -
Legal-Bert 77.6 / 62.0 72.1 / 57.4 - -

Table 5.5: BoW BERT BoW & TF-IDF BERT results for EUR-LEX dataset.

Next, we move on with the LEDGAR dataset.
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LEDGAR

Model Setting A Setting B
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
BoW BERT 86.9 / 80.5 86.9 / 80.8 - -
BoW TF-IDF BERT (16 Buckets) 87.0 / 80.3 86.5 / 80.3 - -
BoW TF-IDF BERT (32 Buckets) 86.9 / 80.3 86.1 / 80.0 - -
BoW TF-IDF BERT (64 Buckets) 86.7 / 79.8 86.3 / 79.6 - -
BoW TF-IDF BERT (128 Buckets) 86.7 / 80.4 86.4 / 80.1 - -
TF-IDF+SVM - 87.2 / 82.4 - -
Legal-Bert 88.5 / 82.2 88.2 / 83.0 - -

Table 5.6: BoW BERT BoW & TF-IDF BERT results for LEDGAR dataset.

SCOTUS

Model Setting A Setting B
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
BoW BERT 79.1 / 71.6 73.5 / 61.5 78.8 / 70.9 73.4 / 61.8
BoW TF-IDF BERT (16 Buckets) 77.9 / 69.6 75.4 / 64.4 78.0 / 70.6 72.1 / 60.1
BoW TF-IDF BERT (32 Buckets) 79.1 / 71.5 73.9 / 61.3 79.7 / 71.4 73.9 / 63.6
BoW TF-IDF BERT (64 Buckets) 78.6 / 71.0 73.4 / 59.5 78.8 / 70.5 72.1 / 60.4
BoW TF-IDF BERT (128 Buckets) 78.9 / 71.3 73.4 / 60.7 79.1 / 71.4 73.6 / 62.3
TF-IDF+SVM - - - 78.2 / 69.5
LegalBERT (hier-LegalBERT) - - 80.4 / 72.7 76.4 / 66.5

Table 5.7: BoW BERT BoW & TF-IDF BERT results for SCOTUS dataset.

ECtHR (Task A)

Model Setting A Setting B
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
BoW BERT 71.3 / 68.9 69.2 / 61.1 71.3 / 67.4 69.8 / 62.8
BoW TF-IDF BERT (16 Buckets) 71.0 / 67.4 68.2 / 60.7 70.9 / 68.2 69.7 / 62.7
BoW TF-IDF BERT (32 Buckets) 71.9 / 68.0 69.8 / 62.6 71.1 / 67.4 68.7 / 63.1
BoW TF-IDF BERT (64 Buckets) 71.1 / 66.6 69.0 / 63.6 71.1 / 66.1 68.6 / 60.7
BoW TF-IDF BERT (128 Buckets) 72.4 / 69.1 70.0 / 63.7 70.8 / 68.3 67.5 / 58.3
TF-IDF+SVM - - - 64.5 / 51.7
LegalBERT (hier-LegalBERT) - - 71.9 / 68.0 70.0 / 64.0

Table 5.8: BoW BERT BoW & TF-IDF BERT results for ECtHR (Task A) dataset.
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ECtHR (Task B)

Model Setting A Setting B
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
Dev

(µ-F1 / m-F1)
Test

(µ-F1 / m-F1)
BoW BERT 79.5 / 74.7 78.1 / 68.9 79.2 / 74.5 78.5 / 71.9
BoW TF-IDF BERT (16 Buckets) 79.0 / 73.0 78.6 / 68.7 79.2 / 74.8 78.9 / 70.5
BoW TF-IDF BERT (32 Buckets) 79.0 / 74.3 78.4 / 70.7 79.5 / 74.3 78.2 / 70.8
BoW TF-IDF BERT (64 Buckets) 78.9 / 73.9 78.4 / 72.3 79.4 / 75.1 78.5 / 71.3
BoW TF-IDF BERT (128 Buckets) 79.1 / 75.1 78.4 / 70.6 78.4 / 74.0 79.0 / 72.5
TF-IDF+SVM - - - 74.6 / 65.1
LegalBERT (hier-LegalBERT) - - 79.8 / 76.1 80.4 / 74.7

Table 5.9: BoW BERT BoW & TF-IDF BERT results for ECtHR (Task B) dataset.

Observing the tables above, we must note that the original LegalBERT version always
performs better than BoW BERT and BoW TF-IDF BERT. Most of the time, its
measurements are even better than the linear TF-IDF SVM model, except for the SCOTUS
dataset, where we notice that the linear model had better µ-F1 and m-F1 metrics even
from LegalBERT. But in general, it is commonly accepted that word order does matter, and
whenever word order is unsettled, this will lead to a certain percentage of loss.

For the UNFAIR-ToS dataset, we should indicate that we have a total number of 9 categories
and generally very short texts (on average less than 50 tokens present per text). We observe
that BoW-BERT performed better than BoW TF-IDF BERT on the test set and m-F1 metric.
Compared to the results noted in section 5.2, we conclude that the use of an extra embedding
layer and generally the TF-IDF logic helped increase the results and get even closer to the
equivalent original LegalBERT metrics. This indicates that self-attention is always boosted
with the use of TF-IDF and LegalBERT can perform better once the most important words
are inserted into each Transformer layer first.

Moving on to EUR-LEX, we observe that both models do not perform well, and the loss
percentage is high, especially on m-F1. This could happen for many reasons. We suspect
that the combination of long texts with a large number of involved categories (100 classes)
makes the learning process become a difficult task, and the use of extra embeddings does
not help improve the results.

On the LEDGAR dataset, we are surprised to see that BoW-BERT performs better compared
to BoW TF-IDF BERT, but overall, both models have an admirable performance on µ-F1
and m-F1. From this, we can conclude that the large number of categories involved (100
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classes), in combination with LEDGAR’s short text feature, do not have a huge effect in
terms of performance.

On the other hand, we notice that on SCOTUS and ECtHR tasks, BoW TF-IDF BERT
performs better than BoW BERT on the m-F1 metric. Still, their difference is not big, but it
is admirable to indicate that for the first time, we capture the boost effect TF-IDF score
adds, getting closer to the original metric observed.

5.3.2 Time statistics

Time, is another essential aspect we should mainly focus on before making our conclusions.
There should be a trade-off between performance accuracy and model inference time. As
described in Chapter 1, our primary goal is to offer both scientific and commercial interest
for lighter applications to be created, which will be able to be supported by more machines
leading thus to fewer hardware or software requirements. At the same time, they should not
lose much compared to the initial LegalBERT’s reported performance. The following tables
summarize some time aspects, which were based on the previously reported experiments
conducted across all LexGLUE tasks.

UNFAIR-ToS

Model Setting A
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 491.46 251.64 772.20 747.84
BoW TF-IDF BERT (16 Buckets) 380.08 303.82 765.60 746.37
BoW TF-IDF BERT (32 Buckets) 1082.20 105.66 190.33 187.19
BoW TF-IDF BERT (64 Buckets) 420.87 324.44 767.15 764.36
BoW TF-IDF BERT (128 Buckets) 213.34 577.43 771.06 771.64
LegalBERT 1217.22 98.03 180.94 179.41

Table 5.10: Time measurements for UNFAIR-ToS dataset using Setting A.

EUR-LEX

Model Setting A
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 7069.54 15.56 44.38 44.46
BoW TF-IDF BERT (16 Buckets) 2451.77 44.87 149.37 146.17
BoW TF-IDF BERT (32 Buckets) 7046.54 15.61 44.70 44.54
BoW TF-IDF BERT (64 Buckets) 7084.67 15.53 44.46 44.36
BoW TF-IDF BERT (128 Buckets) 7268.18 15.13 42.46 42.30
LegalBERT 46143.31 24.87 36.18 35.62

Table 5.11: Time measurements for EUR-LEX dataset using Setting A.
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LEDGAR

Model Setting A
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 47398.67 38.44 43.13 42.89
BoW TF-IDF BERT (16 Buckets) 21430.55 59.57 147.93 146.52
BoW TF-IDF BERT (32 Buckets) 19413.46 66.76 150.12 148.74
BoW TF-IDF BERT (64 Buckets) 50709.16 25.09 43.61 43.57
BoW TF-IDF BERT (128 Buckets) 19069.94 68.66 151.96 151.06
LegalBERT 56882.77 21.97 39.51 39.11

Table 5.12: Time measurements for LEDGAR dataset using Setting A.

SCOTUS

Model Setting A
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 1327.55 79.45 140.88 129.86
BoW TF-IDF BERT (16 Buckets) 3915.81 26.07 37.82 37.21
BoW TF-IDF BERT (32 Buckets) 1386.33 73.41 139.93 129.16
BoW TF-IDF BERT (64 Buckets) 1240.83 82.12 140.59 129.82
BoW TF-IDF BERT (128 Buckets) 1346.12 78.62 140.55 129.38
LegalBERT (hier-LegalBERT) 39002.17 2.63 3.83 3.83

Table 5.13: Time measurements for SCOTUS dataset using Setting A.

Model Setting B
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 1421.48 74.99 139.02 128.59
BoW TF-IDF BERT (16 Buckets) 1402.64 77.21 139.00 128.20
BoW TF-IDF BERT (32 Buckets) 1282.05 80.02 138.98 128.15
BoW TF-IDF BERT (64 Buckets) 1365.07 76.58 139.35 129.25
BoW TF-IDF BERT (128 Buckets) 1461.84 70.79 137.67 127.39
LegalBERT (hier-LegalBERT) 39002.17 2.63 3.83 3.83

Table 5.14: Time measurements for SCOTUS dataset using Setting B.

ECtHR (Task A)

Model Setting A
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 6467.26 28.93 38.64 37.94
BoW TF-IDF BERT (16 Buckets) 6069.47 31.81 38.28 37.56
BoW TF-IDF BERT (32 Buckets) 6766.00 27.18 38.18 37.61
BoW TF-IDF BERT (64 Buckets) 5793.98 32.47 38.38 37.65
BoW TF-IDF BERT (128 Buckets) 2667.41 76.58 139.12 125.49
LegalBERT (hier-LegalBERT) 41657.77 4.68 4.03 4.05

Table 5.15: Time measurements for ECtHR (Task A) dataset using Setting A.
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Model Setting B
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 4773.77 37.92 38.69 38.06
BoW TF-IDF BERT (16 Buckets) 5184.94 25.69 27.41 26.91
BoW TF-IDF BERT (32 Buckets) 2302.23 80.02 140.67 126.51
BoW TF-IDF BERT (64 Buckets) 2413.23 82.92 140.05 126.15
BoW TF-IDF BERT (128 Buckets) 6612.67 28.17 38.72 37.99
LegalBERT (hier-LegalBERT) 41657.77 4.68 4.03 4.05

Table 5.16: Time measurements for ECtHR (Task A) dataset using Setting B.

ECtHR (Task B)

Model Setting A
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 1939.98 95.62 142.32 128.04
BoW TF-IDF BERT (16 Buckets) 1897.59 96.99 140.60 126.98
BoW TF-IDF BERT (32 Buckets) 2103.13 89.60 143.56 129.02
BoW TF-IDF BERT (64 Buckets) 2222.01 89.18 138.20 124.90
BoW TF-IDF BERT (128 Buckets) 2218.46 82.54 139.18 126.18
LegalBERT (hier-LegalBERT) 44215.53 4.23 3.85 3.85

Table 5.17: Time measurements for ECtHR (Task B) dataset using Setting A.

Model Setting B
Avg. train runtime

(seconds) Avg. train samples/sec Avg. eval samples/sec Avg. predict samples/sec

BoW BERT 2120.45 98.67 143.21 129.02
BoW TF-IDF BERT (16 Buckets) 2391.56 78.31 141.10 127.46
BoW TF-IDF BERT (32 Buckets) 2230.56 87.83 141.99 128.37
BoW TF-IDF BERT (64 Buckets) 2192.86 82.92 140.98 127.34
BoW TF-IDF BERT (128 Buckets) 1913.74 96.34 140.94 126.54
LegalBERT (hier-LegalBERT) 44215.53 4.23 3.85 3.85

Table 5.18: Time measurements for ECtHR (Task B) dataset using Setting B.

Considering the results above, we must mention that in almost all cases and both developed
models, the total training time per seed, and the total inference aspects were always
improved compared to the ones tracked by the original LegalBERT model. This leads us to
the conclusion that, especially on tasks where initially (on the original LexGLUE paper)
a hierarchical version of LegalBERT was used (SCOTUS, ECtHR), the time reduction is
dramatical and sometimes the developed models run up to 15 times faster compared to the
initial one.

5.3.3 F1 scores per class

This part focuses on presenting another statistical point which refers to the F1 scores
reported per class for ECtHR datasets, again based on the previously conducted experiments
using Setting A and B. This action mainly aims to understand the classes in which our
models struggled to learn and predict.
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Please note that ECtHR datasets were chosen because of the small number of categories
they offer to be easier to be generally analyzed. SCOTUS and UNFAIR-ToS have a small
number of classes as well, but the analysis of those two datasets is going to be a part of
future work, which will probably extend this thesis. Last but not least, for tasks LEDGAR
and EUR-LEX offering 100 classes each, it is obvious that such an analysis would be hard
to perform, so for now, we avoid it.

We should also indicate that in the figures following, for each class presented on the x-axis,
we show the results (bars) for 5 models in total. Readers can refer into the following
example diagram used for demonstration reasons, for better understanding of the results
following.

Fig. 5.1: Demo chart for class 1 which shows the correlation between bars and models.

Bar charts presenting the F1 scores per class for the ECtHR dataset (Tasks A and B) and
both implemented settings follow.
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Fig. 5.2: Chart showing F1 score per class for ECtHR (Task A) and Setting A.

Fig. 5.3: Chart showing F1 score per class for ECtHR (Task A) and Setting B.
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Fig. 5.4: Chart showing F1 score per class for ECtHR (Task B) and Setting A.

Fig. 5.5: Chart showing F1 score per class for ECtHR (Task B) and Setting B.

5.3.4 Training instances per class

Finally, we present the total number of training instances per class for ECtHR and SCOTUS
datasets.

Finally, the purpose of those figures is to demonstrate that in the cases where few instances
per class are used, there is a huge impact on the F1 score for this certain category and
thus for the whole model. The conclusion which can be made is that a future modification
of the datasets by the inclusion of more legal texts to enrich the less frequent categories
could lead to more promising results, especially on SCOTUS and ECtHR tasks where this
particular effect is mainly observed.
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Fig. 5.6: Chart showing the number of training instances existing per class on ECtHR (Task A)
dataset.

Fig. 5.7: Chart showing the number of training instances existing per class on ECtHR (Task B)
dataset.
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Fig. 5.8: Chart showing the number of training instances existing per class on SCOTUS dataset.
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6Conclusions and future work

This chapter mainly focuses on concluding and providing further ideas that could be
considered in the future in order to extend the work conducted for this thesis.

6.1 Key takeaways

We should mention that two different approaches were considered and combined. The
first one used the TF-IDF score as an extra embedding layer to the LegalBERT model,
whereas the second, was not based on that concept. They all share the common fact that
they both modify the original input of the text given to each model. One of the most
important takeaways is that all methods lead to a certain loss compared to the original
results described in the LexGLUE paper. In some datasets, the performance loss was
equal to a few percentage points, but in some others, we lost a significant amount of
performance compared to the initial version of the LegalBERT. Also, it is essential to
remind that during the benchmarking process, we considered the computational efficiency
of each model and compared the results. In some cases, we had an increasing loss at the
inference times observed, making thus our models quickly deployable on most types of
machines containing the needed critical resources.

6.2 Ideas for future work

Future extensions of this thesis could include experiments on the original LegalBERT
model, using an extra TF-IDF embedding layer (like the way we implemented it in this
thesis – see Chapter 4 for more details), but without modifying the original input at
all. It would also be interesting to track measures from combining Longformer ([Iz 20])
algorithms with BoW ones using TF-IDF embeddings or not. Finally, we could also perform
experiments using datasets from other domains, except the legal one.
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