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Abstract

The rapid advancements in Natural Language Processing (NLP) have enabled the de-
velopment of powerful Large Language Models (LLMs) such as GPT-40 and LLaMA-3.
While these models deliver exceptional performance across various NLP tasks, their adop-
tion in small and medium-sized enterprises (SMES) is hindered by high operational costs
associated with frequent inference calls. Previous research introduced the Cost-Aware
Teacher-Student (OCaTS) framework, which leveraged student models to reduce reliance
on expensive LLM queries. However, the initial framework was constrained by its single-
teacher model design and required prior knowledge of exact cost parameters, limiting its
adaptability in real-world SME applications.

This thesis extends the OCaTS framework by introducing a multi-teacher hierarchical ar-
chitecture, where queries are dynamically escalated through multiple teacher models based

on complexity. Lower-cost teacher models handle simpler tasks, while more challenging

queries are routed to more powerful models. To optimize cost-performance tradeo [S,1
new criteria-based escalation methods are proposed, improving decision-making when

selecting between student and teacher models. Additionally, the framework enhances

the original discounted accuracy metric to support multiple teachers and introduces two

novel evaluation metrics—Mass and Area—which enable performance assessment without

requiring prior knowledge of teacher cost parameters.

To validate the framework, we implement it using LLaMA-3 and GPT-40 as teacher models
and a k-Nearest Neighbors (k-NN) classi [ed as the student model. A comprehensive
hyperparameter optimization is conducted under two conditions: (i) when teacher cost
values are known and (ii) when they are unknown, ensuring the framework remains
robust in practical, cost-sensitive environments. Experimental results demonstrate that the
proposed multi-teacher OCaTS framework signi [cantly reduces operational costs while
maintaining high task performance, making LLM-powered solutions more accessible to
SMEs.






[Teptindm

H paydaia mpoodoc atov Topéa Tng Emegepyaaiog duomng MNMwaooag (Natural Language
Processing - NLP) £xel emitpéPel TNV avamtuén 1oxupwv MeyaAwv Mwaoimwv MovTtéAwy
(Large Language Models - LLMs), 6ntw¢ ta GPT-40 nat LLaMA-3. Mapd TIC EEPETINEG
TOuC €MIdO0EIg o€ ToiAeq NLP epyaaieg, n vio9€Tnon Toug amd UIMPEC UL PECTIEC
ETXEIPNTEIC TIEPIOPICETAI AOY® TOU LYNAOD AEITOLPYIMOD UOCTOUC TIOU GUVETIAYETAL N
ouxvn xprion Toug yia outiuata (inference calls). Mponyoluevn épeuva TIPATEIVE TO
mAaialo (framework) Cost-Aware Teacher-Student (OCaTS), To o10io a&l0TOIEl HOVTEAQ-
HOINTEC yIa TN peiwan TG €ApTNoNG amo damavnpeg YANCeI Tpog Ta LLMs. Qaotdoo,
TO OopXIMO oUTO TAQicIo Tapouaiale TMEPIOPIOUOUE AOYW TNC OPXITEXTOVIMAC E Evav
HOVO HOVTEAO OACGUAAO MO TNE OTIAITNONG TTPOTEPNC YVWOONE TWV OUPIB®Y TTOPAUETPWV
1OCTOUC.

H mapoloa dimAwpaTing epyaacia ementeivel To mMAaiolo OCaTS, £10AyovTag Lid TTOAU-
O10aoUOAIAI IEPOPXINT APXITELTOVINT, OTNV OTIOIa TA AITHHOTA TTPOWIo0VTal dUVAUING
HETAED TTOAAOTIAGY UOVTEAWVY OAGUAAOL P BACN TNV TOAUTIAOKOTNTA TOuC. MoOVTEAQ
XOUNAGTEPOU UOOTOUC SlaXEIPICOVTOI OTTAOVCTEPEC EPYOTIEC, EVW TIIO ATIANTNTING AITH-
HOTO TIPOWIoLVTaL OE 1oXLPOTEPA MOVTEAQ. [a TN BeATioTomoinon tng oxéong uoo-
TOUG - aTmMOO00NC, TPOTEIVOVTAL VEX MPITAPIO UAINANWONC, TO OTIoia EVIGXUOoUV T dl-
admacio ANPng amo@acewy HATA TNV EMAOYN HETAED HOVTEAWV-UOBNTEG MO HOVTEAWV
daonaAol. Ementeivetal o apximdg deintng “discounted accuracy” 0OTE Vo UTTOOTNPILEL
TIOAAATIAOUC HOVTEAQ-OAOUAAOL Ml ElGAYOVTOL dU0 VEOL LETPINOI OEinTeC — Mass ual
Area — TIOU ETUTPETOLY A&IOAOYNON XWPIC YVWOOT TWV TOPAUETPWY UOCTOUC TWV HOV-
TEAWV 6GOHOAOL.

Ma tnv a&loAdynaon Tou TAOIGiov, TPAYUATOTIOIEITAL VAOTIOINGT KE Xprion Twv LLaMA-3
nat GPT-40 w¢ povtéda ddonalol nai evog taéivountn k-Nearest Neighbors (k-NN) w¢
HOVTEAO-QOITNTAC. AlEEAyeTal EMTETOUEVN BEATIOTOTOINGT UTIEPTIOPAUETPWY LTIO dUO
oLVINKEC: (i) 6Tav Ol TIKEC MOOTOUC TWV MOVTEAWY OACHUAAOL gival yvwoTEC ual (ii) oTav
gival dyvwaoTteg, 01ao0@aAi{ovTag €TOL TNV OVIEUTIMOTNTO TOU TACICIOU O€ TIPOUTING,
evaiodnTa oto udoToC MEPIBAAAOVTA. Ta TEIPOPOTIUA OTOTEAETUATA deixvouy OTI TO
TIPOTEIVOUEVO TTIOAL-O1O0CUOAING TTAiCI0 OCaTS HEIVEL GNUAVTING TO AEITOLPYINO HOC-



Vi

TOC d1aTNPWVTAC TOPAAANAQ LYNAR amtddoan, nasotwvtog Ti¢ LLM-based AUoelg mio
TIPOCITEC Y10 UUPEC UOI LECAIEC ETIIXEIPTOEIC.
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Introduction

1.1 Motivation and Problem Statement

The rapid advancement of Natural Language Processing (NLP) has revolutionized real-
world applications, particularly with the introduction of high-performing large language
models (LLMs) such as GPT-40 [Ope+24] and LLaMA-3 [Gra+24]. These models demon-
strate exceptional performance in various NLP tasks without requiring extensive task-
speci [c Hatasets for [nd-tuning. However, their widespread deployment in small and
medium-sized enterprises (SMEs) remains limited due to signi [cant operating costs associ-
ated with frequent prompting and inference calls.

In prior research, a Cost-Aware Teacher-Student (OCaTS) framework [Sto+23] was intro-
duced to reduce reliance on costly LLM calls. By using a student model for familiar queries
and relying on a teacher model (e.g., GPT-40) only for new or di [culk questions, SMEs
can balance operational costs and task performance. The framework e [ciehtly handles
recurring inputs, which are common in customer interactions.

Despite its success, the initial framework uses only one teacher model, which makes it
less [exXible when dealing with queries of di [erent di [culky levels. For example, simple
and repetitive queries can be handled by a student model, while more complex queries
are handled by a more powerful teacher model. However, the original framework does
not allow queries to be passed through multiple teacher models in a step-by-step way,
depending on their complexity.

Another limitation was that tuning the framework’s hyperparameters required knowing
the exact cost penalties (known as lambdas in [Sto+23]) for each teacher model. In
practical SME scenarios, these costs might not always be known in advance, which made
it challenging to optimize the framework e Ledtively. This limitation creates a di [culky for
SMEs looking to adopt the solution without a detailed understanding of the cost structure
of their LLM providers.



1.2 Proposed Approach: Extending the OCaTS
Framework

This work builds upon theCost-Aware Teacher-Student (OCd$8)+23], extending it

to address its limitations and expanding its capabilities to better meet real-world SME
requirements. In the previous OCaTS framework, a commercial and available via APl LLM
was treated as éeacher modehnd its previous responses were cached to trailoeal,
low-cost student moddihis approach reduced the number of costly calls to the teacher
model by allowing the student model to handle recurring, familiar inputs. This framework
relies on someriteriathat decide whether to trust the student's prediction or escalate the
query to the teacher model. Importantly, OCaTS operated irpafine settingmeaning it
trained the student model incrementally using new customer inputs as they arrived, with
the teacher providing labels as needed.

To overcome the previous framework's challenges, this work introducesudti-teacher
hierarchical architectun@here queries are escalated step-by-step through a chain of teacher
models. This ensures that less expensive teacher models handle moderately di cult inputs,
while the most powerful and costly teacher model is reserved for only the most complex
qgueries. Newcriteria-based escalation methauas introduced to decide when to trust

an LLM teacher model or escalate to the next teacher. These criteria are optimized to
balance cost and performance e ectively, similarly to the student's criteria of the original
OCaTS. Additionally, the discounted accuracy metric is extended to accommodate multiple
teachers. Two new metricéambda areandlambda massare proposed to evaluate the
overall performance of the framework without requiring prior knowledge of(cost) values

for teacher models. Finally, we perform a comprehendiy@erparameter optimization

of the escalation criteria thresholds under two conditions: with known lambda values
for precise optimization and without lambda knowledge for robust decision-making in
practical scenarios.

1.3 Contributions

The key contributions of this extended framework are as follows:

~ We extend theOCaTS framewonkith a multi-teacher hierarchical architectysd-
lowing queries to escalate step-by-step through multiple teacher models based on
their complexity.

~ We introduce newcriteria-based escalation methtalglecide when to trust a teacher

model or escalate to the next teacher, optimizing the trade-o between cost and
performance.

Chapter 1  Introduction



~ We enhance the originalliscounted accuracy mett support multiple teachers
and propose two new generalized evaluation metriesnbda masandlambda area
which provide insights into the framework's performance without requiring prior
knowledge of teacher use penaltes (lambdas).

We instantiate the framework with.LaMA-3 and GPT-40 as teacharsd ak-NN
classi er as the student modeldemonstrate its e ectiveness in handling real-world
tasks.

We perform extensivényperparameter tuningf escalation thresholds under two

scenarios: (i) when teacher cost values (lambdas) are known and (ii) when they are
unknown, ensuring the framework remains robust in practical settings.

1.3 Contributions 3






Background and Related Work

2.1 Background

2.1.1 k-Nearest Neighbors

Thek-Nearest Neighborsk¢NN) algorithm [CH67] is a well known method in machine
learning and statistical classi cation. At its coré&-NN determines the category of an
unclassi ed data point by retrieving itk closest neighbors (known, classi ed data points)
in a de ned metric space and assigning it to the category that appears most frequently
among those neighbors. This non-parametric approach works well even when there is
little or no prior knowledge about the structure or distribution of the data. A signi cant
enhancement to the basic algorithm is the weightiedNN [HS04], which assigns greater

in uence to neighbors that are closer to the target point. This modi cation makes the
algorithm more robust to noise and better suited to datasets with uneven distributions
or overlapping classes. By prioritizing nearer neighbors, weighkedN improves the
precision and reliability of its predictions, making it highly e ective across diverse and
complex datasets. In natural language processing (NKAR)N has proven e ective for tasks
like text classi cation, semantic analysis, and language detection, where the algorithm
classi es text based on linguistic similarity encoded in vector spaces [HKKO01]. Weighted
k-NN is particularly valuable in NLP tasks, as it ensures that closer in similarity words or
phrases have a greater in uence on classi cation, improving accuracy [CH67], [HKKO1].

2.1.2 Large Language Models

Large Language Models (LLMs) have emerged as a revolutionary solution to challenges in
Natural Language Processing (NLP). Unlike earlier models, LLMs leverage pretraining on
vast corpora of unstructured text, enabling a general understanding of language and the
ability to perform diverse tasks without task-speci c training [Rad+18]. Typically, LLMs are
rst trained as language models on large amounts of unlabeled text to learn the structure
and statistical patterns of language. They are then further trained on curated instruction
datasets. This approach makes them more e cient in handling classi cation tasks and
other complex problemsRadford2018ImprovingLU ], [Ope+24]. These models can be
ne-tuned for speci ¢ applications or adapted with advanced prompting strategies to solve
tasks such as text classi cation, sentiment analysis, or summarization [Bro+20]. Feedback



6

from annotators helps further re ne these models, making them more accurate and less
biased when used in real-world situations [Ouy+22]. While LLM-powered solutions
enable businesses to create impactful innovations, their deployment can be costly. The
computational and resource demands of LLMs often make them economically inaccessible
for SMEs, limiting widespread adoption despite their transformative potential [Bro+20].

2.2 Related Work

2.2.1 Knowledge Distillation

As a specialized form of model compression, knowledge distillation has emerged as one
of the most e ective techniques for reducing the size and complexity of large-scale deep
learning models [HVD15], [Gou+21], [Aga+24]. This approach makes them suitable for
real-time use on resource-constrained devices like mobile phones, as well as for applications
like chat-bots and virtual assistants. The core principle involves transferring the knowledge
from a larger, pre-trained model (the teacher) to a smaller model (the student), with the
aim of allowing the student model to reach the same level of performance as the teacher,
as shown in Figure 2.1. This process relies on several components, including the type of
knowledge being transferred, the distillation algorithm used, and the architecture of the
teacher-student network pairing.

Fig. 2.1: Knowledge Distillation scheme. Adapted from [Gou+21].

As shown in Figure 2.2, there are generally three types of knowledge that can be distilled
from the teacher model to the student: response-based, feature-based, and relation-based
knowledge. Response-based knowledge focuses on the output of the nal layer, where the
student mimics the teacher's predictions. Feature-based knowledge, on the other hand,
uses both the last layer representation and intermediate features from multiple hidden
layers of the network to guide the student's training. Relation-based knowledge takes

Chapter 2 Background and Related Work



this further by modeling the relationships between features or layers within the teacher
network.

Fig. 2.2: The di erent types of knowledge response-based, feature-based, and relation-based.
Adapted from [Gou+21].

The distillation process can be applied through three main approaches, as shown in
Figure 2.3: o ine, online, and self-distillation. In o ine distillation, the teacher model

is pre-trained on a dataset, and then its learned knowledge is transferred to the student
model in a separate stage. This method is straightforward and widely used due to its
simplicity. Online distillation, on the other hand, updates both the teacher and student

models simultaneously during training, creating a more dynamic learning process. Finally,
self-distillation allows a model to learn from its earlier versions, acting as both the teacher

and the student within the same training process.

2.2 Related Work 7
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Fig. 2.3: Di erent types of distillations. Adapted from [Gou+21].

An essential aspect of knowledge distillation is the ability of the student model to generalize
similarly to the teacher model. When a small model is trained in this way (learning from
the larger teacher model) it tends to perform better on test data compared to a small model
trained directly on the training dataset without the teacher's guidance. This is because
the teacher model has already captured complex patterns that help with generalization,
and the student can inherit this knowledge rather than starting from scratch. In contrast,
training the student model directly on the train dataset without any guidance from the
teacher increases the risk of over tting, where the model learns too many speci ¢ details
that do not generalize well to new data. The teacher's soft targets, which contain richer
information through probabilistic predictions, further enhance this generalization process.
By focusing on these soft targets instead of hard class labels, the student can capture more
detailed patterns, improving its performance on unseen data.

Furthermore, one of the key advantages of knowledge distillation is that the student
and teacher models do not need to share the same architecture. This exibility allows
the student model to have a completely di erent structure from the teacher, such as
fewer layers or a more e cient design, while still being able to replicate the teacher's

Chapter 2 Background and Related Work



learned knowledge. The ability to transfer knowledge across di erent architectures enables
optimizing the student model for speci ¢ tasks or resource constraints, without being
restricted by the teacher's design.

However, it is important to recognize the limitations of student models. Due to their
reduced capacity, smaller student models may not fully capture the complex distribution
of knowledge learned by the teacher model. This capacity gap can lead to performance
degradation, where the student's outputs deviate from the teacher's predictions, limiting
the e ectiveness of the distillation process in certain cases.

2.2.2 Multiple Teachers

In traditional knowledge distillation, a single teacher model transfers its knowledge to
a student model. However, this approach can lead to issues like over tting (di erent to
over tting on data alone), as the student may become too specialized to the biases of
a single-teacher model. To address this, multi-teacher knowledge distillation (MTKD)
has emerged, where multiple teacher models transfer their diverse knowledge to a single
student. Each teacher model may be trained with di erent architectures, datasets, or
hyperparameters, providing the student with a wide range of perspectives. This broader
and more balanced guidance promotes robustness and helps reduce the risk of over tting.
As a result, the student model becomes more robust, capable of generalizing e ectively
across a variety of tasks [Yan+19].

2.2 Related Work 9
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Fig. 2.4: Di erent types of distillations. Adapted from [Gou+21].

Several approaches have explored the use of multiple teachers to enhance knowledge
distillation, as shown in Figure 2.4. One method is ttmeo-m (multi-teacher to multi-
student) model [Yan+19], where each student learns independently from multiple teachers,
and their predictions are combined. While e ective in reducing over tting, this approach
requires signi cant memory due to need for the multiple student models. To resolve this
problem, the m-o-1 model [Yan+19] was developed, where multiple teacher models guide
a single student simultaneously during training, o ering a more e cient solution. Other
approaches, such as Collaborative Teaching Knowledge Distillation (CTKD) [Zha+19],
involve using two teachers: a scratch teacher that helps the student progress step-by-step
during training, and an expert teacher that uses attention mechanisms to direct the student
toward critical features. Additionally, multi-teacher co- netuning [WWH21] focuses

on aligning the hidden states of multiple teacher models to provide more consistent and
complementary guidance. Furthermore, feature-level knowledge transfer, as demonstrated
in the FEED framework [PK19], uses a parallel structure where multiple teacher models

Chapter 2 Background and Related Work



independently pass intermediate representations such as feature maps to the student
model at the same time. By sharing this richer, more detailed information beyond just
nal outputs, the student receives more informative guidance, which leads to improved
learning and stronger performance.

2.2.3 LLM cascade

The concept of an LLM cascade focuses on using a sequence of models with varying
computational capacities to handle queries. This approach allows for optimizing both
cost and performance, as simpler models handle less complex tasks, while more complex
models are called upon only when necessary. The idea is to balance cost e ciency with
task accuracy by starting with smaller models and escalating to larger models if the initial
responses are insu cient [CZZ23].

Fig. 2.5:LLM cascade. Adapted from [CZZ23].

One notable approach is presented in FrugalGPT [CZZ23], which aims to reduce the
computational cost of large language models (LLMs) by employing a cascading system of
progressively more powerful models. The framework adapts to each query, selecting the
appropriate model based on the complexity of the task. Through this method, FrugalGPT
achieved cost savings of up to 98%, while maintaining accuracy comparable to using a
large model alone, and in some cases, improving accuracy by up to 4% at the same cost.
This improved accuracy is due to generation diversity even an inexpensive LLM can
sometimes answer queries correctly where a more expensive LLM might fail. Each LLM
has its own pros and cons, excelling in di erent tasks, which makes the cascading system
more e ective by leveraging the strengths of multiple models [CZZ23]. The cascade
operates by evaluating the output of a smaller model and escalating to a larger one only
if the response doesn't meet reliability thresholds, signi cantly reducing inference costs
[CZZ23]. While our work builds on this idea of cascading LLMs, it extends the approach
by introducing a dedicated student model that learns from the cascade. In our setup, the
LLMs in the cascade act as teacher models, and we apply knowledge distillation techniques
to transfer their knowledge to the student throughout the process.

In another study, the Fly-Swat or Cannon (FORC) framework [aPW24] takes a di erent

approach to model cascades by using a meta-model to predict which LLM is best suited
for a particular input. Unlike traditional cascades where multiple models are queried

2.2 Related Work 11
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sequentially, the meta-model preemptively predicts which model will perform best, based
on prior data. This prevents the need to query multiple models for every input, further
optimizing computational e ciency [aPW24]. The meta-model s lightweight and designed

to predict model performance without actually running the models, making it an innovative
solution for cost-e ective LLM use [aPW24]. However, unlike our cascade-based approach,
FORC relies on a meta-model that has to guess the best LLM before seeing the output,
which is hard to do accurately, especially when inputs are very di erent or unpredictable.

2.2.4 Semantic Caching

The concept of semantic caching has emerged as a crucial solution to reduce the computa-
tional costs and latency associated with frequent API calls to large language models (LLMSs).
Semantic caching means saving answers to past questions and reusing them when a new
guestion has a similar meaning. Small and medium-sized enterprises (SMEs), which rely on
LLMs for tasks like customer service, often face high operational expenses due to repeated
calls for similar queries. Neural caching mechanisms, which often rely on semantic caching
systems using vector embeddings, have been introduced to store previous responses from
LLMs. This helps reduce redundant calls and achieve faster response times.

Chapter 2 Background and Related Work



Fig. 2.6: Previous OCaTS framework. Adapted from [Sto+23].

A notable framework in this domain is presented in [Sto+23], which introduces a structured
approach combining caching with knowledge distillation (see Fig. 2.6). A related idea is
explored in [Ram+23], where a student model is also trained on cached teacher responses
to reduce repeated API calls, though the framework di ers in design and implementation.
Both works address the challenge of reducing redundant LLM calls through knowledge
distillation, but take distinct approaches to integrating caching into the system. In both
cases, the student model is trained to progressively handle more queries independently over
time. Additionally, the GPTCache system, described in [Ban23], provides an open-source
solution optimized for high-tra c applications. Like the other frameworks, GPTCache
uses a semantic caching system based on vector embeddings to match semantically similar
gueries to cached responses. Aside from reducing API call costs, it also improves response
times, particularly under high-tra ¢ conditions. Furthermore, [Zhu+23] introduces two
algorithms that make the cache system more e cient by optimizing which responses are
stored and which are evicted, taking into account both the frequency and cost of processing
queries. By leveraging cached teacher responses, these frameworks e ectively balance
the trade-o0 between maintaining performance and optimizing costs. However, these

2.2 Related Work 13
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approaches typically rely on a single teacher model. This thesis extends previous work by
using two teacher models, allowing the student to learn from more diverse knowledge and
improve generalization.

2.2.5 Active Learning

Active learning (AL) is a machine learning approach designed to reduce the amount
of labeled data needed by allowing models to select the most informative instances for
annotation. This approach is particularly well-suited for applications in natural language
processing (NLP), where data annotation is expensive and time-consuming. The process
involves an iterative cycle where a model, trained on an initial small dataset, selects the
most uncertain and/or representative data points from a large pool of unlabeled data. These
points are then labeled by human experts, and the model is retrained. AL employs several
strategies, including uncertainty sampling (focusing on instances where the model is least
con dent), margin sampling (choosing instances with the smallest con dence di erence
between predictions), and query-by-committee (selecting instances where multiple models
disagree) [ZSH23], [Set10].

Uncertainty sampling is a core strategy in active learning aimed at minimizing labeling
costs by focusing on the most uncertain data points. In this process, a model is trained
on a small labeled dataset, identi es instances where its predictions are least con dent,
and selects these for human annotation. The model is then retrained, and the cycle
continues, re ning its performance with each iteration. Typically, probabilistic classi ers
are used to estimate uncertainty. The model ags low-con dence examples for labeling,
prioritizing the most informative data points. Studies show that uncertainty sampling can
drastically reduce labeling e orts up to 500 times while maintaining similar or improved
performance in tasks like text categorization [LG94].

Representativeness sampling is another key strategy within active learning that aims to
select data points that are most representative of the overall dataset. The idea behind
this approach is to ensure that the selected examples re ect the diversity and structure
of the underlying data, which helps improve the model's generalization. In contrast to
uncertainty sampling, which focuses on the model's least con dent predictions, represen-
tativeness sampling emphasizes the selection of instances that are similar to the overall
data distribution. In this method, similarity metrics, such as cosine similarity or dynamic
time warping (DTW), are commonly employed to measure how well an example matches
other examples in the dataset. For instance, cosine similarity can be used to measure
the similarity between feature vectors, which ensures that the selected examples closely
resemble the larger dataset in terms of features [She+04].

Chapter 2 Background and Related Work



2.2.6 Uncertainty LLM

While not directly part of active learning, uncertainty estimation in Large Language
Models (LLMs) has signi cant relevance when considering the reliability of these models
in various applications. Uncertainty estimation helps assess the con dence of predictions
made by LLMs, especially in tasks such as natural language generation, code generation,
or question answering, where errors can lead to signi cant consequences. Recent studies
[Hua+23], [Baa+23] explore the use of uncertainty estimation methods to detect risky or
erroneous predictions, such as hallucinations, biases, or disinformation. These methods
aim to improve the trustworthiness of LLMs in diverse domains. Research has shown that
applying uncertainty estimation techniques can help identify areas where LLMs are likely
to fail, but these methods need to be adapted for speci ¢ models and tasks. In this thesis,
we adopt a con dence-based evaluation strategy, using the LLM's own output probabilities
to estimate how uncertain it is about its predictions. This allows us to assess how reliable
a given prediction is, and to decide when escalation to a stronger model or intervention is
needed.
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System Design

This Section builds upon the design of the Online Cost-Aware Teacher-Student (OCaTS)
framework, as shown in Figure 2.6. The primary improvement over the original OCaTS is
the use of multiple teachers organized in a cascading manner rather than relying on a single
teacher. This structure enables a more e cient and progressive transfer of knowledge
to the student, while also reducing computational costs by invoking more complex (and
costly) teachers only when necessary. In this enhanced framework, instances are still
cached, and the student remains the primary response component, but now more powerful
teachers are invoked sequentially when the student's response is not very con dent in
responding. The cascading approach ensures that the more complex tasks are handled by
stronger teachers, thus optimizing resource use and accuracy. Criteria are still employed to
evaluate the responses from each component, maintaining a balance between performance
and cost. Additionally, a discounted evaluation metric is introduced to help assess the
overall e ciency of the enhanced multi-teacher architecture, with particular emphasis on
balancing learning performance and computational cost.

Fig. 3.1: The extended OCaTS framework.

3.1 Design

The extended OCaTS framework follows a student-teacher architecture derived from
knowledge distillation (Section 2.2.1), utilizing multiple teachers (Section 2.2.2), in a
cascading structure (Section 2.2.3), as shown in Figure 3.1. We assume a batch of user
gueries come in to be answered by a language model (LM). When a customer submits
an instance that requires a response, the framework initially directs the instance to the
student. The student's response is evaluated based on prede ned student criteria, inspired
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by active learning principles (Section 2.2.5). If the response fails to meet the student's
criteria, the instance is then forwarded to the rst teacher, which is more powerful yet
costly compared to the student. This process repeats with the teacher's speci c criteria,
also inspired by active learning principles. If the rst teacher's response also does not meet
its own criteria, the instance moves on to the next teacher in the sequence. Each component
in the framework whether the student or a teacher has its own unique set of criteria that
must be satis ed for its response to be accepted. The process continues, escalating through
more powerful teachers until an answer satis es one of the component's criteria, or the
instance reaches the nal teacher, which does not require criteria and always provides a
(silver truth) response. The answer from the teacher that responded is then stored in the
cache for future retraining of the student, ensuring that the student improves over time,
by learning from the knowledge transferred by the teachers.

3.2 Cache

As discussed in Section 2.2.4, a cache stores previous responses from queries that have
already been answered to avoid overuse of components. In our architecture, the cache
functions as a memory system that stores key-value pairs, where the key represents the
source attribute (e.g., input text) and the value corresponds to the target attribute (e.g., a
class label). This design speci cally supports classi cation tasks, which are the focus of
our current work. However, the same caching mechanism could potentially be adapted for
other tasks, such as question answering, by adjusting the structure of the stored values
accordingly. This system stores incoming instances, whether provided by a component
(teacher) or an oracle (gold truth). The cache helps preserve the knowledge previously
obtained from teacher components, enabling its reuse for future training of the student.
These instances are typically encoded into embeddings to enable semantic comparisons
between stored and incoming data. The cache operates in two modes: a warm start, where
it already contains prior training instances, and a cold start, where the cache begins empty.
Acting as a dynamic dataset, the cache allows retrieval, updating, or removal of instances
based on speci c indexing methods. Moreover, when an instance is stored in the cache,
the cache stores several attributes of the instance as features, that may include an answer
and/or various metadata aside from the query, like a label in this case.

3.3 Student

The Student component in the framework operates as a dynamic module that learns from
instances stored in the cache (Section 3.2), and usually has low operating cost for a company
to utilize. Initially, the student begins with limited or no knowledge but gradually builds
expertise through operation. The student is the rst component invoked for answering
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incoming queries, based on the training it has received so far. When the student provides an
answer, its quality is evaluated. If the answer meets the required standards, the framework
accepts the student's response. If not, the query is passed to the next component in line the
rst teacher. Over time, the teachers transfer their knowledge to the student through
continuous training, to improve the student's performance. This allows the student model
to handle more queries independently over time, reducing the need for teacher intervention.
The ultimate goal of using the whole framework is to reduce costs while maintaining high
accuracy by relying increasingly on the student, thereby minimizing dependence on the
more expensive teacher components. This approach balances the trade-o between cost
and accuracy as the student becomes progressively more reliable.

3.4 Teachers

The Teachers in the framework are usually large, highly trained models that have under-
gone extensive training to achieve high accuracy. These models are capable of delivering
accurate enough results when provided with su cient context and well-structured prompts,
but they are also expensive to use. Teachers are only queried when the student fails to
provide an answer that meets its own criteria thresholds. The teachers are organized in
a hierarchy, starting with less powerful models and progressing to the most advanced
ones. Each teacher, like the student, has its own set of criteria that must be met for the
framework to accept its response. If a teacher's answer does not meet its criteria, the
guery is passed to the next teacher in the hierarchy. The nal teacher, by construction,
operates without criteria, always accepting its answer (silver truth if a model or gold
truth if a human annotator), which is then stored in the cache. Once a teacher produces a
satisfactory answer, the process stops, and that answer is delivered to the user and stored
in the cache, along with its corresponding query. Given that using teachers comes with
additional costs, the framework aims to minimize their use by continually improving the
student, allowing it to operate more independently over time by progressively integrating
the knowledge of all the teachers.

3.5 Criteria

In the framework, criteria are essential for determining whether a component's answer
is reliable. Inspired by Active Learning (Section 2.2.5), the framework evaluates each
component's response against its speci c criteria. These criteria help the framework
estimate when a component is unable to provide a correct answer to a particular query.
Selecting the right criteria is crucial for accurately assessing whether a component's
response meets the necessary quality. In classi cation tasks, the framework evaluates the
component's con dence in its response. If it is not con dent enough, it indicates that the
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component must pass the query to the next component in line. This is essential, as storing
low-con dence responses in the cache could degrade its quality and negatively impact
student training, a situation that must be avoided. Additionally, ensuring accuracy is vital
for maintaining trust and delivering reliable results to the user, as well as for creating a
dependable framework overall. For these reasons, minimizing uncertainty is crucial. The
framework enforces strict quality checks based on prede ned criteria before allowing
a component's response to be forwarded to the student. For these reasons, how strict
component criteria are, is adjustable. Each component has its own set of criteria, with
tunable thresholds speci ¢ to that component and the dataset being processed. The nal
teacher, however, does not have criteria, as its answers are always considered correct
(silver truth). Optimizing the criteria is key to balancing cost-e ciency while ensuring the
framework remains both a ordable and accurate.

3.6 Discounted accuracy metric

A discounted evaluation metric in the framework aims to balance accuracy and cost by
reducing the reliance on expensive teachers over time. The goal is to train the student
to a point where the use of strong teachers becomes minimal, making the system more
cost-e cient. To achieve this, we use a metric that accounts for the trade-o between
the number of times teachers are used and the resulting accuracy. Discounted accuracy
measures this trade-o . To formalize this,

= 11 212= 101 20 2

where " represents the discounted accuracy, ani the actual accuracy of the framework.
The formula discounts the accuracy based on how often each teacher is used, with
and ; representing the frequency of using the rst and second teachers, respectively.
The terms 1 and » indicate how much using the rst teacher and the second teacher
impacts the discounted accuracy. Note that= ¢ ; meaning how frequently we
escalated the instance to théh teacher in the framework. Tuning framework criteria
with the actual accuracy, the framework would always prefer the best (and probably most
expensive) teacher in the chain for all queries. By using the discounted accuracy instead,
the framework calculates the trade-o between maximizing accuracy and minimizing the
cost of invoking teachers, to a point where operation cost is reduced as much as possible
with as little a penalty to the actual accuracy as possible. This tradeo is biased by the
factors.
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3.7 Mass metric

As discussed in Section 3.§,represents how much using thigh teacher discounts the
accuracy. This helps the framework assess how much of the actual accuracy it can sacri ce
in favor of reducing operation cost by using the student instead of the teacher. A high
results in a larger discount, while a smallleads to a smaller one. Additionally, the sum of

all values across teachers shall not exceed 1, ensuring that the overall discount applied
to the accuracy remains within reasonable limits. The challenge is that SMEs using the
framework may not know exactly how much discount (i.e) to assign to each teacher.
Determining the correct value for is a complex process that requires evaluating multiple
factors and is not easy to estimate.

To address this, we developed an evaluation method that can assess the framework in-
dependently of specic values. The worst-case (most-costly) usage scenario is that
of relying exclusively on the best teacher. So, to evaluate the framework, we compare
its performance with that of the best individual teacher. The results of this evaluation
demonstrate how much better the discounted accuracy is when using OCATS compared to
using just the best teachérln Figure 3.2, the blue area indicates that OCATS outperforms
the best teacher alone, while the red area shows that the best teacher performs better than
OCATS. Our goal is to maximize the blue area and minimize the red indicating superior
overall performance of the framework. The white line in the plot marks the boundary
between these two areas, representing the point at which the framework performs equally
to the best teacher. Above this line (in the blue area), OCATS is more e ective, while below
the line (in the red area), the best teacher is more e ective. Minimizing the size of the red
area and maximizing the blue area is a key indicator of the framework's success.

In addition, the mass of the entire coloured region blueplusred is critical. Here, mass

is the algebraic sum of all heat-map values: every positive (blue) cell adds to the total,
whereas every negative (red) cell subtracts from it. Consequently, the blue mass indicates
how much OCATS exceeds the best teacher, while the red mass reduces this total, signalling
loss. The larger the total mass (blue minus red), the more e ective OCATS is compared
to using the best teacher alone. We use a heat-map to visualize this, where the two axes
represent the values for each teacher, and the color intensity (blue or red) indicates the
extent of performance gain or loss. This allows companies to visually assess how well
OCATS performs compared to the best teacher, even without requiring specivalues.

It also helps them con rm the range of values where using OCATS is more bene cial
than relying solely on the best teacher.

!For that single (best) teacher the discounted accuracy eqﬁals 2, Where is the accuracy and ;
quanti es the penalty incurred by relying exclusively on the teacher_2.
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Except for visualization, we calculate the mass metric by summing the heatmap values
and normalizing by the total number of squares, which can be representetsgs-
count( 1) count( 2), wherecount( ;) is the number of sampled values for;, and
count( ») is the number of sampled values fop. This accounts for all combinations of
( 1; 2) pairs represented in the heatmap. The mass metric is de ned by the following
formula: P
. ;D1
mass_metric = ——;
sq

whereDi is the di erence in discounted accuracy between OCaTS and best teacher at
positioni, and each corresponds to a speci ¢ 1; 2) pair in the heatmap.

By construction, ; shall always be less than, because Teacher 1 is usually cheaper
compared to Teacher 2. Consequently, a scalar specifying the discount intensity for
Teacher 1, is always less than, a scalar specifying the discount intensity for Teacher
2.

Therefore, as you can see on Figure 3.2 a signi cant portion of the heatmap speci cally the
region below the diagonal is not valuable for inclusion in the mass metric calculation. This
redundant region can be disregarded and excluded from the summation, so the equation
becomes:

. i
mass_metric = ——*12—2——;

whereD; is the di erence in discounted accuracy between OCaTS and the best teacher
at positioni, and each corresponds to a speci ¢ 1; ») pair in the heatmap such that

1 < 2. Tyaig denotes the total number of valifl 1; ») pairs satisfying this condition.
All positions where 1 2 are excluded from the computation.
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Fig. 3.2: Heatmap plot comparing discounted accuracy between OCaTS and the best individual
teacher acros§ 1; ») pairs. Values below the diagonal { 2) are excluded from the
metric.

3.8 Area metric

The only di erence between tharea_metriand themass_metrids that, instead of using
Di, a sign function is applied+1 when thei-th square is blue and 1 when itis red. The
area_metrigs de ned as:
P
] A
area_metric = ——2-2—;
Tvaiid

whereC; = +1 if OCaTS outperforms the best teacher at positiotblue square), and
Ci = 1lifit underperforms (red square). Each indéxorresponds to a unique pair
( 1; »2) inthe heatmap such that; < . Positions where ; 2 (i.e., on or below the
diagonal) are excluded from the computation.
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3.9 O ine hyperparameter tuning

When an SME has access to a development set, it is a good approach to tune the hyperpa-
rameters of the framework speci cally, the threshold criteria used by each component

to evaluate it more e ectively. Separating the tuning process from training, prevents
over tting to the training data, as tuning is done using a separate development set. This
enhances the generalizability of the model to unseen data. The development set allows
the evaluation of the model's performance on unseen data, and by testing di erent combi-
nations of hyperparameter values, one can nd the best balance to make the model both
accurate and reliable. As mentioned earlier, each component has its own set of criteria
with speci ¢ thresholds that need tuning, tailored to that component and the dataset being
processed. In o ine settings (before the process), the development set is used to optimize
these criteria thresholds e ectively.
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Experimental and Evaluation
Setup

In this chapter, we instantiate and evaluate the OCaTS framework, usikgd\iN as the

student model, LLaMA 3 8B as the rst teacher, and GPT-40 as the second teacher, applied

to the BANKING77 dataset [Cas+20]. We conduct experiments with di eresettings

and tune hyperparameters using discounted accuracy, mass metric, and area metric as

objective functions to assess the di erences in framework performance. As demonstrated

in previous work [Sto+23]k-NN student consistently performed well across di erent
settings, whereas the Multilayer Perceptron (MLP) student was more sensitive to the

choice of . This robustness is the primary reason for selectkiNN as the student model

in this study.

4.1 Datasets

The BANKING77 dataset [Cas+20], chosen for our architecture's initial experimentation,
presents a detailed collection of data tailored for intent detection in the banking sector. This
dataset, illustrated through Tables 4.1 and 4.2 encompasses 13,083 customer service queries,
each carefully labeled across 77 distinct intents, showcasing its utility in representing
complex real-world banking scenarios. The ne-grained nature of BANKING77 makes
it a valuable resource for developing and assessing models aimed at enhancing intent
recognition and classi cation, which is vital for modeling customer support and automating
services in the banking domain. The complexity of the BANKING77 dataset provides a
realistic environment, where we can evaluate how well our architecture performs under
conditions that closely mimic actual banking interactions, ensuring that our systems are
equipped to handle a wide array of customer queries e ectively.

— - Query Intent Label

Dataset Statistics Train  Test

| want a refund request_refund
Number of examples 10,003 3,080

ATM ate my card  card_swallowed
Average character length  59.5 54.2 ) i

) Changing my PIN  change_pin
Number of intents 77 77 Where | PIN? ¢ phvsical q
, ereism - e sical_car

Number of domains 1 1 y geL_pny -

Where is an ATM? atm_support

Tab. 4.2:Example Queries and Intent Labels
from BANKING77

Tab. 4.1: BANKING77 Dataset Statistics
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4.2 Criteria

As mentioned in Section 3.5, every component except the last one, must have a criterion
or a set of criteria to evaluate their response to the instance. If the result does not meet the
threshold of the criteria, the source attribute (query) is passed to the next component to
make a prediction, continuing this process until a component satis es the threshold or we
reach the lastteacher. Since we are working with three components, we focus on the criteria
for k-NN (student) and Llama3 (1st teacher). The previous OCaTS [Sto+23] introduced
valuable insights into the criteria fok-NN, identifying Uncertainty Sampling (Entropy)
and Representativeness Sampling (centroid similarity) as two promising alternatives for
use ask-NN criteria. Thek-NN student needs both criteria to be met, otherwise the
process continues to the next component. The same paper also observed that entropy had
a signi cantly greater impact ork-NN performance compared to centroid similarity. We
built upon this work and extended it by introducing a new criterion for the teacher model.
Model con dence can be derived from a model's output log probabilities, which enables
the de nition of a new con dence criterion for Llama3 (the rst teacher in the chain). The
details of these three criteria are discussed below.

4.2.1 Entropy of Agreement among Neighbors

As discussed in Section 2.28ncertainty Samplinga strategy from Active Learning,
identi es instances where the model's predictions are least con dent. We need to apply
a similar approach in our online setting: determining whethlkefNN is uncertain in its
prediction so that the instance can be passed to the next component.

To de ne this condition, letC represent the set of all possible labels (classes). For each
c 2 C, . represents the probability assigned to clas®y the probabilistic classi er

f (X; o) wherex isthe inputand o are the classi er parameters. In ol-NN architecture,

we calculate ( for eachc 2 C by determining the weightw;, wherew; = % for each
nearest neighbor of k. Here,d; represents the cosine distance between the neighibor
and the incoming instance. Since the weights are positive by construction, we normalize
them. We apply a softmax function to generate a probability distribution over the classes.
The entropyH of these probabilities is calculated as follows:

X
H = Pclog pc:
c2C

This criterion requires that the entropyH remains below a certain thresholgl;. This
ensures that the classi er is su ciently con dent in its prediction. If the entropy exceeds
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this threshold, this indicates that thk-NN is uncertain, and the instance should be passed
to the next component for further evaluation.

4.2.2 Centroid Similarity

As discussed in Section 2.2rBpresentativeness sampliagtrategy from Active Learning,

emphasizes the selection of instances that are similar to the overall data distribution. To

ensure that incoming instances are su ciently close to cached instances, we implement

a condition based on cosine similarity. Speci cally, the cosine similarity between the

MPNet-based vector representation [Son+20] of the incoming instance and the weighted

centroid vectorc of its k nearest neighbors should meet or exceed a prede ned threshold
¢ The weighted centroid vector is computed as:

Wi = p——;
j=1 W

wherew; is the normalized weight assigned to that neighbor based on its distance to the
incoming instance. The weighw; is expressed aw; = d% whered; is the cosine distance
between the neighbor and the incoming instance.

With this criterion, we can evaluate our existing instances in dttNN to determine if
they make thek-NN con dent enough to answer a new instance. If the new instance is
similar to the previous ones, thie-NN is ready to answer. Otherwise, if it is not su ciently
similar, thek-NN is not ready to respond.

4.2.3 Log probability

We need to establish criteria to evaluate the answers provided by Llama3 (1st teacher). As
discussed in Section 2.2.6, uncertainty estimation is crucial for assessing the con dence of
predictions made by large language models (LLMS). Inspired by the approach in [Hua+23],
we developed a custom metric that can be applied to any LLM functioning as a component
in our system. Each LLM generates its own log probabilities for the tokens it generates,
from which we can derive information about the uncertainty in its responses. In our
experiment, which involves a classi cation problem, it is essential to understand the level
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of uncertainty the LLM has regarding the class it predicts. We consider the log probability
of the rst token only, as the rst token contains the class ID that constitutes the answer

to our classi cation task. By exponentiation, we calculate the probability that the LLM is
con dent in its prediction. If this probability exceeds a prede ned threshold, the (LLM)
component is considered con dent enough to provide the answer. Otherwise, the instance
is passed to the next component, as explained in Section 3.1. This method allows us to
assess the quality of answers from each LLM used as a component in our system.

4.3 Teacher's Prompt

We used the same prompt for both LLMs as in previous work [Sto+23]. The prompt we used
included instructions, examples, and the instance to be classi ed. We provided LLaMA 3
and GPT-4 with the following prompt to carry out the classi cation:

You are an expert assistant in the eld of customer service. Your task is to help workers in the
customer service department of a company. Your task is to classify the customer's question in
order to help the customer service worker to answer the question. In order to help the worker
youMUST respond with the number and the name of one of the following classes you know.
In case you reply with something else, you will be penalized.

The classes are:

~

activate_my_card

" age_limit

Example queries and labels:

User: My new card is here, what's the process for activating it?
Assistant; activate_my_card

User: | am unable to activate my card, it won't let me.
Assistant: activate_my_card

User: Can you help me activate my card

Assistant; activate_my_card

User. What is the youngest age for an account?

Assistant: age_limit

User: What is the appropriate age for my child to be able to open an account?
Assistant; age_limit
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User: How do | set up an account for my children?
Assistant: age_limit

4.4 Experiments

We performed our experiments with a warm start for the cache (memory), preloaded with
3-shot training examples for each class, totaling 231 instances. The operational batch size,
de ned as the number of incoming instances processed together during each step of the
framework, was set to 7 instances, and the number of neighbkyxénsidered for the

k-NN criterion was xed atk = 7, because we begin with three examples per class. For the
heatmap generation,; and , were bounded within the range of 0.01 to 0.49, ensuring
that their combined sum did not exceed 1.0.

To minimize frequent API calls to large language models (LLMs), we cached all LLM re-
sponses, including log probabilities, and stored them as CSV les. This approach facilitated
e cient experimentation by eliminating redundant queries.

The performance of the enhanced OCATS framework was evaluated by analyzing di erent
combinations of criteria values, as detailed in Figure 3.5. To develop a comprehensive
understanding of the operation of OCaTS, we examined four key metrics, which directly
correspond to the terms used in the discounted accuracy formula presented in Section 3.6

1. The 1st teacher ratio, representing the proportion of instances in the total batch
that were answered by teacher_1.

2. The 2nd teacher ratio, indicating the proportion of instances from the subset of
teacher_1's responses that were subsequently handled by teacher_2.

: Accuracy of the framework (the actual, non-discounted accuracy).

~ ™ Discounted accuracy, computed by applying prede nedalues initialized at the
outset.

4.4.1 Baseline
As a baseline, we plotted three curves representing:

" Black plot : Performance of 2nd teacher individually.
" Dark gray plot : Performance of 1st teacher individually.
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" Gray plot : Performance of the student individually.

These plots provide a clearer understanding of how the framework performs, highlighting
the upper and lower bounds for our metrics. Itis also important to analyze the performance
of these components individually, as they are the only competitors that could potentially
limit the usage of OCATSs if they perform better in speci ¢ settings. These plots provide
a clearer understanding of how the framework performs, highlighting the upper and
lower bounds for our metrics. It is also important to analyze the performance of these
components individually, as they are the only competitors that could potentially limit
the usage of OCaTS if they perform better in speci ¢ settings. Using= 0:02 and

2 = 0:04, we observed the following results, which are shown in Figure 4.1. Each call
batch corresponds to 7 queries processed together, based on the operational batch size
de ned earlier. These values were selected to assign a higher penalty to the use of the
second teacher compared to the rst, re ecting the typical assumption that more advanced
or expensive teachers should incur greater cost in the framework.

Fig. 4.1: Baseline plots illustrating the components' performance in terms of accuracy and dis-
counted accuracy, using; = 0:02and , = 0:04to re ect a higher cost associated with
invoking the second teacher.
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Table 4.3 summarizes the nal accuracy and discounted accuracy scores for each com-
ponent (Student, Teacher_1, and Teacher_2), corresponding to the rightmost points in
the plots of Figure 4.1. These values provide a quantitative comparison of individual
performance after all batches have been processed.

Component | Accuracy | Discounted Accuracy
Student 0.7519 0.7519
Teacher_1 0.7857 0.7657
Teacher_2 0.8666 0.8266

Tab. 4.3:Final accuracy and discounted accuracy scores for each component (Student, Teacher_1,
and Teacher_2), corresponding to the rightmost points in the plots of Figure 4.1.

This analysis shows thalteacher_2is the most powerful component, followed Byeacher_1
The Student component contributes the least, as expected, givenkheN start-up with

only 3 ground-truth instances per class. Frohable 4.3, it is clear that the student's
accuracy and discounted accuracy are identical, as the student does not rely on teachers. In
contrast,Teacher_1has an accuracy reduction of 0.02, resulting in a discounted accuracy
due to the in uence of 1, while Teacher_2experiences a reduction of 0.04, leading to its
discounted accuracy as a consequence-0fAssuming the proposed framework e ectively
integrates instances fromeacher_landTeacher_2, the predicted accuracy is expected
to range between 0.78 and 0.86. Sifeacher_2is the most powerful component, it will
now serve as our primary point of comparison for OCATS. We will extensively compare
these two in our experimental settings moving forward.

Now that we have initialized our basic components (student, teacher_1, and teacher_2) and
demonstrated their performance, we include the framework with di erent combinations

of criteria, as introduced in Section 4.2, in the plots. Table 4.6 illustrates the combinations
of criteria we considered.

Con guration Index agreement_neighbors | centroid_similarity log_probability
#1 2.0 0.8 0.7
#2 2.0 0.8 0.9
#3 3.0 0.8 0.7
#4 3.0 0.8 0.9
#5 4.0 0.8 0.7
#6 4.0 0.8 0.9

Tab. 4.4:Table of criteria combinations used to con gure di erent framework settings.

No signi cant di erences are observed inentroid_similarity , as previous work [Sto+23]
demonstrated that this parameter holds trivial importance as a criterion for our student.
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However, we conduct an experiment with di erent values e&ntroid_similarity later in
Section 4.4.2 to validate this observation.

Fig. 4.2: Performance comparison of di erent criteria con gurations of the OCaTS framework in
terms of teacherl ratio, teacher?2 ratio.
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Fig. 4.3: Performance comparison of di erent criteria con gurations of the OCaTS framework in
terms of accuracy, and discounted accuracy.

Theteacherl_ratio plot in Figure 4.2 illustrates the number of instances the student was
unable to handle and subsequently passed to teacher_1. As shown in Figure 4.2, increasing
the agreement_neighbors criterion creates a more or less strict student that accepts more
instances. This is why frameworks #5 and #6, with an agreement_neighbors value of 4.0,
pass only 13% of instances to teacher_1, compared to frameworks #1 and #2, which have
an agreement_neighbors value of 2.0 and pass 41 42% of instances to teacher_1.

Theteacher2_ratio plot in Figure 4.2 illustrates the number of instances the teacher_1
was unable to handle and subsequently passed to teacher_2. As shown, decreasing the
log probability of Section 4.2.3 creates a more less strict teacher_1 that accepts more
instances. This is why frameworks #1, #3, and #5, with a log_probability value of 0.7,
pass fewer instances to teacher_2, compared to frameworks #2, #4 and #6, which have a
log_probability value of 0.9 and pass more instances to teacher_2.

If we look at theaccuracy plot in Figure 4.3, frameworks #1 and #2, which pass a higher

proportion of instances (41-42%) to be answered by the teachers, achieve the highest
accuracy at 84% and 85%, respectively, closely aligning with Teacher_2. This outcome is
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expected, as greater use of the teachers typically leads to higher accuracy. Among these
two frameworks, Framework #2 performs slightly better due to its higher con dence (0.9),
indicating more extensive use of Teacher_2. In contrast, Frameworks #5 and #6, which
assign fewer instances (13%) to be answered by teachers, exhibit the lowest accuracy,
aligning more closely with Teacher_1 at 80% for both frameworks. Both frameworks
perform the same, even though they have di erent log_probabilities (0.7 and 0.9). This
happens because assigning only 13% of the instances to the teachers does not provide
enough opportunity to observe signi cant di erences, whether the instances are passed to
Teacher_1 or Teacher_2. This supports the observation that increased teacher involvement
correlates with higher accuracy, while reduced teacher involvement results in lower
performance. Despite having only 13% of the inputs handled by the teachers and achieving
lower accuracy overall, frameworks #5 and #6 still managed to outperform Teacher_1
in terms of accuracy. We can validate our observations, as the achieved accuracy of the
frameworks lies between the accuracies of Teacher_1 and Teacher_2.

As we observe theliscounted_accuracy plot in Figure 4.3, it is important to note that

these results were obtained using xed values of = 0:02and , = 0:04. We can see

that only frameworks #1 and #2 managed to surpass teacher_2. Although frameworks
#3, #4, #5, and #6 showed a smaller drop in points of discounted_accuracy compared to
teacher_2, which decreased from 86% to 82%, they were unable to surpass it because they
never achieved enough accuracy to compete with teacher_2. This shows that the limited
use of teachers caused all these frameworks to stay below 82% in accuracy and never
exceed Teacher_2's discounted accuracy.

As discussed in Section 3.7 and 3.8, xe#alues can be problematic since SMEs may not
know the precise discount () to assign to each teacher. Determining the suitable value for

is a complex process involving multiple factors and is not easy to estimate. Therefore,
we focus not only on the discounted accuracy but also on the heatmap that visualizes the
mass and area metrics. The Table 4.5 illustrates the mass and area metrics achieved by
each framework.

Con guration Index Mass Metric | Area Metric
#1 0.184 0.985
#2 0.164 0.990
#3 0.206 0.971
#4 0.196 0.971
#5 0.217 0.956
#6 0.210 0.953

Tab. 4.5: Framework metrics including mass and area.

Chapter 4 Experimental and Evaluation Setup



As we can see from the results in Table 4.5, Frameworks #1 and #2, which so far had the
highest discounted_accuracy (surpassing Teacher_2), exhibited the worst mass metric but
the best area metric. This indicates that the mass and area metrics do not necessarily
correlate with the same outcomes. However, it is evident that the area metric aligns closely
with the discounted_accuracy, as higher discounted_accuracy corresponds to better area
metrics. On the other hand, Frameworks #5 and #6, which demonstrated the lowest
discounted_accuracy, had the best mass metric but the worst area metric. This further
suggests that the mass metric aligns oppositely with the discounted_accuracy.

From this, we can infer that frameworks with higher mass metrics are those with high
agreement, meaning they pass fewer instances to the teachers (e.g., Frameworks #5 and #6).
Furthermore, frameworks with lower log_probability tend to have higher mass metrics
(e.q., #1 compared to #2). Conversely, frameworks with higher area metrics are more
robust; they exhibit lower agreement entropy, allowing more instances to be passed to the
teachers and achieving signi cantly higher discounted_accuracy.

In the collage of heatmaps of Figure 4.4, as the agreement entropy increases (e.g., in
Frameworks #5 and #6), the white line in the heatmap becomes more vertical. In said
heatmaps, because we are analyzing the di erence between the framework and teacher_2
in terms of discounted_accuracy, lambda_2 becomes important for the heatmap since
it a ects teacher_2's discounted_accuracy. A high agreement threshold often results
in a low teacher_1 ratio, causing both lambdas to have little to no impact on the total
discounted_accuracy of the framework. But we are analyzing the di erence between
the framework and teacher_2 in terms of discounted_accuracy. So lambda_2 becomes
important for the heatmap since it a ects teacher_2's discounted_accuracy. This explains
why the white line is vertical, indicating that only > has an e ect in this context. So;

has minimal impact on the framework's performance, highlighting that even signi cant
variations in 1 do not in uence the outcome when the agreement entropy is high.

These ndings suggest that the mass metric may need to be re-evaluated as a performance
indicator. While it captures the total discounted gains, it seems to favor settings where
the teachers are used less, rather than those that preserve overall accuracy. In particular,
it favors frameworks that simply outperform Teacher_2 in discounted accuracy, even
if their actual accuracy does not improve. As shown in the visualization in Figure 4.4,
this e ect becomes especially pronounced when the lambdas are set to very high levels,
heavily discounting the cost associated with Teacher_2. In such cases, the heatmap values
increase signi cantly, in ating the mass metric. This occurs due to the formula for the mass
metric, which calculates the di erence in discounted accuracy between the framework and
Teacher_2, and high lambdas exaggerate this di erence without improving actual accuracy.
A potential solution to this issue could involve constraining the lambda bounds during
heatmap generation to prevent arti cially in ated scores caused by extreme discounting.
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(a) Framework #1 (b) Framework #2 (c) Framework #3

(d) Framework #4 (e) Framework #5 (f) Framework #6

Fig. 4.4: Heatmaps of discounted accuracy di erences between the OCaTS framework and
Teacher_2 for each con guration shown in Table 4.6. Each heatmap corresponds to
one framework (#1 #6), using the speci ed combinations of agreement_neighbors, cen-
troid_similarity, and log_probability. Blue regions indicate that OCaTS outperforms
Teacher_2, while red regions indicate that Teacher_2 performs better.

In contrast, the area metric appears more robust and balanced, as it highlights frameworks
that maintain both high accuracy and discounted accuracy. For example, frameworks
#1 and #2 achieve the highest area scores (0.985 and 0.990, respectively), while also ob-
taining the best accuracy and discounted accuracy among all con gurations. It re ects

a framework design that e ectively utilizes the teachers, ultimately achieving excellent
discounted_accuracy. This behavior occurs because the area metric only increments by 1
for every lambda pair with positive discounted accuracy di erence of the heatmap, unlike

the mass metric, which sums the total di erences in accuracy points. As a result, when

the lambdas are very high and the values of the heatmap signi cantly increase, the area
metric remains stable and does not escalate.

4.4.2 Centroid Similarity experiments
We did the experiments with various centorid_similarity settings to prove that this param-

eter holds trivial importance as a criterion for our student. The Table 4.6 above illustrates
the combinations of criteria we considered.
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Con guration Index

agreement_neighbors

centroid_similarity log_probability

#1
#2
#3
#4
#5
#6

2.0
2.0
2.0
3.0
3.0
3.0

0.2
0.5
0.8
0.2
0.5
0.8

0.7
0.7
0.7
0.7
0.7
0.7

Tab. 4.6: Table of criterion's combinations.

Fig. 4.5: Plot of components including teacherl ratio, teacher2 ratio.
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Fig. 4.6: Plot of components including accuracy and discounted accuracy.

As expected in Figures 4.5 and 4.6, frameworks #1, #2, and #3, which di er olrin
troid_similarity , produced identical results across all plots, as illustrated. Similarly, the
identical results for frameworks #4, #5, and #6 further con rm that this parameter holds
trivial importance as a criterion for our student.

4.4.3 O ine Hyper-parameter Tuning

As discussed earlier, if we have the ability to perform hyper-parameter tuning, we need to
tune three hyper-parametersigreement_neighbocentroid_similarityandlog_probability
Using the same framework settings as before, we utilize Bayesian optimization [SLA12],
speci cally leveraging Optuna's [Aki+19] implementation of the Tree-Structured Parzen
Estimator (TPE) algorithmifiproceedings]. A development dataset comprising 1,001
instances was created from the original training dataset to facilitate hyper-parameter
tuning.

In previous work [Sto+23], we utilizedliscounted_accura@s a (maximizing) object
fucntion. However, as discussed in Section 3.7, it can be challenging to determine the
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appropriate lambdas that accurately represent the expectations every SME has from their
teacher. To address this, and to assist SMEs in building a general framework without the
requirement to precisely de ne the lambda for each teacher, this work also considers the
mass metri@andarea metric@as objective functions. This approach aims to evaluate the
framework's performance across these metrics.

It is crucial to determine the bounds of the hyper-parameter search space aiae-
ment_neighborsince we have 7 neighbors in our settings, it can theoretically take values
in [log 1; log 7] according to how we build upon this criterion. However, to avoid extreme
values, we restrict the search range fiog 1.5; log 5.0]. As observed previously, when
agreement_neighbaagproaches the upper bound (close to 5.0), it results in a very permis-
sive student that accepts nearly all instances, leaving little room for the teacher's input.
Consequently, theeacherl_ratibecomes signi cantly reduced. Faentroid_similarity
although it can range from 0.0 to 1.0, we similarly limit the search to the range [0.05, 0.9]
to avoid extreme values. From previous experiments in earlier work [Sto+23], we have
observed thatentroid_similarityhas a minimal e ect on the framework's performance, ren-
dering it less critical as a hyper-parameter. Lastly, we considerdbe dence_scorghich

also ranges from 0.0 to 1.0. Again, to avoid extreme values, we limit the search to [0.35,
0.95]. This parameter functions oppositely &agreement_neighboiSor instance, a value

of 0.95 results in a very strideacher_lwhich forwards most instances tieacher_2

4.4.3.1 Discounted Accuracy as Objective Function

As discussed earlier in Section 3.7, specifying lambda settings is not easy. Given, however,
speci ¢ budget and consumption requirements, speci ¢ lambda settings may be evaluated
and applied. As a general view to evaluate proper the framework we need to capture all
the di erent connectivity patterns of lambda_1 and lambda_2. To ensure a fair evaluation
of the framework under di erent cost assumptions, we de ne three representative patterns

of 1and »: Small/Small, Small/Big, and Big/Big. These combinations are selected under
the constraint that ; < »,, since Teacher_1 is assumed to be cheaper than Teacher_2.
Together, these patterns capture a broad range of cost settings, from minimal to aggressive
discounting. We omit the Big/Small case because it violates this ordering constraint. As
such, the chosen patterns cover typical and meaningful use cases of the chained teacher
setup.

name lambda_1 | lambda 2
Small/Small 0.02 0.04
Small/Big 0.02 0.2
Big/Big 0.1 0.2

Tab. 4.7: Table of di erent pattern's of lambdas.
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Small/Small results:

The optimal parameters that maximized the discounted_accuracy of the Small/Small pattern
(lambda_1: 0.02)Jambda_2: 0.2) were:

parameter value
Agreement_neighbors 2.486
Centroid_similarity | 0.465

Con dence_score | 0.865
Tab. 4.8: Table of Optimal Parameters Identi ed by the Tuning Algorithm on Small/Small settings.

The agreement_neighbors (2.486) and centroid_similarity (0.465) parameters were near the
middle of the de ned bounds, indicating a moderately-performing student who frequently
sends instances to teacher_1. The con dence_score (0.865) parameter was close to the
upper bound of 0.9, representing a strict teacher_1 who predominantly sends instances to
teacher_2. Asillustrated in Figure 4.7, con dence_score is the most in uential hyperpa-
rameter, contributing approximately 56% to the optimization objective. This importance
was computed using Optuna's hyperparameter importance analysis, which estimates how
much each parameter contributes to performance variation during optimization. It's cru-
cial to note that our importance evaluation is divided by component. Speci cally, the
total percentage of importance for the student is derived from agreement_neighbors and
centroid_similarity, whereas for teacher_1, the total percentage of importance includes
con dence_score. In this scenario, agreement_neighbors serves as the second most in u-
ential parameter, accounting for 40%. Lastly, centroid_similarity contributes a minor 4%
to the overall importance. So, a total of 56% of importance comes from teacher_1 criteria,
while 46% comes from student criteria.

Fig. 4.7: Parameters importance of Small/Smiail). 4.8: Parameters Slice Plot of Small/Small set-
settings. tings.

This result aligns with expectations, as con dence_score is a critical parameter in this
setting. Small values of agreement_neighbors (2.486) assign signi cant importance to

40 Chapter 4 Experimental and Evaluation Setup






	Titlepage
	Abstract
	Abstract
	Acknowledgements
	Acknowledgements
	1 Introduction
	1.1 Motivation and Problem Statement
	1.2 Proposed Approach: Extending the OCaTS Framework
	1.3 Contributions

	2 Background and Related Work
	2.1 Background
	2.1.1 k-Nearest Neighbors 
	2.1.2 Large Language Models

	2.2 Related Work
	2.2.1 Knowledge Distillation
	2.2.2 Multiple Teachers
	2.2.3 LLM cascade
	2.2.4 Semantic Caching
	2.2.5 Active Learning
	2.2.6 Uncertainty LLM


	3 System Design
	3.1 Design
	3.2 Cache
	3.3 Student
	3.4 Teachers
	3.5 Criteria
	3.6 Discounted accuracy metric
	3.7 Mass metric
	3.8 Area metric
	3.9 Offline hyperparameter tuning

	4 Experimental and Evaluation Setup
	4.1 Datasets
	4.2 Criteria
	4.2.1 Entropy of Agreement among Neighbors
	4.2.2 Centroid Similarity
	4.2.3 Log probability

	4.3 Teacher's Prompt
	4.4 Experiments
	4.4.1 Baseline
	4.4.2 Centroid Similarity experiments
	4.4.3 Offline Hyper-parameter Tuning
	4.4.3.1 Discounted Accuracy as Objective Function
	4.4.3.2 Mass metric as Objective Function
	4.4.3.3 Area metric as Objective Function



	5 Conclusions and Future work
	5.1 Conclusions
	5.2 Future Work

	Bibliography
	List of Figures
	List of Tables

