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Abstract

Writing diagnoses based on medical images can be very time-consuming, since the demand

for it is increasing, and the task of examining the images can be complicated [7, 32]. In re-

cent years, Artificial Intelligence, and more specifically Natural Language Processing, has been

proven to be helpful for a variety of tasks. The goal of this thesis is to make steps into creating

models for medical image tagging and medical text prediction, by utilizing recent model archi-

tectures for a variety of tasks. A useful model should be able to decrease the time needed for

an expert to write a diagnosis, or decrease the errors made by the expert.
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1 Introduction

To write diagnoses, medical experts must examine a patient and/or analyze data of the patient

that are given to them. The data can include biological characteristics, images or written

information from examinations, the patient’s history, their family history, and more. This thesis

focuses on assisting the task of diagnosing by analyzing data like these, and more specifically,

image data. In some cases, the most important information can be found in the images of

examinations, and experts can be called to write a diagnosis based on them, sometimes without

even looking at the patient themselves, a task that is included in Teleradiology practices [15].

Figure 1: A medical image, with its assigned tags (taken from the dataset of Chapter 2.2). By
having the tags, it is more clear to an expert that this image is a Tomography of the Jejunum
(a part of the small intestine).

There were two research directions in this thesis. One was to create models that can assign

appropriate medical tags to the images, a task being called Image Tagging. Having the tags,

experts should become faster deciphering the image information, and make fewer mistakes (see

Fig. 1). The second research direction involves a mechanism that suggests to the author of

a medical diagnosis the next word of their text. This mechanism is also known as Clinical

Predictive Keyboard, and it’s being researched in recent years (like the work of Pavlopoulos

and Papapetrou [25]). Predictive keyboards can decrease the overall time needed to draft a
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sentence [3], so the experts will be able to become more productive by using them.

To create an Image Tagging model and a Clinical Predictive Keyboard, architectures from

Artificial Intelligence (AI) models were used. The Image Tagging models of this thesis are

Classification models with image preprocessing done by the DenseNet-121 [11] CNN architec-

ture. The Clinical Predictive Keyboard models of this thesis are based on Natural Language

Processing (NLP) architectures, more specifically, BERT[8] and GPT-2[29], but also an n-gram

language model.

In the past, methods that can combine information from many different streams of data

have been studied for several other tasks [1, 12]. The task that these methods address is similar

to the one a medical expert is asked to do for a diagnosis (i.e, an expert can be given many

different types of data, as mentioned at the start of the Introduction). Models that handle

different types of data are called multimodal [17], and although this thesis doesn’t follow a

multimodal approach, the models of it are a step into one, because there’s an intention to

improve the Clinical Prediction Keyboards by making them also utilize the information from

the images. Image Captioning models are also a widely studied subject ([37, 38, 2] and [19,

18], the latter being more related to this thesis as it is related to biomedical images). [22] is

also closely related to this thesis, since it introduces a model that can perform Image Tagging

on medical images (and also use the tags to perform captioning). The most related works for

Chapter 2 are [20, 21], from which the models of that chapter took inspiration. Chapter 3

takes heavily inspiration from [25], which is a paper focusing on medical predictive keyboards

and one of its tested datasets is the one that will be used for the predictive keyboards of this

thesis. Other related work for Chapter 3 is [35] which involves clinical text prediction. [3]

should be mentioned as a nice study of the consequences of predictive text, which include the

change of typing behavior, as it was observed that individuals who utilized a predictive text

mechanism were writing shorter texts. Lastly, [9] shows how a predictive text mechanism can

be implemented for another language.
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2 Image Tagging

2.1 Introduction

Part of this thesis included the participation to the ImageCLEFmed[26] Caption task of 2020.1

The team consisted of Vasilis Karatzas, Ioannis Pavlopoulos, Vasiliki Kougia and Ion Androut-

sopoulos, and the models that will be described later on managed to take the 1st, 2nd and 6th

place of the competition.2,3 The contest was held by the evaluation campaign ImageCLEF [13]

as part of CLEF.4 For the task, participants were asked to create models that could assign the

appropriate tags, called concepts, to medical radiology images (Fig. 2).

Figure 2: Two random images from the dataset, along with information that is defined in
Chapter 2.2, which includes the corresponding CUIs of each tag and their descriptions from
UMLS. The left image belongs to the Computer Tomography (CT) category, while the right
image belongs to the Positron Emission Tomography (PET) category.

The participation included readjustment and fine-tuning of previous models implemented

by AUEB’s NLP Group [19, 20, 21], along with new ensemble models. The Mean@k-NN model

1More information about 2020’s ImageCLEFmed can be found at https://www.imageclef.org/2020/

medical
2All the team members are members of the AUEB’s NLP Group (http://nlp.cs.aueb.gr/)
3The 1st ranked model will become available in the bioCaption PyPi package
4More information about CLEF can be found at http://www.clef-initiative.eu/
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of [21] was used, that finds the k closest images in the training set and assigns the concepts to

the current testing image according to them. The ConceptCXN model of [21] was also used,

that utilizes the DenseNet-121 CNN to create embeddings for the images, which are passed

through a Feed Forward Neural Network (FFNN) that outputs probabilities for each concept,

from which the most probable concepts can be chosen based on a threshold. The methods are

explained thoroughly in Chapter 2.3.

2.2 Data

Name ROCO Description
CUIs of

ALWAYS@concepts
UMLS Description

DRAN angiography C002978 Angiogram
DRCO combined modalities - -

DRCT computerized tomography
C0040398
C0040405

Tomography
X-Ray Computed Tomography

DRMR magnetic resonance C0024485 Magnetic Resonance Imaging
DRPE pet C0032743 Positron-Emission Tomography
DRUS ultrasound C0041618 Ultrasonography
DRXR x-ray, 2d tomography C0043299 Diagnostic radiologic examination

Table 1: The seven categories of the dataset. The first column includes the names of the
categories that were found inside the dataset, and the second column includes the meaning of
each category, taken from [27]. The third column lists the Concept Unique Identifiers (CUIs) of
the concepts that were found to be included in every single image of the corresponding category
(ALWAYS@concepts), and the fourth column is the description of the CUIs, drawn from UMLS
Metathesaurus [4].

The dataset used for ImagCLEFmed Caption tasks of previous years included images ex-

tracted from figures of scientific articles in the open-access biomedical literature database

PubMed Central.5 The concepts that had to be predicted for each figure were selected based

on the caption of the figure (no more information about this process was given by the task

organizers), and were part of the Unified Medical Language System (UMLS)[4]. In recent years

though, starting from 2019, the dataset was preprocessed by models that were trained to dis-

card non-radiology or compound images. A subset of the remaining dataset, which is called

the extended Radiology Objects in COntext (ROCO)[27], was given to the participants for the

2020’s task. The dataset of 2020 was also split into seven mutually exclusive categories, based

on the radiology category. The seven categories can be seen in Table 1, along with a description

5More about the PubMed Central database can be found at https://www.ncbi.nlm.nih.gov/pmc/
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Figure 3: The number of images (blue, left of each bar pair) and possible concepts (red, right
of each bar pair) found in each category.

of each category. Two sample images taken from the dataset, along with their corresponding

captions and categories, can be seen in Figure 2.

In Figure 4, some statistics regarding the number of concepts per category are shown. The

organizers had removed concepts from the dataset that were not found in many images, because

the task was considered hard in the previous years [33]. For comparison, in 2018 there were

111,156 unique concepts in total [39], in 2019 they were reduced to only 5,528 [20], and in 2020,

3,047 unique concepts were found in the dataset.

Six out of the seven categories had a concept that was found in every single image of that

dataset. The DRCT category even had two concepts that were found in every single image of

it. These concepts will be called the ALWAYS@concepts from now on. In Table 1 the Concept

Unique Identifiers (CUIs) of these concepts can be seen.6

By analyzing the information from the UMLS description, the category names, and images

found in those categories, the following conclusion can be made: the ALWAYS@concepts of a

category can be used to describe that category. For example, the unique concept for DRAN,

which is C002978, holds the meaning of “Angiogram”, and the images inside that category were

indeed found to resemble Angiograms.

6UMLS Metathesaurus (uts.nlm.nih.gov/home.html) was used to map each CUI to its term
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Figure 4: Boxplots depicting statistics about the number of concepts found in images of each
category.

The dataset was given to the participants with a split of 64,753 images for training and

15,970 images for validation, along with their corresponding concepts. The final results would

be computed from 3,534 images that were given to the participants without their concepts. As

part of the preprocessing undertaken for the participation of AUEB’s NLP Group, the training

and validation sets were combined, and then split to mutually exclusive sets of 90% and 10%

of the combined data. Hereafter, the 90% of that data will be called the training set, and the

10% of that data will be called the development set.

2.3 Methods

2.3.1 System 1: 2xCNN+FFNN

The CNN+FFNN model (also named ConceptCXN [21] or DenseNet121+FFNN [20]) was the

system that managed to win the ImageCLEFmed Caption task of 2019, and was also developed

by AUEB’s NLP Group. Its architecture includes a CheXNet [31], which is a model utilizing

9



a DenseNet-121 [11]. DenseNet-121 consists of a stack of 120 Convolution Neural Networks

(CNNs) and an FFNN on top to output classifying probabilities. Since the output needs to

know the exact number of classes, in 2019, the DenseNet121+FFNN model was changed so that

the FFNN can output 5,528 probabilities, instead of 14 (which was the number of classes in

[31]). In 2020, the fact that the dataset was split into different categories, meant that a model

could be trained for each of these categories explicitly. That also meant that the number of

possible concepts was dependent on the current category. As it can be seen from the red bars

(the right one of each pair) of Figure 3, the number of unique concepts per category varies.

This observation led to the development of seven different models, one for each category, where

the size of the final output from the FFNN would be equal to the height (number of possible

concepts) of the red (right) bar of that category.7

Following the work of [20], the model was trained by minimizing the binary cross entropy

loss, and Adam [16] was used as the optimizer, with decreased learning rate by a factor of 10

when the loss doesn’t improve. The model was trained with a patience of 3 epochs and a batch

size of 16. For hyper-parameter tuning, each model (seven models in total) was tested on a

number of different thresholds (ranging from 0 to 1 with a step of 0.01), choosing the one that

resulted to the highest F1 score on the development set. Any concept that its corresponding

probability (in the output of the FFNN) was higher than the threshold, was chosen as a concept

for that image (Fig. 5).

Figure 5: How CNN+FFNN works at test time.

Going a step further from 2019’s submission, ensembles were made from these models for

each category. Five CNN+FFNN models were trained, and the two with the best F1 scores

on the development set were kept. Then, these two best performing models were assigned to

predict the concepts for the specified category of the test set. Their predictions were combined,

either by taking the Union or the Intersection of the concepts they predicted. From now on,

these models will be called 2xCNN+FFNN@U and 2xCNN+FFNN@I, respectively.

7Differently than 2019’s AUEB’s NLP Group submission, this year no image augmentation was done, due
to time restrictions, because of the fact that there were seven models to train and tune parameters for
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2.3.2 System 2: CNN+k-NN

Seven CNN+k-NN models were developed, one per category, and each employing a CNN from

the respective CNN+FFNN model of Chapter 2.3.1. Each CNN+k-NN model used the embed-

ding of the test image resulting from the respective CNN to retrieve the k closest training images

based on the cosine similarities of the embeddings produced by the CNN. The embeddings were

taken from the output of the last average pooling layer of the CNNs.8 The DenseNet-121 CNN

of the model was also pre-trained on ImageNet (like CNN+FFNN).

Figure 6: How CNN+k-NN [20] works at test time for the DRAN category (DRAN was used
as an example).

After retrieving the k nearest images, the models would return the r most frequent concepts

found in them. For tuning, k was tested on values from 1 to 200, and r for values from 1 to

10. The hyper-parameter r was also tested for two non-constant functions. The first one was

the average number of concepts in the k images:

r =
1

k

k∑
i=1

ni (1)

The second one was a weighted sum where the weights were dependant on the cosine similarities

of the images:

r =
k∑

i=1

cos(g, gi)∑k
j=1 cos(g, gj))

∗ ni (2)

8Images were rescaled to 224x224 and normalised by the mean and standard deviation of ImageNet
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where ni was the number of concepts of the i-th retrieved image, g was the test image, gi was

the i-th closest training image, and cos(g, gi) was the cosine similarity between images g and

gi.

To improve the CNN+k-NN some ideas were tested by the participating team. The team

fine-tuned the CNN on a big dataset of radiography images called MIMIC-CXR [14]. The team

also tried the insertion of an attention layer [30] to the CNN, the latter model being named

CNN+k-NN@att.9 These ideas were tested upon the base model and didn’t seem to improve

it overall, but the CNN+k-NN@att managed to get the highest score of any other model in the

DRCO category, which will also be seen later.

The inspiration of this model came, again, from from the 2019 submission of AUEB’s NLP

Group [20, 19].

2.4 Submissions and Results

All models were evaluated on the development set, not only for hyper-parameter tuning, but

to also decide which of them would be selected for the final submissions. The fact that the

dataset was split into seven categories made it possible to create seven different models from

each method. Subsequently, for each of the submissions there was a need to get predictions

from seven different models and combine them to the final output file. Two of the submis-

sions were based on models from Chapter 2.3.1, 2xCNN+FFNN@U for one submission and

2xCNN+FFNN@I for the other. The last submission was a combination of the best model

per category based on the F1 scores on the development set. This submission was named

BEST@CATEGORY.

DRAN DRPE DRCO DRCT DRMR DRUS DRXR ANY
BEST@CATEGORY 0.3012 0.2485 0.1650 0.4456 0.3413 0.3093 0.3656 0.3715
2xCNN+FFNN@U 0.3012 0.2485 0.1554 0.4455 0.3388 0.3063 0.3651 0.3704
2xCNN+FFNN@I 0.2995 0.2388 0.1560 0.4456 0.3400 0.3093 0.3656 0.3710

Table 2: The F1 scores the submitted models achieved when executed on the development set.

The official evaluation metric of the competition, that was used by the organizers to test the

submitted models, was F1, macro-averaged over the images, (not over the different categories).

To generate predictions for the test set, the training and development sets were merged and 20%

9The code used fot the attention layer can be found at https://bit.ly/323coXF
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Figure 7: The F1 score of the top ranked model in the ImageCLEFmed Caption task for each
year.

of the merged data was kept as a held-out set to tune the hyper-parameters of the CNN+FFNN

and CNN+k-NN models (see Table 4 and Table 5 for the hyper-parameters). Figure 7, shows

that the best performing system achieves a higher score every year, probably due to the fact

the organizers are indeed simplifying the dataset (see Chapter 2.2).

Approach
F1 Score

Ranking
Development Test

Best@Category 0.3715 0.3933 2
2xCNN+FFNN@U 0.3704 0.3870 6
2xCNN+FFNN@I 0.3710 0.3940 1

Baseline 0.3666 – –

Table 3: The F1 scores and rankings of the systems of this thesis on the development and
test set. The baseline approach is a “model” that only predicts the ALWAYS@concepts of a
category. Since the gold concepts of the test data were not shared, a test score of the baseline
(that was not submitted like the other approaches) could not be drawn.

In Table 3 it is shown that 2xCNN+FFNN@I was the top ranked model, and 2xCNN+FFNN@U

was ranked much lower, even though, on the development data, its score was close to the score

of 2xCNN+FFNN@I. It’s worth mentioning though, that by making a baseline model that

predicts the ALWAYS@concepts in each category, a very high score can be achieved on the

development set (last line of Table 3). Lastly, BEST@CATEGORY (Table 4) was ranked 2nd.
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Figure 8: The diversity (number of distinct concepts predicted / number of all possible concepts)
for each of the submitted models per category.

It’s also worth mentioning that most models usually act like the baseline model. They rarely

predict other concepts for an image than the ones that surely exist (the ALWAYS@concepts in

a category). This was concluded by observing the predictions of the models. That’s why, it was

a good idea to see the diversity of each submitted model on the test set (Fig. 8). The diversity

is defined as the total number of different concepts predicted by a model divided by the total

number of different concepts in the training set of that category. By observing the predictions

of the models, along with the diversities, it was seen that the models with small diversity were

only (or mostly) predicting the ALWAYS@concepts of the category.

Category: DRAN DRPE DRCO DRCT DRMR DRUS DRXR
Best Model: 2xCNN+FFNN@U CNN+k-NN@att CNN+k-NN 2xCNN+FFNN@I

Hyper-parameters:
t1 = 0.34
t2 = 0.7

t1 = 0.3
t2 = 0.23

k = 91
r = average

k = 5
r = 2

k = 6
r = 1

t1 = 0.18
t2 = 0.22

t1 = 0.45
t2 = 0.86

Table 4: The best models for each category according to the development scores, along with the
hyper-parameter values used for the final submissions. t1 and t2 are the classification thresholds
of the two models included in 2xCNN+FFNN, k is the number of the nearest images and r is
the number of concepts or the function that defines the number of concepts.
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Category: DRAN DRPE DRCO DRCT DRMR DRUS DRXR

Parameters:
t1 = 0.34
t2 = 0.7

t1 = 0.3
t2 = 0.23

t1 = 0.14
t2 = 0.08

t1 = 0.73
t2 = 0.5

t1 = 0.28
t2 = 0.98

t1 = 0.18
t2 = 0.22

t1 = 0.45
t2 = 0.86

Table 5: The thresholds used in the 2xCNN+FFNN ensembles, one for each CNN+FFNN. The
two CNN+FFNN models and their corresponding thresholds are different for each category.

2.5 Takeaways

In this chapter, the submissions of AUEB’S NLP GROUP for the ImageCLEFmed Caption

task of 2020 were described, following the work of previous years [19, 20, 21]. The submissions

were ranked 1st, 2nd and 6th and were all based on DenseNet-121 CNN models [11] to generate

representative embeddings for images. The first place was achieved by using ensembles of

CNN+FFNN, a model that uses filters to encode images and then uses the encoding to create

probabilities for multi-label concepts. An image retrieval method based on k-NN and CNN

was ranked second, while a different ensemble on the same (CNN+FFNN) models was ranked

sixth.
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3 Clinical Predictive Keyboard

3.1 Introduction

A Clinical Predictive Keyboard is a mechanism that foretells the next word of an incomplete

medical text [25]. Experiments have shown that predictive keyboards can reduce the overall

time needed to draft a sentence or phrase [3], since the average number of user keystrokes

is reduced, but there’s little to no research on how a Clinical Predictive Keyboard can effect

a medical expert’s writing. The predictive keyboards that were implemented as part of this

thesis are wordwise, meaning their predictions consist of a single word, and not multiple words,

subwords, letters, punctuation or other characters. They also don’t use the images. An example

of a Predictive Keyboard can be seen in Figure 9.

The methods implemented as part of this chapter’s work, include n-grams, BERT models

and GPT-2 models. An LSTM and an RNN were taken from [25] to compare scores with. 10

Figure 9: An example use case of a predictive keyboard.

3.2 Data

The dataset used was the Indiana University Chest X-Ray Collection (IU X-Ray).11 The IUX-

Ray consists of 7,470 images and 3,955 reports, since some reports apply to more than one image

from the same patient. Models were trained on texts that were generated by concatenating

the Impression text with the Findings text, that were found in each report (report information

can be seen in Table 6). These texts will be called reports from now on. To preprocess the

data, a library was used, made by AUEB’s NLP Group.12,13 After applying AUEB NLP’s

10Code for the models of [25] can be found at https://github.com/ipavlopoulos/lm/blob/master/

neural/models.py
11More about the IU X-Ray can be found at https://www.kaggle.com/raddar/

chest-xrays-indiana-university
12The code from the used library can be found at https://github.com/nlpaueb/bio_image_caption
13More about the AUEB’s NLP Group can be found at http://nlp.cs.aueb.gr/index.html
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preprocessing, 7,430 unique image/report pairs are returned, since some reports didn’t contain

the Findings or the Impression text and were removed by the library’s preprocessing.

Further preprocessing was done to keep only one report for each patient. This was done

because all images of a single patient seemed to have the same exact report, and removing them

will make the training process faster, without losing any data. With this, the final number of

reports used to train and test the models was 3,888. The reports were later split into a training

set (70% of reports), a validation set (20% of reports) and a test set (10% of reports). Before

using the data, all punctuation and special characters were also removed, and every letter was

changed to lowercase.

COMPARISON: None
INDICATION: Positive TB test

FINDINGS:

The cardiac silhouette and mediastinum size
are within normal limits. There is no pulmonary edema.
There is no focal consolidation. There are no XXXX of a
pleural effusion. There is no evidence of pneumothorax.

IMPRESSION: Normal chest x-XXXX
IMAGE IDS: CXR1 1 IM-0001-3001, CXR1 1 IM-0001-4001

Table 6: A look inside a report of the IUX-Ray dataset. Only the 3rd and 4th row were used
for the Clinical Predictive Keyboards

3.3 Methods

3.3.1 System 1: Language Models based on n-grams

The n-gram Language Models of this thesis predict the next word of a sequence, by observ-

ing the last (n-1) words of that sequence. When predicting, each word wk has a probability

to be the next word of the sequence wi−n, ..., wi−1 depending on the number of times the se-

quences wi−n, ..., wi−1, wk and wi−n, ..., wi−1 were found in the training data. More precisely,

the probability is equal to:

P (wi|wi−n, ..., wi−1) =
C(wi−n, ..., wi−1, wk)

C(wi−n, ..., wi−1)
(3)

where P is the probability function, C is a database holding the number of occurrences of all

sequences with length n or (n-1) in the training data, wk is a word the model wants assign
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a probability of being the next word, wi−n−1, ..., wi−1 are the (n-1) last words of the input

sequence. For each sentence of the dataset, (n-1) padding tokens were added at the start, as

it can be seen in Table 7, so that when the models predict a word that’s at the start of the

sentence, they can view the padding tokens as part of the (n-1) previous words. The database

C also includes sequences that start with padding tokens.

Starting sequence A healthy patient
Processed sequence START1 ... STARTn a healthy patient

Table 7: An example of a preprocessed artificial sequence for an n-gram.

For each input, the n-gram predictive keyboard of this thesis gives three different ranked

predictions/words (like it was shown in Figure 9). The models that follow after the n-gram

also employ this. Normally, a word could be selected based on the probability function. For

example, if the probability function assigns the value 0.32 to the word “hello”, then there’s

32% chance the model will select that word (the probabilities must add to 1, if not, a function

like softmax can be used on the probability function before predicting). This will be called a

Stochastic strategy. By implementing a Greedy strategy though, that selects the word with

the highest probability, better accuracy can be achieved (as it can be seen in Table 11 that

compares the Stochastic with the Greedy strategy) in exchange for worse scores on metrics (like

Perplexity) that reward based on how close the predictions are to the probability distribution

of the next word. The Greedy strategy was chosen, since the accuracy was higher, so the

model’s predictions could be used more often, resulting in faster text writing. It was also

chosen because an interface that behaves less randomly can help the user memorize some of

the input/prediction pairs and use the model predictions faster in the future. For example, if

a user that writes a sequence chooses a predicted word, they might remember that by writing

the same sequence in the future the model will suggest the same word. By remembering the

model’s behavior, the user will choose some predicted words automatically. It resembles how

some users know where the letters of the keyboard are without looking.

In n-gram models, the probability function is usually smoothed to balance the probabilities

between rare and frequent words, and also give a probability to words that would otherwise have

0, due to not being found inside the training set. In the models of this thesis, there’s no need

for smoothing, since the Stochastic strategy is not used, and flattening the probability function

by smoothing doesn’t change anything in the models’ decisions. In case the wi−N−1, ..., wi−1
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sequence was never found in the training data, the probability for wi to appear, without any

history knowledge, is used. This is equal to:

P2(wi) =
C ′(wi)∑V
w C

′(w)
(4)

where C ′ is a database holding the number of occurrences of each word in the text. The sum of

the denominator iterates through every possible word w of the vocab V , which doesn’t include

the padding tokens. No validation was required for these models, so they were trained on both

training and validation data.

3.3.2 System 2: BERT as a Language Model

The Bidirectional Encoder Representations from Transformers (BERT [8]) is a model utilizing

the effectiveness of Transformers [36] and all text (both left and right) surrounding a word. It

has proven to be very effective in Natural Language Processing (NLP) tasks, achieving state

of the art results. The Transformer architecture (Fig. 10) consists of stacks of Encoders and

stacks of Decoders that use attention mechanisms to alter an input sequence to an output

depending on the task. An example of a task that can use Transformers is text translation.

The Encoders take the input and form it into a representation that is fed to the Decoders.

One by one, the Decoders predict the next symbol of the final output, and then use that

symbol, along with all previous predictions, and Encoder representations, to generate the next

one. The Encoders consist of a self-attention layer for the input and a feed forward neural

network (FFNN). The Decoders consist of a self-attention layer for the previous outputs, an

Encoder-Decoder attention layer for the representations taken by the Encoders and the outputs

of Decoder’s self-attention layer, and an FFNN. BERT is a multi-layer bidirectional model that

uses the Encoders of a Transformer in each of its layers, to create embeddings. How the BERT

architecture was used for this thesis can be seen in Figure 11 where the cell “Word Predict” of

the figure is handled by BertForMaskedLM that returns a Python dictionary of probabilities

for each token, from which the three words with highest probabilities were extracted.14

The basic BERT model is pre-trained in two tasks. It was pre-trained in masked language

modeling (MLM), by randomly masking words of a sequence and asking the model to predict

14More about BertForMaskedLM can be found at https://huggingface.co/transformers/model_doc/

bert.html#bertformaskedlm
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Figure 10: A very simple explanation of the Tranformer architecture. It is advised to read [36]
for more details on Transformers.

them (more specifically, predict their ids). It was also pre-trained on the next sentence predic-

tion (NSP) task, a task where the model gets two sentences and has to predict if the second

follows the first. For the BERT models of this thesis, something similar with the MLM task

was done. First, two BERT models (Table 8) were loaded from Huggingface’s models that were

pre-trained on the MLM and NSP task on an uncased dataset.15 Then, for each sequence of

the IUX-Ray preprocessed data, new sequences were created like in Table 9. BERT was pre-

trained on sequences that contained [CLS] and [SEP] pseudo-tokens. The [CLS] pseudo-token is

a special token that were added to the start of every sequence and the [SEP] pseudo-token was

added between sentence pairs to separate them. These pseudo-tokens were added to the new

sequences of Table 9, along with [PAD] tokens, that bring each sequence to the same length.

After that, the models were trained on the data.

The BERT models were pre-trained on a vocabulary that contained subwords and not words

(although some subwords were also words). To generate a word instead of subwords (which

BERT normally generates), the model was asked to generate tokens until it outputs one that

could not extend other tokens. Tokens that can extend other tokens start with “##” (e.g.

15The models loaded were bert-base-uncased and bert-large-uncased from https://huggingface.co/models
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Figure 11: How BERT can be used to generate three predictions of the next word in an artificial
sample sequence. The max length of the input is 5 in the picture, but more can be given. It is
advised to read [8] for more details on BERT, including how the input tokens are created from
the input sequence.

##ity), which are two characters that are later removed from the outputs, so that the tokens

can get concatenated to form the predicted word.

Model Layers Hidden size Self-attention heads Parameters
BERTBASE 12 768 12 110 Million
BERTLARGE 24 1024 16 340 Million

Table 8: The architecture variables of the two models.

After tuning for hyper-parameters on the validation set, the two models (BERTBASE and

BERTLARGE) were trained for 5 epochs on batches of size 8, with the AdamW [24] optimizer

and learning rate equal to 2e-5. The maximum input length of the sequences was set to 100 for

the BERTBASE model due to the hyper-parameter tuning and 100 for the BERTLARGE model

due to memory restrictions. The padding tokens are usually added to the end of a sequences,

but maybe by adding them at the start, the model can learn that the masked token will always
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Starting sequence: This is a healthy patient

Post padding target
New Sequence 1: [CLS] [MASK] [SEP] [PAD] [PAD] this
New Sequence 2: [CLS] this [MASK] [SEP] [PAD] is
New Sequence 3: [CLS] this is [MASK] [SEP] a
New Sequence 4: [CLS] is a [MASK] [SEP] healthy
New Sequence 5: [CLS] a healthy [MASK] [SEP] patient

Pre padding target
New Sequence 1: [PAD] [PAD] [CLS] [MASK] [SEP] this
New Sequence 2: [PAD] [CLS] this [MASK] [SEP] is
New Sequence 3: [CLS] this is [MASK] [SEP] a
New Sequence 4: [CLS] is a [MASK] [SEP] healthy
New Sequence 5: [CLS] a healthy [MASK] [SEP] patient

Table 9: An artificial sequence, and all its possible training sequences if BERT were to receive
five tokens per training sequence. Both post padding and pre padding examples are shown.

be the second to last (see Table 9) and train better. This hypothesis was tested by testing for

padding after the sentence (post-padding) and before the sentence (pre-padding). The models

with post-padding were named BERTBASE@post and BERTLARGE@post. The models with

pre-padding were named BERTBASE@pre and BERTLARGE@pre.

3.3.3 System 3: GPT-2 as a Language Model

Generative Pre-trained Transformer 2 (GPT-2 [29]), is the successor of GPT [28] and predeces-

sor of GPT-3 [5]. Its architecture is very similar to BERT’s. GPT-2 also utilizes Transformers

but the main two differences between GPT-2 and BERT is that the former uses the Decoder

architecture of the Transformers (instead of the Encoder one), and for a specific word it only

takes as input the previous text (instead of all the text). In Figure 12 the architecture of the

GPT-2 Language Model can be seen. It should be noted that the Word Predict of the figure

was handled by GPT2LMHeadModel.16 Each sequence of the dataset was altered to begin with

the [BOS] token that identifies the Beginning Of Sequence. Table 10 shows how inputs where

given to the model while training.

By tuning our hyper-parameters on the validation data, the model trained for 15 epochs,

with a learning rate of 5e-5 and a batch size of 1. The default maximum input length was used,

16More about the GPT2LMHeadModel can be found at https://huggingface.co/transformers/model_

doc/gpt2.html#gpt2lmheadmodel
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Figure 12: How GPT-2 can be used to give three predictions for the next word of an artificial
sequence. The max length of the input is equal to 3 in the figure, although more can be given.
Notice how similar the GPT-2 LM model is to the BERT model.

Starting sequence: This is a healthy patient
target

New Sequence 1: [PAD] [PAD] [BOS] this
New Sequence 2: [PAD] [BOS] this is
New Sequence 3: [BOS] this is a
New Sequence 4: this is a healthy
New Sequence 5: is a healthy patient

Table 10: An artificial sequence, and how sequences for training/testing are drawn from it, if
the number of the tokens the model receives was three.

which is 1024 tokens, and all other hyper-parameters were also set to their default values, which

can be found in the code that was used for training, that is from Huggingface’s transformers

repository.17 The inputs of the training set were passed as a whole text to the model.

17From Huggungface’s transformers repository, the codes from https://github.com/huggingface/

transformers/blob/master/examples/language-modeling/run_language_modeling.py and https:

//github.com/huggingface/transformers/blob/master/examples/text-generation/run_generation.py

were used
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3.3.4 Comparison Systems (LSTM and GRU)

Along with the systems implemented during this thesis, the Recurrent Neural Networks (RNNs)

models of Pavlopoulos and Papapetrou [25] were also trained and assessed. These models

can serve as strong baselines. The two RNN models involve a Long Short-Term Memory

(LSTM [10]) and a Gated Recurrent Unit (GRU [6]). “Recurrent neural networks (RNNs)

are connectionist models with the ability to selectively pass information across sequence steps,

while processing sequential data one element at a time”[23], while the LSTMs and GRUs extend

RNNs by introducing gates to control the information from the context (past tokens). LSTM

gates and the functions that use them can be defined with the following equations:

ij = σ(Wixj + Uihj−1 + bi)

fj = σ(Wfxj + Ufhj−1 + bf )

oj = σ(Woxj + Uohj−1 + bo)

cj,−1 = tanh(Wcxj + Uchj−1 + bc)

cj = fj ∗ cj−1 + ij ∗ cj,−1

hj = oj ∗ tanh(cj)

(5)

where j is the current timestamp inside the RNN, W and U are the weight matrices, xj is the

token at timestamp j, hj−1 is the input history (previous output of RNN), cj is the state of

timestamp j, calculated from the state of the previous timestamp and the inputs of the current

(according to the gates), and hj is the output of the current timestamp. The input gate is ij

(controls which values from the current timestamp input and the previous output of RNN will

be used), the forget gate is fj (controls if cj−1 will be forgotten), and the output gate is oj

(controls which values from cj will be used for the current timestamp output). In [25] the xj is

the j−th word in the input sequence, and the output of the model is a vector of size equal to the

size of the word vocabulary. The vector was passed through a softmax to form the probability

per word. The word with the highest probability is then chosen as the prediction of the model.
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Similarly, GRU’s gates and the functions that use them are:

rj = σ(Wixj + Uihj−1 + bi)

uj = σ(Wfxj + Ufhj−1 + bf )

cj = tanh(Wcxj− + Ucrj ∗ hj−1)

hj = uj ∗ cj−1 + 1− uj ∗ cj

(6)

where rj is the reset gate and uj is the update gate.

3.4 Results

Three metrics were used to measure the models’ performances on the test data. The first one

was the Accuracy (ACC) of the first prediction, which gives us the percentage of times the

predictive keyboard is able to help the user, if the user only looks at the first prediction. The

second one was the Mean Reciprocal Rank of the three first predictions (MRR3), which is a

score that rewards the predictive keyboard based on the ranks that it gave to the correct next

words, higher ranks (e.g. 1st) meaning better score (not increasing the score if the rank was

4th or lower). Finally, the third one was a new metric invented for this thesis; the percentage

of cases where the correct word is inside a model’s three first guesses (IN3). The IN3 metric is

informative if the user looks on the first 3 predictions at almost the same time, in which case,

the metric is equal to the percentage of times it can help the user continue their sentence. In

the other hand, the MRR3 metric is informative if the user looks on the first 3 predictions,

with significant time difference, looking on the highest ranked predictions first. These scores

are defined below:

ACC =

∑N
i=0 eq(pred[i, 1], gold[i])

N

MRR3 =

∑N
i=0

∑3
j=1

1
j
eq(pred[i, j], gold[i])

N

IN3 =

∑N
i=0

∑3
j=1 eq(pred[i, j], gold[i])

N

eq(x, y) =

 1 if x = y

0 otherwise

(7)
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where N is the number of times the model was asked to guess the next word, gold[i] is the

hidden word the models try to find and pred[i, j] is the j-th prediction for the hidden word

gold[i].

Model ACC

Stochastic GPT-2 53.6
Greedy GPT-2 58.5

Stochastic 3-Gram 34.7
Greedy 3-Gram 44.6

Stochastic 4-Gram 38.2
Greedy 4-Gram 44.9

Table 11: Comparison of three models by using the Greedy and the Stochastic strategy to select
the next best word.

To compare the Greedy versus the Stochastic strategy, Stochastic models were created. For

each prediction of the Stochastic n-gram models, the probability function was used to assign

probabilities to each word, and then a word was selected randomly, based on the probabili-

ties (higher probability means the word was more likely to be selected). The outputs for the

Stochastic strategy of GPT-2 were drawn randomly in the same manner based on the probabil-

ities of the 50 most probable words. In Table 11 it can be seen how being Greedy and selecting

the most probable word according to the model, instead of randomly selecting it based on the

word probabilities, can result in better scores.

It should be noted that when a task involves text generation (like in machine translation)

the Stochastic strategy is preferable. This is mainly due to two reasons. First, by choosing

greedily, frequent words (e.g. the, and, an) can appear too frequently, and there’s also a chance

that the generated text can be trapped in a loop forever. Secondly, the Greedy strategy can

only assure us that the predicted word is the best for the current step of prediction, but not

for the entire predicted text. For example, the word w3 could be considered the best next word

for the text [w1, w2], but the generation might not stop there, and the greedy choice was based

only on the history of the text and not how w3 will effect the future predictions, so the Greedy

strategy will not necessarily make the best choice.

It can be proven that the Greedy strategy is better for perfect predictive keyboards. Let’s

assume there’s a perfect predictive keyboard, named P (perfect doesn’t mean that it always
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guesses the next word correctly, but that it always assigns the right probabilities to the words

for being next). Now let’s assume a sequence S, that represents the history given to a predictive

keyboard, and that the correct word probabilities for the next word are p1, p2, ..., pN sorted in

descending order, for words w1, w2, ..., wN . Since P is perfect, it predicts those exact probabil-

ities for the same words. If S was observed infinite amount of times, the word w1 would be its

next word p1% of the times, the word w2 would be its next word p2% of the times, and so on.

Let’s test the two different strategies on P and on infinite amount of trials, by giving S as the

history input in every trial. The accuracy (ACC) scores would approximately be as follows:

ACCGreedy = p1

ACCStochastic =
N∑
i=1

p2i

(8)

since Greedy will always choose w1 that happens to be the correct next word p1% of the time.

And since the scenarios where the Stochastic strategy guesses correctly are the ones where the

next word (let’s call it x) of S was the prediction of the model (both have probability px to

happen, and to happen together they have p2x). Summing for each probable word x we get

ACCStochastic. Since pi ≤ 1, for i ε[1, N ], it can be proven that ACCGreedy ≥ ACCStochastic.

A) pi ≤ p1, i ε [1, N ]

B) pi/p1 ≤ 1, i ε [1, N ]

C) p2i /p1 ≤ pi, i ε [1, N ]

D)
N∑
i=1

p2i /p1 ≤
N∑
i=1

pi

E)
N∑
i=1

p2i /p1 ≤ 1

F )
N∑
i=1

p2i ≤ p1

(9)

And the only case where ACCGreedy is equal to ACCStochastic, is when each pi for i ε[2, N ] is

equal to either zero or p1 (e.g. p1 = 0.5, p2 = 0.5, p3 = 0, p4 = 0), because those are the only

cases where C) is p2i /p1 = pi, i ε [1, N ].

The models of this thesis are not perfect predictive models, but the goal of each one is to

approximate one. The better scores a model yields (using the Stochastic strategy), the higher
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the probability to be a good approximation of the perfect model, and thus, the higher the

probability of the Greedy strategy being better than the Stochastic.

Thesis Models

Metric
ACC IN3 MRR3

Model

3-Gram 44.6 62.7 52.7
4-Gram 44.9 59.6 51.5

BERTBASE@pre 49.6 60.1 54.3
BERTBASE@post 48.9 59.8 53.8
BERTLARGE@pre 49.3 59.5 53.9
BERTLARGE@post 49.2 59.8 54.0

GPT-2 58.5 69.7 63.6

Comparison Models
Pavlopoulos and Papapetrou [25]

Metric
ACC IN3 MRR3

Model
LSTM 51.6 - -
GRU 50.7 - -

Table 12: The final scores of the thesis models and the comparison models run on the same
preprocessed data.

The scores can be seen in Table 12. It’s interesting to note that GPT-2 outperforms BERT,

and can even reach about 70% in the IN3 metric, meaning that a Predictive Keyboard with

three outputs using the GPT-2 Language Model would be able to find the correct word in at

least one of its guesses, about seven out of ten times. That could come from the fact that the

task is closer to what the GPT-2 model handles; inputs that contain only the previous text.

The BERT models were pre-trained for a task that involved all text to be fed to the model

instead. But the reason the BERT models don’t have very high scores (as it can be seen, the

RNN models manage to outscore BERT) can also be because there are better approaches for

using the BERT model than the one used for this thesis, like using its pseudo-log-likelihood

scores [34]. It’s also worth noting that using BERTLARGE instead of BERTBASE with pre

padding, didn’t increase any score. And using BERTLARGE instead of BERTBASE with post

padding, increased the scores very little. The difference between the accuracy of 3-Grams and

4-Grams is small. The first guess for these two models is probably the same in most cases, and

what is different is the probability distribution.
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3.5 Takeaways

In this chapter of the thesis, different methods for implementing clinical predictive keyboards

were explained. Surprisingly, the one based on GPT-2 is able to guess the next word 58.5%

of the times, while about seven out of ten times the next word is in its first three guesses. A

takeaway from this chapter is also that being Greedy and selecting the most probable next

word seems better than randomly selecting based on probabilities. The Stochastic strategy is

often used to produce sentences, or captions, and avoid repetition in phrases. The problem of

repetition for models that produce sentences can be seen in the frequent usage of popular words

(the, and, etc.) or when the predictions get stuck in a loop. But for the Predictive Keyboard

task (where only one word is asked from the model) repetition is not a problem since the inputs

are based on user keystrokes and not previous model outputs (that could otherwise lead the

predictions to loops).
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4 Conclusions

In this thesis, simple and more complex models for the Image Tagging and Clinical Predic-

tive Keyboard tasks were put to the test. For Image Tagging, an image retrieval approach

based on k-NN managed to score higher in three out of seven categories of ImageCLEFmed

Caption 2020’s dataset (Table 4). The dataset was split beforehand, by the organizers, into

seven different categories, which inspired multimodal approaches, thus, for every submission,

seven different models gave predictions. The models that managed to take the first place of

the competition were the ensembles of the CNN+FFNN@I models, which combined with In-

tersection the predictions from the CNN+FFNN models. The CNN+FFNN models utilize the

DenseNet-121 architecture, that created embeddings for the images, that are fed into a Feed

Forward Neural Network with a classifying layer on top. Combining the predictions by taking

their Unions (model name: CNN+FFNN@U) instead of their Intersections was an approach

that ranked sixth. The second ranked method was the BEST@CATEGORY, that used the

best model for each category, best being defined as the model with the highest score on the

development set. Interestingly though, the BASELINE model that only predicted the always

shown tags, scored very close to the other models on the development set.

For the Predictive Keyboard, 3 base methods were followed. An n-gram approach, BERT

models, and a GPT-2 model. The n-grams were used for N=3 and N=4, while for BERT, both

BERTLARGE and BERTBASE were used, and two different tagging approaches were tested, one

where the pad tokens were added at the start of the sequences (pre-tagging), and one where the

pad tokens were added at the end of the sequences (post-tagging). It was shown that for BERT

in this task, it’s better to add paddings before the sentence, probably because the mask token

will always be on the same place and the model can train better knowing that. The BERT

and GPT-2 models of this thesis used the base architectures of their corresponding papers,

with Language Modeling addons on top of them, that act like classifiers. The addons came

from Huggingface.18 GPT-2 seemed better than BERT for this task, although some more tests

should be made on the BERT models, since the approach chosen for the implementation of the

models was not the best one.

Lastly, it was also shown that choosing Greedily and not in a Stochastic manner is a better

18Huggingface: https://huggingface.co/
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practice for a predictive keyboard that only predicts the next word, although when generating

longer sequences (e.g., in machine translation) the Stochastic strategy (and maximizing the

probability of the entire sequence) is generally better.

Future work, includes includes studying the models of the thesis further and improving

them wherever possible. New datasets can be tested, and new models can be implemented

for comparisons. It would also be interesting to investigate multimodal models, based on the

models of this thesis and new ones that can be implemented. Multimodal models would be given

patient images or other patient information, like biological characteristics and patient history.

Real-life evaluations (e.g., involving radiologists) could also be particularly informative.
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