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Abstract

Image captioning involves using models that combine methods from Computer Vision
(CV) and Natural Language Processing (NLP) to generate textual descriptions of images. In
the biomedical [elll, this process is known as Diagnostic Captioning (DC), where models
automatically generate diagnostic text from one or more medical images. DC not only
describes the images, but also interprets them to provide a diagnosis, helping healthcare
professionals gain an initial understanding of a patient’s medical conditions. To achieve
this, researchers have formulated DC models that can interpret images and generate
descriptions based on speci [ed instructions. This study aims to unlock new possibilities in
the biomedical domain by harnessing the power of Multi-modal Large Language Models
(MLLMSs) through techniques like task-speci [c Tné-tuning and few-shot learning. It also
explores innovative methods to integrate alternative image captions with a language model
(LM) that has fewer parameters.
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H outépotn meplypa@n €mMOVWV EVOWHATWVEL TIPOCEYYIOEIC amO TNV YTOAOYIoTIA
‘Opacn (Computer Vision, CV) nat tnv Ene€epyaacia dvomng NMaoaooag (Natural Lan-
guage Processing, NLP) yia va mapéxel autopata pia GOVTOUN TEEPYPOQN TwV Baciuwy
XOPOUTNPIOTIMWY UIOC CUYMEUPIUEVNC EIMOVOC. ZTOV IOTPIMO TOUED, aUTH N dladinacia
gival yvwoTn w¢ auTouatn dloyvwaoTinn Teptypa@r] emovag (Diagnostic Captioning, DC)
nat £XEl WC GTOX0 OX1 MOVO VO TIEPLYPAYEL TNV EIMOVA, OAAG AAL VO TIPOCPEPEL UIO 1O~
TP S1dyvwon yI' auTrv. Autr n 01adIx0cica amoouoTei 0To va Bondroel TOUC ETTAYYEA-
HOTIEC LYEiag va £XOLV Wi apXInK EUTIUNGN TNE XATACTACNC TOL AgdevolC. ZTo Q-
010 QUTAC NG AIMAWUATIMAG EPYATiag, avaTTUXSNuaAv 1al ToPoLaIAovTal HEyAAd TIO-
AUTPOTIING YAWOOIUA HOVTEAD TIOU OVOAUOUV EIMOVEC ML ONUIOUPYODV TIEPIYPOPEC HE
Baaon Ti1g 0dnyieg Tou XpNoTn. EMITAEOV, avamTuxSnuav TEXVIEC OTIOU divovTal (Euyapla
€IMOVAC UAIL TIEPIYPOPNC WC TTOPASEIYUOTA, UE OUOTIO TO HOVTEAO VO LIUNDEL TNV cupTEePl-
@OPA TOUC nal va TIOPAEEL VEEC TIEPIYPOPEC YIa OAANEC EIMOVEC. TEAOC, EEETALETON TIWC
EVa LIMPOTEPO YAWCTCINO HOVTEAD, OO0V O@OPA TIC TIOPAUETPOUG TIOU XPNOILOTIOI00V-
TOL MOTA TNV EUTIAIOELOT), CUVOUALEL EVAAAOUTIMEG TIEPLYPAPEC TNC id1ag EMOVOC YIa VA
ONUIOVPYACEL HIO TIIO BEATIWHEVN.
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Introduction

Medical Imaging is a scienti ¢ eld that aims to develop innovative methods for visualizing
the internal structures and anatomy of the human body [Sue09]. The most common
imaging modalities are X-Rays, Magnetic Resonance Imaging (MRI), Ultrasound (US)
and Computed Tomography (CT). These medical exams are crucial for physicians in
diagnosing and understanding the health condition. However, as the number of patients
grows, radiologists encounter escalating demands with constrained time. Their intensive
workload requires them to spend substantial time analyzing each case [Yan+22], increasing
the risk of clinical errors, particularly for less experienced radiologists. Given these
developments and the rapid progress in Deep Learning (DL) systems, substantial research
has focused on developing Diagnostic Captioning (DC) systems. DC remains a challenging
research area that aims to contribute to the diagnostic process by generating preliminary
reports for patients. It should be noted that these systems are not intended to replace
medical professionals, but to help them work more e ciently and at a faster pace [Mos22].
Moreover, automatically generated captions can help less experienced clinicians not only
reduce the likelihood of mistakes but also improve their e ciency in making diagnoses
[Pav+22]. To produce diagnostic text, both Computer Vision (CV) and Natural Language
Processing (NLP) techniques are employed.

In the current era of Large Language Models (LLMs) [Bro+20; Zha+23d; Min+24] and
Multi-modal LLMs (MLLMs) [Zha+23a; Wu+23; Gon+23], researchers are exploring the
use of these systems in the biomedical eld [CFS24; YLW23]. These models have recently
gained signi cant attention due to their e ectiveness in a wide variety of NLP tasks. Their
ability to understand the task and generate text arises from being trained with billions
of parameters on large datasets that include text, images, and more. Furthermore, these
models have demonstrated State-Of-The-Art (SOTA) performance on various tasks using
In-Context Learning (ICL) [Liu+22; Don+24]. This allows them to generate text following
instructions and drawing from just a few examples, without requiring task-speci c training
[Zha+23c]. In addition, these models can generate text by drawing from a pool of candidates
or by combining information from multiple sources.

This thesis explores how MLLMs can analyze the details of an image and generate a concise
caption. It also explores techniques to enhance and re ne these captions by retrieving
information from neighboring images that share similarities with the examined image,
such as the same medical modality or the same organ represented [Lew+20; Gao+24]. In
Figure 1.1, the rst scenario is depicted, where a radiology image is used as input to the



2

model, accompanied by a prompt that helps generate a preliminary caption. In Figure 1.2,
the second scenario is presented, where the model receives the same radiology image along
with the generated draft caption and pairs of similar images with their corresponding
captions. By utilizing the instructions provided in the users' queries, the model can leverage
this additional information to re ne and improve the initial draft. Additionally, this thesis
examines a method of MLLM Ensembling [Ver+24; JRL23], where a more e cient LM
integrates captions produced by various MLLMs.

Fig. 1.1: The rst approach involves the model taking a radiology image as input, along with a
prompt, to generate a draft caption that may be re ned further in the next Figure.

Fig. 1.2: The second approach involves the model taking a radiology image, an initial caption, and
a prompt as input, along with pairs of image-caption neighbors that display the same
modality and organ, to generate the nal caption.

Chapter 1  Introduction



The 2024 ImageCLEFmedical campaignincludes two sub-tasks: Concept Detection and
Caption Prediction. As part of this competition, the AUEB NLP Group participated in both,
this thesis primarily focuses on the Caption Prediction sub-task [lon+24; Riic+24a]. The
Concept Detection sub-task considers medical image taggieghods while the Caption
Prediction sub-task focuses on the development of diagnasdjationingsystems. Building

on the previous work of the AUEB NLP Group [KPA19; Kar+20; Cha+21; Cha+22; Kal+23;
MF22], we achieve@ place in Concept Detection ardl" place inCaptionPrediction
among9 and 11 research groups [Sam+24] respectively, with the author serving as one of
the main contributors. The code implemented during this thesis is available on Gfthub

1.1 Thesis Structure

Chapter 2: Background & Related Work

Chapter 2 o ers background material and summarizes existing research on generic and
diagnostic image captioning, as well as the application of LLMs and MLLMs in the medical
domain.

Chapter 3: Implemented Methods & Systems

Chapter 3 contains the methods and systems developed and implemented as part of this
thesis.

Chapter 4: Data

Chapter 4 provides an overview of the dataset used for model development, including
general information and an in-depth exploratory analysis.

Chapter 5: Experiments & Results

Chapter 5 introduces the evaluation metrics used and presents the experimental results
for each implemented model.

Chapter 6: Conclusions & Future Work

Chapter 6 presents the conclusions drawn from the work of this thesis and potential
directions for future work in the eld of NLP.

https://www.imageclef.org, Last accessed: 2024-11-30
2Github Repository

1.1 Thesis Structure 3






Background and Related Work

This section o ers insights and technical details on prior work in the elds of NLP, CV,
and DL that have achieved SOTA performance in both generic and diagnoafitioning
Additionally, it explores the application of LLMs and MLLMs in the biomedidamain

Generic image captioning [Als+19] involves generating textual descriptions, or captions,
that describe the content of an image. This process typically involves either a generation
or retrieval approach facilitated by a learning model. Figure 2.1 displays some examples of
captions generated by the LLaVB5 [Liu+24a] model.

Fig. 2.1: Examples of image captions generated by the LLaNamodel.

Image captioning techniques serve as a foundation for applications in domains such as DC.
Unlike generic image captioning, which primarily describes the visual content of an image,
DC focuses on generating captions that convey clinically relevant medical information.
Examples of medical image and diagnostic caption pairs can be found in Figure 2.2.

2.1 Generic Image Captioning

In the eld of Generic Image Captioning, a variety of approaches have been developed
over the years. Some of the early experiments in this area were conducted by Farhadi
et al. [Far+10], who linked images to sentences by calculating similarity scores between
an image and a set of candidate captions. Image captioning is generally viewed as a
process of transforming images into text sequences. Before the advent of neural NLP
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(a) chest x-ray (cxr) showed
diuse patchy lung inl-

trates, concerning possible
venous  congestion  or
pulmonary edema with
enlargement of the cardio-

(b) abdominal computed
tomography (ct) displaying
a large cystic lesion (arrow)
adjacent to the right liver
lobe, the stomach, and the

(c) brain nuclear magnetic
resonance images of the axial
planes using air (tr 9002.2,
te 152.2 ti 2200ms), on july
12, 2011 showing supra and

mediastinal silhouette.
CC BY Muacevic et al. (2021)

pancreatic head. infratentorial involvement.
CC BY De Vogelaere et al. (20121C BY Champs et al. (2013)

Fig. 2.2: Diagnostic imaging examples taken from the ImageCLEF2024 dataset [Riic+244a].

techniques, research in image captioning often relied on Hidden Markov Models (HMMs)
[PR20; AMD21]. These models would predict the next word based on the current context
by examining word sequences, their order, and how often they appeared in existing text.
However, they struggled to fully grasp the meaning or context behind the generated word
sequences.

Convolutional Neural Networks (CNNs) [ON15] have been the dominant approach
for image processing for many years, excelling at extracting meaningful features and
representationgrom image data. Moreover, the introduction of models such as the Vision
Transformer (ViT) [Dos+21] represents a signi cant step forward in image recognition.
ViT is notable for applying the Transformer architecture [Vas+17] to visual tasks. Unlike
traditional CNNs that process images through layers of convolutions, ViT treats images as
sequences of patches, akin to how words are treated in text. Each image is divided into
xed-size patches that are then converted into vectors through linear embeddings. These
vectors are processed by the attention mechanisms used in Transformers [Vas+17], which
e ectively capture global context and relationships across the entire imagepi@ytraining

on extensive image datasets with a classi cation objective, ViT learnexwactrich, high-

level features and has achieved SOTA performance in various image-related tasks [Dos+21].
Figure 2.3 provides an overview of the VIiT architecture [Dos+21]. Initially, the image is
divided into xed-size patches. Positional embeddings are then added to these patches to
provide the model with information about the position of each patch in the sequence. The
resulting sequence of embedded patches is fed into a standard Transformer encoder.

As for text generation, Recurrent Neural Networks (RNNs) [Sch19] were very popular a

few years ago. Using special RNN cells such as Long Short-Term Memory (LSTM) [HS97]
and Gated Recurrent Unit (GRU) [Chu+14] led to signi cant performance improvements

Chapter 2 Background and Related Work



Fig. 2.3: The VIT architecture where the image is partitioned into patches, which are subsequently
attened and projected into embeddings. These embeddings are then input into a multi-
layer transformer encoder. Finally, the output associated with the class token is passed
through an MLP head to perform image classi cation. Figure taken from [Dos+21].

compared to vanilla RNNs, also making them faster and more e ective. This was a signi -
cant step forward because RNNs could process input sequences one word at a time, helping
to predict the next word in the sentence. Despite these advancements, RNNs, including
GRU and LSTM models, had their own challenges, particularly when it came to capturing
long-range dependencies in text. As input sequences grew longer, these models faced
bottlenecks that made it di cult to retain all the necessary information and context. This
was especially challenging because they were unable to process the sequences in parallel
[She20]. The introduction of attention mechanisms marked a real turning point. This led

to the creation of Transformer models and self-attention techniques [Vas+17], which over-
came the limitations that the RNN and LSTM models faced with long-range dependencies.
The self-attention technique allows Transformers to dynamically assign importance to
di erent parts of the input sequence, enabling the model to captammplexcontextual
relationships. Then, the introduction of BERT (Bidirectional Encoder Representations
from Transformers) [Dev+19] marks a notable advancement by employing bidirectional
context, which contrasts with traditional models that process text sequentially from left to
right or from right to left. By considering text in both directions simultaneously, BERT
captures a deeper and more detailed understanding of language. Built on the Transformer
architecture [Vas+17], BERT is pre-trained using two primary tasks: Masked Language
Modeling (MLM) and Next Sentence Prediction (NSP). MLM involves predicting masked
words within a sentence, allowing the model to learn from the context of surrounding
words. NSP requires predicting whether one sentence logically follows another, which
helps the model to understand sentence relationships. This comprehensive pre-training
enables BERT to be ne-tuned for a wide range of NLP tasks.

2.1 Generic Image Captioning 7
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The emergence of LLMs has greatly expanded the capabilities of Image Captioning,
allowing richer contextual understanding [RN18; Bro+20].These models are exceptionally
large, with billions of parameters that allow them to e ectively capture complex language
patterns. Built on the Transformer architecture [Vas+17], they leverage a self-attention
mechanism to identify and prioritize contextual relationships between words in a sentence.
The development of LLMs typically involves two stages: pre-training and ne-tuning.
During pre-training, the model learns from extensive text data, building a broad under-
standing of language and assimilating knowledge across diverse domains. This is followed
by ne-tuning on smaller, task-speci ¢ datasets, which re nes the model's capabilities for
specialized tasks such as language translation or sentiment analysis, further enhancing its
performance in these areas [Wei+21; Bro+20]. Moreover, Visual Language Models (VLMS)
[Zha+23a] combine visual and textual data to enhance the generation of captions, o ering a
more uni ed method of interpreting images. In contrast, MLLMs distinguish themselves as
more comprehensive models due to their capability to handle various modalities, including
images, text, audio, and others. This multi-faceted processing further enhances captioning
systems across a broader spectrum of applications [Tsa+19]. While VLMs primarily focus
on aligning image and text modalities through pretraining tasks like contrastive learning
and image-text matching, MLLMs integrate both text and visual inputs with a uni ed
pretraining approach. This enables MLLMs to handle a broader range of multimodal tasks
and perform complex reasoning across di erent modalities, extending beyond just image
and text. The ternrMLLMswill be used throughout the thesis, as the models used in this
work are referred to as MLLMs in the bibliography.

Typical MLLM architectures, as depicted in Figure 2.4, comprise three primary components:
a pre-trained LLM backbone that engages with the user, one or more frozen pre-trained
visual encoders providing visual information, and an adapter that translates visual embed-
dings into the text feature space [Caf+24; Wu+23]. The LLM remains frozen to preserve
its linguistic knowledge acquired from extensive text data, while the emphasis shifts to
adapting the visual components. The visual encoder extracts features from images and
conveys them to the LLM through the adapter. Adapters vary in complexity, ranging from
simple architectures like MLPs to more sophisticated Transformer-based models such as
the Q-Former [Li+23]. MLPs, being computationally e cient, are well-suited for scenarios
where the visual encoder is frozen during training, as they introduce fewer parameters. In
contrast, the Q-Former employs self-attention and cross-attention mechanisms to enable
deeper interactions between visual and textual modalities, using learnable queries to en-
hance alignment. The LLM then combines both textual and visual information to generate
the caption. Finally, the dotted arrow, which bypasses the adapter and connects visual
embeddings directly to the LLM, highlights scenarios where the visual embeddings are
already compatible for integration with the LLM.

The MLLM is provided with a prompt directing it to identify unusual elements within an
image, and based on this instruction, the LLM generates a textual response. Recent research

Chapter 2 Background and Related Work



[Ala+24; Liu+24b; Dai+24; Lau+24a; Lau+24b] explores two main approaches to integrating
visual and textual information. The simplest method involves using a linear mapping
to project visual features into a textual embedding space, converting visual data directly
into text. Approaches like LLaMA-Adapter [Zha+23b] and FROMAGe [KSF23] often use
a single linear layer for this transformation. However, these methods may struggle to
capture the full complexity of visual-textual interactions. In contrast, LLa¥%[Liu+24b]
utilizes a two-layer MLP, improving the model's ability to handle visual-textual integration
[Caf+24].

Fig. 2.4: The general architecture of MLLMs consists of a visual encoder, an LLM, and a projector,
here referred to as the adapter module that links visual inputs to the textual domain. The
process begins with an image being passed through a visual encoder, which generates
visual features. These features are then processed by an adapter and combined with
the prompt given by the user. The resulting embeddings are fed into the LLM, which
generates the response. Figure taken from [Caf+24].

Text generation has been improved with methods like beam search, which is commonly
used to select the next word in a sequence. With a beam size6f beam search keeps
track of the topk candidate sequences at each time stephese sequences are expanded by
evaluating potential next words for each step, calculating the likelihood of each candidate
word based on the previous tokens, and selecting the kagequences with the highest
probabilities to continue to the next step+ 1. This iterative process continues until either

a maximum sequence length is reached or a prede ned stopping criterion is satis ed. By
keeping multiple candidate sequences throughout the generation, beam search signi cantly
reduces the chances of missing a more accurate caption that might otherwise be overlooked
if only a single sequence were considered at each stage. Figure 2.5 depicts the beam search
process with a beam size &F3. and each row displays the most probable word given the

2.1 Generic Image Captioning 9
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prior context, with the red boxes at the base showing the top-rated caption at each stage
of decoding.

Moreover, to reduce repetitions in LLMs' outputs and make them less predictable, various
forms of sampling can be employed. In detail, sampling means randomly picking the next
tokenw; in a partially generated sequene®,.; 1 according to its conditional probability
distribution. More elaborate sampling algorithms have also been proposed, such &s top-
sampling [FLD18], toppe or Nucleus sampling [Hol+20], locally typical sampling [Mei+23],
truncated sampling [HML22] and conformal nucleus sampling [RGG23]. Last but not least,
guided-decoding mechanisms have shown promising results in medical image captioning
[Kal+24].

Fig. 2.5: Beam Search minimizes the chance of overlooking the most accurate caption by maintain-
ing a xed number of the most promising sequences at each step. The red boxes display
the highest-scoring word at each decoding phase.

2.2 Diagnostic Captioning

In Diagnostic Captioning (DC), the objective is to analyze medical images such as X-rays
or MRIs from a patient's exam and to create a draft report highlighting possible medical
issues. It is crucial to understand that these systems are designed to support physicians,
not to substitute their skills. As Pavlopoulos et al. [PKA19; Pav+22] explain, while the
objectives in this eld aren't always clearly de ned, they generally focus on three key
goals: improving the e ciency of medical departments, reducing diagnostic mistakes,
and cutting the costs of medical imaging. Figure 2.6 shows examples of image-diagnostic
captions pairs.

Chapter 2 Background and Related Work



Fig. 2.6: Examples of diagnostic captions with their associated images taken from the
ImageCLEFmed 2024 dataset [Riic+24a].

A DC system is not e ective when simply describing what is visible in an image, unlike
generic image captioning models. For example, traditional retrieval methods, despite their
simplicity and lack of text generation, can deliver surprisingly strong performance in DC
tasks due to their e ciency in matching queries to existing data [Koul9]. These methods
pull captions from similar medical exams, which proves e ective because medical reports
often follow a structured, template-based format to present their ndings. As a result,
even simple retrieval-based systems, such as 1-NN (Nearest Neighbor), which retrieves and
reuses the caption of the most visually similar image [Liu+19], can exceed more complex
systems like Transformer-based or encoder-decoder architectures [PKA19].

Although generic image captioning and DC often utilize similar architectures, with an
encoderto process images and a decoder to generate text, there have been signi cant
advances in adapting these methods to the medical domain. Starting with traditional
architectures using a CNN-RNN [Shi+16] framework to describe a chest X-Ray based
on visual features, di erent attention mechanisms and hierarchical LSTM [HS97] have
been proposed to generate radiology reports [JXX18]. However, most of the reports
generated by such works tend to describe normal observations, indicating that these
methods have di culty capturing subtle changes in the image [Yan+22]. Following the
introduction of Transformers [Vas+17], a signi cant development was BioBERT [Lee+19],
which builds upon BERT [Dev+19] and is trained using full-text articles from PubMed
Centrall. BioBERT proved how enhancements in pre-training and optimization could
lead to signi cant improvements in BERT's performance [NP24]. Around the same time,
another important model, ClinicalBERT [HAR20], emerged. While BioBERT focused on
the biomedical literature, ClinicalBERT was adapted from the BERT model and ne-tuned
speci cally on clinical notes from electronic health records, allowing it to better understand
patient care contexts. However, the introduction of LLMs and MLLMs has signi cantly
transformed the landscape of the medical eld. Given the heavy reliance on visual imaging

https://pmce.nchi.nlm.nih.gov/?, Last accessed: 2024-11-30

2.2 Diagnostic Captioning 11



and multi-modal data, VLMs and MLLMs have gained considerable traction in research.
Flamingo [Ala+24], one of the rst VLMs, demonstrated signi cant e ectiveness, due to its
ability to use few-shot examples [KP23]. Then, one of the innovative MLLMs used in this
area was Gemini [Tea+24] and Med-Gemini [Saa+24]. Nevertheless ApBpe+24] has
fundamentally reshaped the capabilities of LLMs and MLLMs. Although GPT-4 is not pre-
trained on biomedical data, research [Wu+23; Caf+24; CFS24; Yin+24] has demonstrated
that it is currently the state-of-the-art model in DC [Clu+23; Nor+23].

2.3 Instruction Tuning

LLMs and MLLMs have demonstrated that In-Context Learning (ICL), which involves
adding example outputs at the start of a prompt [Bro+20], can greatly improve performance,
especially in new tasks. This is made possible by providing task descriptions for each
training instance, a technique commonly associated with Instruction Tuning (IT) [Chu+24;
Zha+23c]. In addition to pre-training, these models undergo a second phase of training on
datasets consisting of

(INSTRUCTIOMUTPUY 2.1)

pairs in a supervised manner, whelSSTRUCTIOKepresents human instructions to the
model, andOUTPUTis the corresponding desired result. This approach helps bridge the
gap between the model's pre-training objective of next-word prediction and the user's goal
of having models follow human instructions. LLMs are typically trained to minimize the
error in predicting contextual words across large corpora, while users expect the model to
follow their instructions. IT makes the model's behavior more controllable and predictable
compared to standard LLMs. It is also more computationally e cient, enabling LLMs to
quickly adapt to speci c domains without having to undergo extensive pre-training or
changes to their architecture. By training models on a diverse set of instructions, this
method improves the adaptability and e ectiveness of both LLMs and MLLMs [Don+24].

MLLMs can take images as input, which leads to more diverse content and requires more
complex ne-tuning. Liu etal. [Liu+24b] showed that ne-tuning methods that are e ective
for LLMs can also enhance the few-shot and zero-shot capabilities of MLLMSs. In typical
multi-modal instruction samples, there is often an optional directive accompanied by a pair
of input and output. This directive is generally a natural language sentence that outlines
the task and speci es the model's role, such as:

You are an experienced medical professor. Try to describe the medical image.

12 Chapter 2 Background and Related Work



The input may include both image and text or just an image, with the output representing
the model's response to the given instruction. Formally, a multi-modal instruction example
can be represented as a triplet:

(ILM;R) (2.2)

wherel denotes the instructionM signi es the multi-modal input, andR is the correct
response. MLLMs generate an answer based on the instruction and multi-modal input
as:

A=f(;M; ) (2.3)

whereA is the predicted answer andrepresents the model's parameters. The training
objective usually follows the original auto-regressive objective used when training LLMs,
de ned as:

X .

L()= logp(RijlM;R «i ;) (2.4)

i=1
WhereN denotes the length of the ground truth response, drd; refers to the sequence
of tokens inR before thei-th token, representing the context the model has already seen
or generated before predicting theth token [Yin+24].

Figure 2.7 shows diagnostic captions generated by GPT-40 [Ope+24] during inference on
the same image with di erent prompts. LLaVA5 [Liu+24a], an IT-trained MLLM, has
been used to generate these captions. The ndings indicate that the BERTScore [Zha+19],
utilized to measure the similarity between actual and generated captions (Section 5.1.3),
demonstrates better quality in the generated captions when the prompts are more speci c,
compared to the original captions. In particular, the BERTScore stands at 52% when there
is no prompt. This score increases to 62% with a basic prompt, and further improves to 71%
when the prompt is highly detailed, encompassing both role and audience. This highlights
the importance of prompt design in the generative process, where well-structured and
thorough prompts lead to more informative and accurate image captions [Wan+24].

2.4 E cient Tuning Techniques

Fine-tuning large models with billions of parameters can be highly resource-intensive. To
tackle this challenge, Parameter-E cient Fine-Tuning (PEFT) methods, such as quantiza-
tion and low-rank adaptation, are frequently employed. Quantization techniques convert
from high-precision formats, such &2-bit oating-point numbers, to more e cient ones

such asB-bit integers. Precision refers to the number of bits used to represent the model's
parameters and activations. Higher precision ensures more accurate representations and
calculations, while lower precision reduces memory usage and speeds up computations,
though it may compromise accuracy.

2.4 E cient Tuning Techniques 13
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Fig. 2.7: Diagnostic captions generated by GPT-40 for the same image using enhanced, more
detailed prompts, showcasing how prompt re nement can improve caption quality.

2.4.1 LoRA

Low-Rank Adaptation (LoRA) [Hu+22] is a technique that signi cantly decreases the
number of trainable parameters by utilizing a low-rank approximation for weight updates.
Instead of modifying the entire weight matri¥V, which can be computationally expensive,
LoRA represents the weight update as follows:

W= ABT (2.5)

where A andB are low-rank matrices with reduced dimensions. Equation 2.5 provides an
intuitive approach by breaking down the weight update into smaller, manageable parts.
Rather than altering the entire weight matri¥V, which consists olm  n parameters,
LoRA utilizesA to signify the update within a reduced-dimensional space, &do bring

it back into the original space. LORA is more parameter-e cient than unfreezing parts
of the network, as it minimizes the number of trainable parameters while retaining the
pre-trained knowledge. It also enables targeted, low-rank adaptations without altering
the entire weight matrix, helping to prevent over tting and ensuring stability. X has
dimensionam r andB has dimension® r, wherer is a hyperparameter signi cantly
smaller than bothm andn, the resulting total number of trainable parameters is:

(m r+(n ) (2.6)

These are notably fewer than the originai  n parameters oW . By selecting to be
much smaller, the training costs are minimized while still allowing for adequate model
adaptability. Importantly, the original weight matri¥V remains unchanged during training,
with only the smaller matricesA andB being adjusted, thereby enhancing computational
e ciency.
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2.4.2 QLoRa

Quantized LoRA (QLoRA) [Det+24] builds upon the foundations of LORA by combining
low-rank adaptation with quantization for further optimization. Similar to LORA, QLORA
employs the low-rank approximation described in Equation 2.5, but it goes a step further
by quantizing the matrice®\ andB, thereby reducing their precision. This quantization
process reduces memory requirements and computational demands, enabling ne-tuning of
large models on hardware with limited resources. While the number of trainable parameters
remains the same as indicated in Equation 2.6, the use of quantized low-rank matrices
signi cantly boosts the e ciency of the model. By leaving the original weight matrix

W unaltered, QLoRA maintains much of the knowledge of the pre-trained model while
integrating updates using lower-precision quantized versions of the weight parameters.
This approach reduces memory consumption and speeds up computations, allowing for
e cient ne-tuning without the need for extensive computational resources.

2.4 E cient Tuning Techniques 15






Methods

This section outlines the methods and systems employed throughout this thesis, with a
focus on the ImageCLEFmedical 2024 competition [lon+24; Riic+24a], in which we secured
the 4" place in the caption generation sub-task outbf participating research groups.
Sections 3.1 and 3.2 describe di erent approaches for ne-tuning an LLM on a speci ¢
dataset. Section 3.3 introduces an improved system that enhances the draft captions using
retrieved information, while the system discussed in Section 3.4 was implemented in order
to combine various captions to generate a new one.

3.1 InstructBLIP

InstructBLIP [Dai+24] is a Vision-Language instruction-tuning model that enhances the
capabilitiesof BLIP-2 [Li+23], focusing on following user instructions. As shownRigure

3.1, both models consist of a ViT encoder (see Figure 2.3), a Querying Transformer (Q-
Former) [Li+23], and an LLM. InstructBLIP uses either Vicuna [Chi+23] or FLAN-T5
[Chu+24] as its LLM component. During training, the weights of the image encoder
and the LLM are kept frozen as mentioned in Section 2.1. The image encoder generates
high-dimensional embeddings from images, while the Q-Former, consisting of two Trans-
former blocks [Vas+17] with shared self-attention layers, facilitates the transmission of
visual information to the LLM. The LLM performs generation tasks by processing both
visual features and textual prompts, utilizing learnable queries trainable parameters that
enhance the model's ability to integrate multimodal inputs. These queries re ne their
representations through self-attention layers and serve as intermediaries in the cross-
attention mechanism, linking visual features from the image encoder with the textual
context processed by the LLM [Zha+23c].

InstructBLIP [Dai+24] enhances the Q-Former (Section 2.1) from BLIP-2 [Li+23] by incor-
porating IT, enabling it to understand textual instructions. Unlike BLIP, which lacked IT
and was limited to aligning visual and textual modalities, the Q-Former processes both
learnable query embeddingk)and token embeddings from the textual instruction. These
inputs are jointly utilized within its self-attention layers to extract task-relevant visual fea-
tures. The Q-Former [Dai+24] undergoes two-stage pre-training with image-caption pairs.
First, it aligns with the vision encoder to extract meaningful visual features. In the second
stage, it integrates with the LLM, blending visual and textual information seamlessly. To
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ensure compatibility with the LLM, the output embeddings from the Q-Former are adjusted

and concatenated with instruction embeddings, creating a uni ed representation. This in-
tegration enables the model to generate outputs that accurately re ect the combined visual
and textual context. As shown in Figure 3.1, cross-attention layers facilitate interaction

between instruction-aware embeddings and the image encoder's output. The resulting
visual embeddings are projected through a linear layer and combined with the instruction

input for the LLM, which generates textual outputs based on the integrated visual features
and task details.

Fig. 3.1: The InstructBLIP architecture processes image embeddings to generate responses based
on instructions. The Q-Former extracts instruction-aware visual features from the frozen
image encoder's output and feeds them as soft prompts to the frozen LLM. It uses self-
attention and cross-attention mechanisms to facilitate the interaction between the image
features and the instructions, guiding the model to produce relevant responses to queries
about the input image. Figure taken by [Dai+24]

3.2 LLaVA

The Large Language and Vision Assistant (LLaVA) [Liu+24b] is an innovative open-source
model that combines the CLIP-VITL [Xu+23] vision encoder to extract visual embeddings
from images with the Vicuna [Chi+23] as the LLM, enabling a deep understanding of both
visual and text embeddings. Figure 3.2 illustrates the LLaVA network architecture, where
the LLM, denoted a6 () with parameters , processes the language instructiods. The
output of the LLM is represented b} 5. The model is ne-tuned through a multi-step
process, starting with a pre-trained LM on a large text corpus and then further ne-tuned
for speci ¢ tasks using IT (Section 2.3).
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Fig. 3.2: The LLaVA architecture incorporates a vision encoder that derives visual embeddings
Z, from the input imageX, . These embeddings are transformed into a latent spgdge
using a projection matrixV. Concurrently, a language instructioX q is mapped taH.
BothH, andHq are then processed by the LM to generate the language respon¥g.
Figure taken from [Liu+24b].

For any given input imageX y, the visual encoder extracts relevant features, represented
mathematically as:
Zy = g(Xy) (3.2)

These visual features are then transformed into language embedding tokens through a
linear layer equipped with a trainable projection matri¥/ :

Hy= W Z, (3.2)

For each imageXy, a series of question-answer pairs is generated by synthetic users
through a back-and-forth interaction with the image, with each new question building
upon the previous exchange to form a multi-turn conversation. The conversation is
represented as:

(XEX2 X xea (3.3)

whereT represents the total number of interactions between the user and the model during
the conversation. Each individual turfconsisting of a question and its corresponding
answer, is formatted as follow:

8

< Randomly choosgX {; Xy] or [Xy; X{]; fort=1

Xtinstruct: . )
- X fort> 1

(3.4)

According to the authors [Liu+24b], the random selection of a question and its corre-
sponding answer from the list is designed to introduce variety in the generated responses,
enabling the model to explore di erent aspects of the image.

The IT process for the LM is performed on the predicted tokens, applying the standard
auto-regressive training objective. In a sequence with a lengttde ned as the total count
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of tokens comprising visual features, instructions, and target answers, the probability of
the target answer< 5 is determined as follows:

where represents the trainable parameters, alghsiucn, t1;:0:;ti 1, andX 4 are the
instruction tokens, the previously generated tokens up to turn 1, and the target answer
tokens, respectively. These components help the model predict the current thken

A two-stage instruction-tuning procedure is employed to train the LLaVA model [Liu+24b].
During the rst stage, the model is pre-trained on image-text pairs, with the multi-modal
projector (Figure 2.4) being the only component that is trainable. For an imégea
questionX 4 is randomly sampled to construét "', This question acts as a language
instruction that asks the assistant to brie y describe the image, with the ground-truth
answerX ; being the original caption. During this phase, the weights of both the visual
encoder and the LLM remain frozen, maximizing the likelihood given in Equation 3.5.
This approach ensures that the image featukbg are e ectively aligned with the word
embeddings of the pre-trained LLM. In the second stage, the model is ne-tuned, with
the visual encoder weights remaining frozen while the pre-trained weights of the LM are
updated. According to the authors [Liu+24b], two speci ¢ use case scenarios are examined:
the rstinvolves ne-tuning a multi-modal chatbot using a dataset @68 language-image
instruction-following pairs [Liu+24b], and the second uses the ScienceQA benchmark
[Lu+22], alarge-scale multi-modal science question dataset annotated with detailed lectures
and explanations. Although LLaVA [Liu+24b] has not publicly disclosed the exact datasets
used for training, common datasets for such purposes include MS COCO [Lin+14], which
contains328K images with2;5 million labeled objects; the Conceptual Captiadid (CC3M)
dataset [Sha+18], comprising 3M images paired with captions collected from the web; and
the LAION family [Sch+24], which o ers an extensive collection of non-curated image-text
pairs sourced from web pages [Caf+24].

3.2.1 LLaVA 15

LLaVA-L:5 [Liu+24a] builds upon the original LLaVA [Liu+24b] model, incorporating
several signi cant enhancements. Liu et al. [Liu+24a] discovered that the fully connected
vision-language connector in the original model was surprisingly e ective and e cient,
even with a relatively small amount of training data. This reduced data dependency is
vital, as it enables the model to achieve state-of-the-art results without relying on massive
datasets. To further improve the model, they upgraded the connector by implementing a
two-layer MLP, which enhances its ability to more e ectively integrate and process visual
and textual information. Key improvements also include the integration of the CLIP-ViT-L-
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336px encodet, along with additional ne-tuning using Visual Question Answering (VQA)
data, further improving its performance. This encoder, which acc&§86 336images and
provides the highest resolution at the time, enables the model to detect subtle di erences
and contextual details, leading to a more nuanced understanding of visual content. Liu et al.
[Liu+24a] demonstrate the e ectiveness of this approach, showing improved performance
on tasks requiring ne-grained perception, such as Optical Character Recognition (OCR)
in the MM-Vet benchmark [Yu+23] and generating detailed descriptions in the LLaVA-
Bench-in-the-Wild benchmark [Liu+24b]. These results suggest that the model is better
equipped to process ne-grained visual information. Additionally, the higher resolution
reduces hallucinations instances where the model generates inaccurate or fabricated
information by providing clearer details. Moreover, the introduction of LLaVA-1.5-HD
[Liu+24a], which increases the resolution #48 448 further boosts performance,
particularly in tasks that rely heavily on ne details. These ndings underscore the
crucial role of higher resolution in improving the model's visual understanding. The
integration of visual and textual data is improved by the MLP connector, which aligns the
outputs from both the vision encoder and the LLM into a shared space. This two-layer
MLP improves upon the simpler single linear layer used in the original LLaVA [Liu+24b],
enhancing the alignment of data from di erent modalities and ensuring more e ective
comparison and integration. During training, the MLP learns to capture relationships
between visual and textual features, improving the model's performance in tasks like
image captioning and visual question answering. Unlike the Q-Former in InstructBLIP
(Section 3.1), which requires substantial computational resources for pre-training, the MLP
is a simpler structure that is trained on much less data, showcasing its data e ciency
[Liu+24a]. Furthermore, ne-tuning the model with VQA data signi cantly enhances its
language capabilities. VQA data, which includes a variety of questions and answers related
to visual content, enables the model to generate more e ective responses based on visual
input.

Figure 3.3 illustrates the architecture of the LLa\l&6 model. At the top, Vicuna €5 138
[Chi+23] is the LLM used, generating responses based on the instruction prompt. The
vision-language connector, implemented with an MLP, integrates visual information with
the LLM, while the vision encoder processes the visual input. The user prompt asks about
the unusual aspects of the image, demonstrating the system's ability to answer questions
related to visual content.

3.3 Synthesizer

The Synthesizer, a component introduced in this work, is built on the idea that images
sharing similar visual features tend to have corresponding captions with similar content.

https://huggingface.co/openail/clip-vit-large-patch14-336, Last Accessed: 2024-11-30
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Fig. 3.3: The architecture of the LLaVA:5 model using the Vicuna &5 13B as the LM component
at the top, an MLP for integrating visual information, and the CLIP ViT-L vision encoder
for processing images, all designed to respond to user queries about visual content. Figure
taken from [Liu+24a]

The goal of this system is to improve caption quality by utilizing the information embedded
within these images. To identify such image similarity, a CNN-FFNN (Feed-Forward Neural
Network) model [Sam+24] is employed to extract high-dimensional image embeddings
(Section 3.3.1). When the cosine similarity between two embeddings exceeds a certain
threshold, the images are classi ed as neighbors. Retrieval-augmented generation (RAG)
techniques [Lew+20; Gao+24] are leveraged within the Synthesizer to gather information
from these neighboring images and their captions, thereby enriching the caption generation
process. Subsequently, the LLaMd& modef (Section 3.3.2) is employed as a secondary
step to re ne the initial draft captions generated by another model. This re nement
process involves incorporating visual features from neighboring images alongside the
textual information from their corresponding captions. Through this method, the model
seeks to improve the overall quality of the generated descriptions.

3.3.1 Image Embeddings

Enhancing multi-modal representations using features extracted by deep CNNs has been
a key area of research over the past decade [KB14]. In the biomedical eld, humans
can easily di erentiate between similar and dissimilar images, such as those that depict
the same medical modality or organ. To enable systems to recognize image similarity, a
common approach is to compare features, also known as image embeddings. A widely
adopted architecture for extracting these embeddings is the CNN-FFNN framework [ON15;
BG94], where a CNN encoder acts as the backbone, followed by an FFNN classi cation
head. The classi cation task in this framework is designed to facilitate the learning of
meaningful embeddings by requiring the model to capture relevant features of the images

2https://huggingface.co/meta-llama/Llama-3.1-8B-Instruct, Last Accessed: 2024-11-30
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in order to perform the classi cation accurately. A variety of such tasks can be employed,
including object classi cation, face recognition, or anomaly detection, each focusing on
di erent aspects of the image content. The image features are typically drawn from the
nal convolutional layer of the CNN encoder. Figure 3.4 provides a visual representation
of this process.

Fig. 3.4: lllustration of a CNN-FFNN architecture, where a radiology image serves as the input.
This image is processed through a series of convolutional and pooling layers to extract
feature embeddings before being fed into the classi cation head.

The image embeddings are used to nd similar images with KidIN (k-Nearest Neighbors)
algorithm. For each testimage, the CNN encoder generates the corresponding embeddings,
which the k-NN algorithm uses to retrieve similar images from the training set based on
cosine similarity [HKP12]. To classify two images as similar, their cosine similarity, which
measures the cosine of the angle between the embeddings (Equation 3.6), must exceed a
speci ed threshold. Higher values indicate greater similarity.

A B

kA kkB k (3:6)

cosine_similarityA;B) =

whereA andB are the image embeddings.

Figure 3.5 illustrates the architecture of the Synthesizer system. The model used may vary,
but its objective is to generate a single caption for an image by merging captions from
images that are visually similar. The input image, which has dimension22f 224,

is processed through the Embeddings Model, speci cally the CNN-FFNN framework
described in Section 3.3.1. This processing was previously applied to all images in the
dataset [Ric+24a] to enable the retrieval of neighboring images. The Synthesizer integrates
the visual embeddings from the input image as well as those from neighboring images,
using their corresponding captions to provide context. Multiple embeddings are extracted
from a single image because di erent regions or features of the image are represented
individually, with each one capturing a unique aspect of the visual content. The Synthesizer
utilizes this information by drawing from the visual representation of the test image, the
data from the neighboring images, and their corresponding captions to synthesize the nal
caption.
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Fig. 3.5: The Synthesizer architecture retrieves neighboring images through their embeddings and
uses them, along with the embeddings of the input image and draft caption, to generate
the nal caption guided by the prompt.

3.3.2 Llama 3.1 Instruct

Llama3:1 [Gra+24], used as the Synthesizer system in Figure 3.5, is a widely used LLM
trained in two stages. During the pre-training stage, the model learns the language
and builds foundational knowledge, while the post-training stage focuses on ne-tuning
the model to follow instructions. The model has undergone ne-tuning through both
Supervised Fine-Tuning (SFT) and Reinforcement Learning with Human Feedback (RLHF)
to better align its capabilities with human preferences for both helpfulness and safety
[Gra+24].

Despite LLaMA3:1[Gra+24] was not originally designed for image processing, researchers
modi ed it by incorporating a pretrained Vision Encoder [Xu+23] alongside cross-attention
layers [Ala+24]. This modi cation enables the model to process visual information e ec-
tively, integrating it with the LLM's capabilities. The approach consists of four key stages:
language model pre-training, multi-modal encoder pre-training, vision adapter training
and model ne-tuning. The image encoder is trained on a large number of image-text
pairs, allowing the model to learn the relationship between visual content and its natural
language description. During the vision adapter training stage, cross-attention layers are
introduced between the visual token representations generated by the image encoder and
the token representations produced by the LLM. These layers are inserted after every fourth
self-attention layer in the core language model [Ala+24]. The model ne-tuning stage
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focuses on adapting the pre-trained model for speci ¢ downstream tasks, emphasizing the
importance of selecting an appropriate data mix and ensuring data quality.

As illustrated in Figure 3.6, the model processes a single image by splitting it into patches,
which are then fed into the ViT encoder [Dos+21]. This encoder utilizes self-attention and
a feedforward network to generate a representation for each patch. The encoder's outputs,
representing each image patch, are then aggregated to form the nal Image Embeddings.
In parallel, the LLM processes the text input, which is transformed into Token Embeddings
through self-attention and feedforward layers. Cross-Attention mechanisms then allow
the LLM to integrate information from both the image and text. Through this process, the
Image Embeddings interact with the Token Embeddings, enabling the model to generate
a text output based on the combined information from both modalities. This process is
iterative, with the generated output contributing to the input for the subsequent token
prediction. The cycle continues until the model outputs a special end-of-sequence token
or reaches a prede ned output length.

Fig. 3.6: Overview of the LLaMA3:1 pipeline, where image patches and text inputs are encoded
separately, and their embeddings are integrated through cross-attention to generate a text
output. Figure adapted from [Gra+24].

LLaMA-3:1 serves as the Synthesizer, processing the test image along with the draft
caption, as well as neighboring images identi ed through embedding similarity and their
corresponding captions. These inputs are concatenated into a single sequence before being
fed into the model (Section 3.3) [Sam+24; Kal+23; Cha+22]). Guided by a speci ¢ prompt
designed to make the LLM integrate visual and textual information, the model e ectively

re nes the draft caption as shown in Figure 3.5. Figure 3.7 shows a test image along with
an initial caption generated by LLaVA:5 (Section 3.2.1). It also includes the neighboring
image with its corresponding caption and the nal caption produced by the Synthesizer.
For comparison purposes, the gold caption is presented. Yellow highlights within each
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caption highlight the similarities to the gold caption. As shown, the initial caption shares
similarities with the gold caption, correctly identifying the modality and referencing the
arrows. The initial caption shares similarities with the gold caption, correctly identifying
the modality and referencing the arrows. The Synthesizer builds on this by incorporating
visual information from both the test image and the neighboring image, along with its
caption, resulting in a more detailed and comprehensive nal caption. The nal caption
accurately identi es congestion in the region marked by the red arrow and explains that
the ground-glass opacities, derived from the neighboring image, may indicate pleural
e usion, as noted in the gold caption. However, despite these improvements, the nal
caption still does not match the accuracy of the gold standard.

Fig. 3.7: The test image is shown with its initial caption, alongside the neighboring image and its
respective caption. The nal caption highlights the model's use of both visual and textual
information from the neighboring image. The gold caption is also provided for reference.
Images and the original caption are taken from [Riic+24a].

3.4 MLLM Ensembling

Recent studies [Ver+24; JRL23] have increasingly concentrated on ne-tuning more e cient
LMs for task completion, driven by the signi cant costs, resource demands, and time
involved in training larger models. This section explores how training a compact LM
to combine captions from various MLLMs can lead to the generation of more accurate
and detailed medical captions [Ver+24; JRL23]. This concept is in uenced by the idea
that, in many cases, clinicians seek multiple consultations to gain a more comprehensive
understanding of the patient's condition. In this process, the captions of LLAVBSection
3.2.1), LLaMA3:1 (Section 3.3.2) and Ide cs2 (Section 3.4.1) are used. Then a FLAN-T5
model (Section 3.4.2) is used to combine these captions and produce a more concise output.
This strategy relies solely on the outputs of the MLLMs to enhance performance while
also eliminating the need to access their underlying weights [Ver+24].
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3.4.1 ldecs2

Ide cs22 [Lau+24b] is a VLM designed to process and generate text based on visual input.
The training of VLMs typically involves the integration of pre-trainedvision backbone

with a pre-trained language backbone. This initial phase requires large multi-modal
datasets, especiallynage-captiorpairs. For this phase, Ide cs2 was trained on a diverse
range of publicly available datasets, including OBELICS [Lau+24a], the Public Multi-modal
Dataset’, and LAION-COCO [Sch+24]. Following pre-training, a stage akin to instruction
tuning is employed, where the model is trained on task-speci c examples. The authors
created and utilized a multi-modal instruction ne-tuning dataset named The Cauldron
which consists of 50 carefullgelecteddatasets designed for conversations involving
multiple exchanges between the user and the model. This dataset encompasses a variety of
tasks, including visual question answering and image captioning in a question-and-answer
format [Wei+21].

As discussed in Section 3.3.2, the LLal&tA-model [Gra+24] employs aross-attention
architecturgdLau+24a; Ala+24], which is also used in the predecessor of Ide cs2 [Lau+24a].
In this architecture, images encoded by the vision backbone are integrated at various
layers within the LM through interleaved cross-attention blocks, allowing the text to cross-
attend to the hidden states of the images. In contrast, Section 3.2.1 details how LLaVa-
[Lau+24b] utilizes a di erent approach known as tHally-autoregressive architectuta

this method, the output from the vision encoder is directly concatenated with the sequence
of text embeddings, forming a combined input sequence of visual and text tokens for the
LM. Laurencon et al. [Lau+24b] found that the cross-attention architecture outperforms the
fully-autoregressive method when uni-modal pre-trained backbones are kept frozen. Figure
3.8 illustrates the fully-autoregressive architecture of Ide cs2 [Lau+24b]. In this setup, an
image of up td@80 980pixelsis processed by a vision encoder that extracts hidden feature
representations. These features are then passed through a modality projection and pooling
layer to prepare them for integration with the LLM. Ultimately, the text embeddirigs

are concatenated with the visual tokens before being fed into the LLM.

3.4.2 FLAN-TS5

Fine-tuned LAnguage Net T5 (FLAN-T5) [Chu+24] is an advanced open-source sequence-
to-sequence language model that builds on the Transformer architecture [Vas+17] and
extends the capabilities of the T5 model (Text-to-Text Transfer Transformer) [Raf+20].
Following the text-to-text framework, FLAN-T5 treats every NLP task as a problem of

3https://huggingface.co/HuggingFaceM4/idefics2-8b , Last Accessed: 2024-11-30
“https://huggingface.co/datasets/facebook/pmd , Last Accessed: 2024-11-30
Shttps://huggingface.co/datasets/HuggingFaceM4/the_cauldron , Last Ac-

cessed: 2024-11-30
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Fig. 3.8: Architecture of Ide cs2. The model integrates concatenated visual tokens and text
embeddingsrepresented by the green and red columns, respectively. Figure adapted
from [Lau+24b].

converting one piece of text into another, similar to its predecessbr This approach
allows it to handle a wide variety of tasks in a uni ed manner, including translation,
summarization anajuestion-answeringRaf+20; Chu+24]. FLAN-T5 undergoes extensive
pre-training on a large and diverse text corpus, allowing it to develop a deep understanding
of language. What truly distinguishes FLAN-T5 is its IT (Section 2.3), which allows it
to follow more complex language instructions than its predecessor. This enhancement
signi cantly improves its ability to adapt to new tasks. As a result, FLAN-T5 shows
impressive performance improvements on various benchmarks. Figure 3.9 illustrates
several examples of how FLAN-T5 [Chu+24] transforms various tasks into the text-to-text
framework.

Fig. 3.9: Prompting examples for FLAN-T5, featuring several Instruction Tuning [Zha+23c] and
Chain-of-Thought [Wei+24] demonstrations that illustrate the model's prompting and
reasoning processes. Figure taken from [Chu+24].
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3.4.3 LM-Fuser

Improving the performance of LLMs without relying on ne-tuning, few-shot learning, or
similar techniques is a signi cant challenge. Vernikos et al. [Ver+24] proposed a promising
solution to this issue, focusing on optimizing LLM outputs without needing access to the
model weights. Predictions from three di erent MLLMs were combined, and a ne-tuned
FLAN-T5 model, called LM-Fuser, was developed to merge these predictions. LM-Fuser
has the advantage of requiring only a single pass through the LLM and, by training
multiple candidates for the same sequence, it mitigates the risk of over tting [Ver+24].
This approach was in uenced by the tendency of clinicians to seek second opinions in order
to decide on the best course of action for a patient's subsequent medical examinations.
Since di erent medical professionals may have varying perspectives, combining their
observations can provide a more comprehensive understanding of the medical state of
the patient. The objective is to generate captions that facilitate the training of the more

e cient LM in combining various candidate captions into a single output that more
closely aligns with the gold caption. LM-Fuser is built on the concept that MLLMs can
generate captions e ectively without needing extensive ne-tuning on a speci ¢ dataset,
as they leverage the knowledge gained during their initial pre-training, which is further
enhanced by the prompts given. Therefore, FLAN-T5 (Section 3.4.2) is trained to combine
multiple candidate outputs for the same input, thereby improving its ability to generate
more accurate captions. This approach helps reduce the costs usually associated with
ne-tuning MLLMs. The process is illustrated in Figure 3.10, where the MLLMs rst
generate captions for each image, producing alternative captions for both the training and
validation sets. These datasets are then used to train the LM-Fuser, enabling it to integrate
the generated information and produce the nal captions, without the need to directly
view the image.
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Fig. 3.10: Aniillustration of LM-Fuser, which utilizes the outputs from multiple MLLMs to generate
a more concise caption by integrating the various candidate predictions.
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