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Abstract

The importance of object detection and key information retrieval within legal documents
is growing in today’s society as AI models become more capable of handling these chal-
lenges. While object location and key information retrieval may seem closely related,
the latter typically involves a more in-depth analysis of document content and structure,
going beyond simply identifying individual objects. This work speci�cally focuses on
the intersection of technology and legal science, aiming to examine how deep learning
can rede�ne the norms that have existed for years in the processing of legal documents.
Additionally, it proposes methodologies to address these challenges while simultaneously
o�ering services to Cognitiv+. The study is divided into two parts. The �rst part focuses on
retrieving key information, speci�cally targeting two crucial elements in invoices: the issue
date and the total invoice price. Two distinct approaches are used for this purpose. The
�rst approach utilizes highly e�cient, state-of-the-art, ready-to-use question-answering
models such as GPT-4 Vision, IDEFICS, and the smaller-sized Layoutlm-invoices, a variant
of LayoutLM developed by Impira. The second approach involves annotating invoices
and training the latest version of the LayoutLM-base model for sequence classi�cation.
The second part of the research focuses on object location, speci�cally targeting �nancial
statements with a focus on locating borderless tables, which are a common format inside
these legal documents. Additionally, an optional goal is to extract both their structure
and data in Excel format. Two distinct approaches are pursued for this task. In the �rst
approach, ready-to-use variants from popular object detection models, such as DETR and
YOLOv8, which have been �ne-tuned on a dataset similar to the given one, are employed.
Meanwhile, the second approach involves training a YOLOv8 model after a meticulous
annotation process. The most e�ective model is then utilized for the optional task of table
extraction. This involves supplying segmented tables to Img2Table, which is a Python
library for facilitating the extraction of tabular information in the desired format. This
thesis o�ers detailed insights into the data, methodology, annotation steps, and results
of each model. Additionally, it discusses potential reasons for the success or failure of
the models and proposes additional enhancements or alternative methods that can be
pursued.
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Περίληψη

Η σηµασία της ανάϰτησης σηµαντιϰών στοιχείων (key information retrival) ϰαι ο εν-
τοπισµός αντιϰειµένων (object detection) σε νοµιϰά έγγραφα αυξάνεται µε την πάροδο
των χρόνων, ϰαϑως τα µοντέλα τεχνητής νοηµοσύνης (AI) γίνονται ολοένα ϰαι πιο ιϰανά
να λύσουν τέτοιου είδους προβληµατα. Μπορεί ο εντοπισµός αντιϰειµένων ϰαι η ανάϰ-
τηση σηµαντιϰών στοιχείων να είναι δυο διαδιϰασίες που µοιάζουν µεταξύ τους, αλλά η
τελευταία περιλαµβάνει µια πιο περιεϰτιϰή ανάλυση του περιεχοµένου ϰαι της δοµής των
εγγράφων, περνώντας πέρα από τον απλό εντοπισµό αντιϰειµένων µέσα σε αυτά. Αυτή η
εργασία επιϰεντρώνεται ειδιϰά στον συνδυασµό τεχνολογίας ϰαι νοµιϰής επιστήµης, µε
στόχο να εξετάσει πώς η βαϑιά µάϑηση (deep learning) µπορεί να επαναπροσδιορίσει τις
σταϑερές που υπάρχουν για χρόνια στην επεξεργασία νοµιϰών εγγράφων. Επιπρόσϑετα
προτείνει ολοϰληρωµένες µεϑοδολογίες για την επίλυση τέτοιου είδους προβληµάτων
εντοπισµού, ενω παράλληλα παρέχει υπηρεσίες στην Cognitiv+. Η µελέτη αυτή διαιρεί-
ται σε δύο µέρη. To πρώτo µέρος επιϰεντρώνεται στο πρόβληµα ανάϰτησης σηµαντιϰών
στοιχείων ϰαι έχει ως στόχο τον εντοπισµό δύο ϰρίσιµων στοιχείων που υπάρχουν στα
τιµολόγια: την ηµεροµηνία έϰδοσης ϰαι το συνολιϰό ποσό ενός τιµολογίου. Για τον
σϰοπό αυτό χρησιµοποιούνται δύο διαφορετιϰές προσεγγίσεις. Η πρώτη χρησιµοποιεί
τελευταίας τεχνολογίας έτοιµα προς χρήση µοντέλα ερωταπαντήσεων όπως το GPT-4
Vision, το IDEFICS, ϰαϑώς ϰαι το µιϰρότερο Layoutlm-invoices, µια παραλλαγή του γνω-
στού LayoutLM απο την Impira. Η δεύτερη προσέγγιση περιλαµβάνει την επισηµείωση
(annotation) των τιµολογίων ϰαι την εϰπαίδευση της πιο πρόσφατης έϰδοσης του µον-
τέλου LayoutLM-base για ϰατηγοριοποίηση αϰολουϑιών (sequence classi�cation). To
δεύτερo µέρος της έρευνας εστιάζει στον εντοπισµό αντιϰειµένων ϰαι πιο συγϰεϰριµένα
τον εντοπισµο πινάϰων χωρίς όρια (borderless tables) που είναι µια συνήϑης µορφή σε
οιϰονοµιϰούς απολογισµούς. Επίσης προαιρετιϰός στόχος αποτελεί ϰαι η εξαγωγή των
δεδοµένων ϰαι της δοµής από αυτούς τους πίναϰες. Για την επίλυση αυτού του προβ-
λήµατος, αϰολουϑούνται δύο διαφορετιϰές προσεγγίσεις. Η πρώτη χρησιµοποιεί παρ-
αλλαγές από γνωστά για την αποτελεσµατιϰότητα τους έτοιµα πρός χρήση µοντέλα
ανίχνευσης αντιϰειµένων (object detection models), που είναι ήδη εϰπαιδευµένα σε δε-
δοµένα σχετιϰά παρόµοια µε αυτά που έχουµε στην διάϑεση µας, όπως το DETR ϰαι το
YOLOv8. H δεύτερη προσέγγιση περιλαµβάνει την εϰπαίδευση ενός µοντέλου YOLOv8
µετά απο την διαδιϰασία επισηµείωσης των δεδοµένων. Το πιο αποτελεσµατιϰό µον-
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τέλο απο τα παραπάνω ϑα χρησιµοποιηϑεί στη συνέχεια για την εξαγωγή πινάϰων απο
τα σαρωµένα αρχεία (scanned documents), τροφοδοτόντας τους εντοπισµένους πίναϰες
στην Img2Table, που είναι µια βιβλιοϑήϰη της Python η οποία µπορεί να εξάγει την δοµή
ϰαι την πληροφορία των πινάϰων στην επιϑυµητή µορφή. Γενιϰότερα, αυτή η εργασία
παρέχει λεπτοµερείς πληροφορίες για τα δεδοµένα, τη µεϑοδολογία που αϰολουϑήϑηϰε,
τα βήµατα επισηµείωσης των δεδοµένων ϰαι τα αποτελέσµατα ϰάϑε µοντέλου, µαζί µε
πιϑανούς λόγους επιτυχίας ή αποτυχίας τους. Τέλος, προτάσσονται επιπλέον πιϑανές
βελτιώσεις ή εναλλαϰτιϰές µέϑοδοι που µπορούσαν να εξεταστούν.
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1Introduction

1.1 Problem Statement and Thesis Objectives

In an era de�ned by the continuous �ow of information, e�ciently retrieving or locat-

ing crucial information within documents is essential. The accumulation of documents,

particularly legal documents, is substantial, as they require the maintenance of copies for

retention and evidential purposes. Despite their signi�cance, these documents have been

underutilized for many years. For several years, the rule-based approach has been the

dominant strategy for tackling such tasks. However, due to the complex structures of legal

documents, these methods have proven to be ine�ective in many cases. Cognitiv+ is a

company that specializes in managing various legal documents, with a speci�c focus on

identifying crucial information for document analysis. Therefore, this research investi-

gates two speci�c tasks related to Key Information Retrieval (KIR) and Borderless Table

Location (BTL) within con�dential documents. As the demand for advanced solutions

increases and deep learning models rapidly progress, it seems imperative that they be

incorporated into bothKIRandBTLtasks. Because there is a wide range of models that

can be used to solve such problems, this research requires o�ering a clear understanding

of possible solutions by examining both their positive and negative aspects. It is also

crucial to note that the use of AI is not a panacea, as various challenges may hinder model

performance. These challenges include dealing with noisy, unstructured, or deteriorated

documents due to their age. For this reason, methodologies need to be implemented to

tackle these challenges, with a main emphasis on speed and the e�cient utilization of free

and open-source models, as requested by the company. This thesis aims to introduce a

methodology and mindset that are broadly applicable and bene�cial for anyone looking

to extract some vital information from complex documents while e�ectively addressing

potential obstacles along the way. Additionally, it seeks to provide not only the models

used in this study as solutions but also to introduce models that, although they may not

have been ideal for this speci�c problem, could potentially perform better in other related

datasets and tasks.

1.1.1 Key Information Retrieval

The �rst task involves retrieving the total price and issue date from scanned invoices. The

provided �les from the company consisted of a signi�cant number of invoices with diverse
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structures. After collaboratively de�ning the desired formats for the invoices with the

company members, the research is directed towards these speci�ed formats (a small sample

of four invoice formats are depicted in Fig. 1.1). Consequently, a total of 141 invoices,

closely aligned with the speci�cations, have been successfully gathered. Furthermore,

39 invoices from a public dataset were included to enhance the dataset. Thus, the �nal

dataset consisted of 180 invoices. Following that, a methodology was developed with two

approaches to solve the task.

Fig. 1.1: A Sample of Four Invoices with Di�erent Structures
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As there were no annotations available, for the �rst approach, a more direct solution was

selected, avoiding the need for data annotation. This was implemented through Visual

Question-Answering (VQA). In this method, the user inputs an image and a question,

and the model generates an answer based on its knowledge. While exploring various

multimodal models forVQA, the investigation led to the �nal selection of two State of

the Art (SOTA) models: GPT-4 Vision and IDEFICS. Despite theseSOTAmodels not being

speci�cally document-oriented, due to their training dataset and methodology, they often

perform satisfactorily in document understanding tasks. Given the company's preference

for prioritizing free models, it is important to note that we could not utilize ChatGPT-4

Vision, as it is not available for free. Instead, we utilized the Microsoft chatbot named

Copilot, which is claimed from many sources to have integrated the GPT-4 Vision model.

However, after further discussions, ChatGPT-4 Vision was considered a potential solution

to explore if Copilot with GPT-4 Vision, could demonstrate the desired outcomes. In

addition to these general-purpose models, one document-oriented model that had already

been �ne-tuned on datasets similar to our was also tested. This was Impira's layoutlm-

invoices model, designed speci�cally forVQA on invoices. Despite its simpler and more

compact architecture, it demonstrates an understanding of document complexities due to its

specialized design and training methodologies. For all three models, their performance was

evaluated through inference on a small subset of the dataset containing both demanding

and less demanding documents. The results were promising for the layoutlm-invoices

model, contributing to the progress of the research.

The second approach, which was more time-consuming but held more promise for this

speci�c task, involved �ne-tuning a document-oriented model. However, the dataset

lacked annotations, making �ne-tuning unfeasible. For this reason, all 180 documents

were annotated by us (over 600 annotations performed). Regarding model selection, after

studying several document-oriented models and evaluating their structural details, the

third version of the LayoutLM model was chosen. By utilizing LayoutLMv3-base1 and

training it for just a few epochs, excellent outcomes were achieved.

1.1.2 Borderless Table Location

The second task focuses on locating and extracting borderless tables from �nancial state-

ments. It is important to note that the primary focus of this work is onBTL. The exploration

of table extraction will only be pursued as an additional task if satisfactory results are

achieved in the location task. The company-provided �les included �nancial statements

with various borderless tables. However, none of these tables were annotated, making the

use of the �ne-tuning approach impossible. After discussions with the company mem-

bers regarding the formats desired for analysis, a decision was made, and a total of 119

�nancial statements were collected (a small sample of four of them depicted in Fig. 1.2).

1base: The smaller version of the model with the fewest parameters.
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Subsequently, 183 borderless tables within these statements were annotated by us for the

purposes of this research. For this task, a methodology with two approaches was developed

to e�ciently and quickly address the objective. Similar to the �rst task, the initial approach

involved utilizing ready-to-use models, while the second approach required training a

model on the dataset.

Fig. 1.2: A Sample of Four Financial Statements with Borderless Tables
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In the �rst approach, after researching object detection models forBTL, two speci�c

models were selected. The �rst model was YOLOv8, which includes three variations:

yolov8n-table-extraction, yolov8s-table-extraction, and yolov8m-table-extraction. These

models were �ne-tuned on datasets with a format similar to the target data. The second

model utilized is detr-doc-table-detection, which is a variant based on detr-resnet-50. After

the annotated dataset was split into training, testing, and development sets, all models

were evaluated on the test dataset. The results were satisfactory, but aiming for the most

accurate table location possible, additional actions were taken.

Similar to the �rst task, the outcomes of the initial approach paved the way for further

progress. Considering the speed of YOLOv8, a decision was made to �ne-tune a YOLOv8

model, speci�cally the YOLOv8n variant. After the training process, YOLOv8n demon-

strated pro�ciency during evaluation on the previously split dataset, achieving excellent

results with high accuracy in detecting table bounding boxes. For the table extraction task,

an attempt was made using the Img2Table library to extract the structure of tables from

the predictions of the YOLOv8n model. Speci�cally, Img2Table was used on cropped tables

from the located images, and the extracted tables were saved in Excel �les. The results

obtained from this process were reasonably satisfactory but exhibited signi�cant errors in

understanding the structure of the borderless tables.

1.2 Thesis Structure

This section provides an overview of the organizational structure of each chapter within

the context of this thesis.

Chapter 2- Related Work In this chapter, the architecture and capabilities of potential

models that can solve the tasks are analyzed, with both the advantages and disadvantages

they may have for each task.

Chapter 3- System Design and Implementation In this chapter, the design approaches

of the tasks are analyzed, along with implementation details. Speci�cally, the reasoning

behind the design of each step is included, along with implementation details for both the

models used and the annotation procedure.

Chapter 4- Results and Error Analysis In this chapter, the experimental results of the

models are presented and analyzed. Special emphasis is placed on the errors of the models,

and e�orts are made to explain the reasons behind them.

1.2 Thesis Structure 5



Chapter 5- Conclusions and Future Work In this chapter, a summary of the key points

of this work is presented, and potential improvements or approaches that could have been

explored are discussed.
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2Related Work

2.1 Introduction

This section aims to provide the necessary knowledge regarding which models are suitable

for solving problems such asKIR and BTL. The way these models are structured and

trained is a crucial factor in their e�ectiveness; therefore, su�cient details will be provided.

In this chapter, we describe the models that were ultimately chosen as solutions for our

tasks. We will discuss more general aspects of these models here, while a more detailed

analyses will be provided in the subsequent Chapter 3.

2.2 Key Information Retrieval

2.2.1 Introduction

Diving into the task ofKIRin invoices revealed a signi�cant challenge, mainly stemming

from the diverse formats and noisy nature of the invoices in the dataset, which is common

for old scanned documents. However, a promising approach emerged through the adoption

of multimodal models that can integrate both text and image features. While there have

been advancements in developing multimodal models for e�ciently locating and extracting

information from images, there had been limited exploration of their capabilities, specif-

ically on the complex structure of invoices. This chapter aimed to identify appropriate

models for the problem. It involved exploring document-oriented multimodal models

as well asSOTAmultimodal models known for their pro�ciency in handling complex

structures in both images and documents.
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2.2.2 General-Purpose Models

Visual Bidirectional Encoder Representations from Transformers

(VisualBERT)

VisualBERT [Li+19] is a multimodal model that extends the capabilities of BERT [Dev+19]

by integrating visual features extracted from images, enhancing its functionality. These

visual features are obtained by utilizing a pre-trained object detection system like Faster

Region-based Convolutional Neural Network (Faster R-CNN) [Ren+15]. The role of this

system is to identify and propose regions of interest in an image corresponding to objects

or signi�cant visual elements. The visual features derived from the object proposals are

treated as input, which are then combined with text embeddings along with positional and

segment embeddings as depicted in Fig. 2.1. The model's transformer layers process both

the textual and visual inputs together. Trained on an extensive dataset of image caption

data, which comprises images paired with corresponding textual descriptions or captions,

VisualBERT excels at various tasks, including VQA.

https://sh-tsang.medium.com/review-visualbert-a-simple-and-performant-baseline-for-vision-

and-language-616ca0da698

Fig. 2.1: The Architecture of VisualBERT1.

Learning Cross-Modality Encoder Representations from Transformers

(LXMERT)

LXMERT [TB19], like Visual BERT, shares a similar concept. However, there are key

di�erences that set LXMERT apart. One key distinction is that VisualBERT utilizes a single

encoder for both text and images, whereas LXMERT employs separate encoders for each

modality. The design choice in LXMERT, incorporating two separate encoders and one

cross-modality encoder, enables it to capture more intricate associations between language

1
Source: This Image was Taken from the Original Paper of Visual BERThttps://arxiv.org/pdf/1908.03557.pdf
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and vision during pre-training. Additionally, the inclusion of more speci�c pre-training

tasks enhances its ability to learn the cross-modal alignments between vision and language.

This combination of architectural design and targeted pre-training tasks contributes to

LXMERT's better understanding of the relationship between visual and textual information

compared to VisualBERT. LXMERT, also trained on an extensive dataset of image caption

data, demonstrates remarkable results in VQA among other tasks.

Fig. 2.2: The Architecture of LXMERT2.

Image-aware Decoder Enhanced à la Flamingo with Interleaved

Cross-attentionS (IDEFICS)

DeepMind's IDEFICS [Lau+23] is an open reproduction of Flamingo [Ala+22] and is widely

recognized for its few-shot capabilities. The model achieves remarkable performance

by leveraging task-speci�c examples as prompts. Especially, IDEFICS excels in handling

diverse input sequences, encompassing both text and images and generating contextually

appropriate text output. IDEFICS is o�ered in two versions: a 9 billion parameter version

and a larger one with 80 billion parameters. The key to its success lies in the OBELISC

dataset on which is trained. OBELISC is a massive dataset created by scraping interleaved

image-text documents. Interleaved image-text documents refer to multimodal documents

where images and text are integrated in a combined manner (Fig. 2.3). Instead of presenting

images and text separately, interleaved documents combine visual and textual elements to

convey information more e�ectively. As for its architecture, it is referred that is closely

similar to Flamingo's, but the key to performing comparably to Flamingo on various

image-text understanding tests lies in the diversity of the datasets on which it was trained

on, rendering it a valuable asset for numerous tasks, including VQA.

2
Source: This Image was Taken from the Original Paper of LXMERThttps://arxiv.org/pdf/1908.07490.pdf
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Fig. 2.3: Comparison of Image-Caption Pairs and Multimodal Document3.

Generative Pretrained Transformer 4 with Vision (GPT-4 Vision)

GPT-4 [Ope+23] stands out as one of the most advanced Generative Pre-trained Trans-

former (GPT) models developed by OpenAI. Its capabilities have been developed through

extensive training on a massive dataset, marking a signi�cant advance in the �eld. The

model achieves human-level performance across various professional and academic exams,

showcasing its adaptability and e�ectiveness in diverse domains. Derived from GPT-4,

GPT-4 with Vision undergoes strategic modi�cations for integration with images. It is a

large-scale GPT model designed considering both textual and visual features in response

generation. Unfortunately, details like its architecture, training process, or dataset are

not publicly available to gain a better understanding of how it would perform in complex

documents like invoices. However, according to paper [Li+23], which explored GPT4's

VQA capabilities, the model excels in this task, particularly in scenarios requiring entity-

speci�c knowledge. While these �ndings mainly focus on areas di�erent from invoices,

they demonstrate impressive performance.

2.2.3 Document-Oriented Models

Layout Language Models (LayoutLM Family)

While there are multimodal models designed for solving various general tasks, some mod-

els, which integrate text, image, and layout features, are more focused on understanding

complex document structures. One widely recognized model in this �eld is LayoutLMv1

3
Source: This Image was Taken from the Original Paper of OBELICShttps://arxiv.org/pdf/2306.16527.pdf
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[Xu+20], considered groundbreaking. This is evident from the fact that its foundational

framework has been adopted by many models that followed it. The LayoutLMv1 model,

inspired by BERT's architecture, enhances the representation of textual information by

adding two additional types of input embeddings. Apart from text embeddings, it includes

2-D position embeddings to signify the relative position of a token within a document,

enabling it to capture relationships among them. These 2-D embeddings are concatenated

with the text embeddings before the pre-training process. The higher-level representations

of these features, derived after the pre-training process, are concatenated with image

embeddings originating from a pre-trained Convolutional Neural Network (CNN) back-

bone in order to be �ne-tuned for the downstream tasks, allowing the model to capture

appearance features.

Shortly after the release of the �rst version, a new version of LayoutLM, known as Lay-

outLMv2 emerged, with signi�cantly improved performance. Unlike the previous version,

which only integrated text, layout, and visual information during �ne-tuning, the updated

version also incorporates these elements throughout the pre-training process. This inte-

gration has led to enhanced performance in LayoutLMv2. In addition, LayoutLMv2 also

bene�ts from additional pre-training tasks that are speci�cally designed to strengthen

the understanding of interactions between di�erent modalities. These tasks help improve

the overall capabilities of LayoutLMV2. The latest version of LayoutLM is LayoutLMv3.

This model brings in an improved design and goals for LayoutLM, making it stand out

from other document-oriented multimodal models in document AI. Notably, LayoutLMv3

does things di�erently compared to older versions, it doesn't depend on a pre-trained

CNN or Faster R-CNNbackbone for visual feature extraction; instead, it utilizes linear

projection features, resulting in a reduction in parameters. Also, the pre-training objectives

are enhanced, making the model better at understanding representations from di�erent

types of data. Experimental results show that LayoutLMv3 performs remarkably in various

document AI tasks involving both text and images. The model's simpli�ed design and

clear goals contribute signi�cantly to its e�ectiveness, making LayoutLMv3 appear to be a

promising solution for this task. It is important to mention that all LayoutLM family models

o�er three di�erent methods for solvingKIRproblems. Speci�cally, there are LayoutLM

for token classi�cation, LayoutLM for sequence classi�cation, and LayoutLM for question

answering. LayoutLM for token classi�cation labels individual words or segments within

a document while LayoutLM for sequence classi�cation categorizes entire documents

into speci�c classes. Finally, LayoutLM for Question-Answering (QA) analyzes document

content to answer questions, based on the information within the text. The choice depends

on the nature of the problem.

In addition to the previously mentioned models, there are also �ne-tuned reproductions

of LayoutLM family models, such as LayoutLM-document-QA and LayoutLM-invoices.

Developed by Impira, both are purpose-built for documentVQA tasks. These variants

specialize in providing text-format answers to questions derived from documents. Their
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architecture includes a span classi�cation head on top, optimized forVQA. LayoutLM-

document-QA achieves this optimization through �ne-tuning on both DocVQA [MKJ21]

and SQuADv2 [RJL18] datasets, which contain documents and corresponding question-

answer pairs. Similarly, LayoutLM-invoices is also �ne-tuned on the same datasets and

additionally on a proprietary dataset of invoices. Both of these tailored approaches enhance

performance in extracting precise and contextually relevant answers from documents and

invoices.

BERT Relying On Spatiality (BROS)

Shortly after the release of the �rst version of LayoutLM, a model named BROS [Hon+22]

emerged, inspired by LayoutLMv1's document-oriented approach. Unlike its antecedent,

BROS focuses on modeling text and layout features for key information location from

documents, without including visual features. BROS builds upon two key innovations

introduced by LayoutLMv1. LayoutLMv1 utilizes an encoding strategy that assigns absolute

2D positions to text blocks along the x and y-axis, which is found to be less robust to slight

changes in position. In contrast, BROS introduces a spatial encoding metric, highlighting

relative positions between text blocks to de�ne spatial relations (Fig. 2.4). This adaptation

signi�cantly enhances the model's precision in identifying entities with similar structures.

The second noteworthy advancement relates to pre-training tasks. BROS implements

an innovative Area-Masking Strategy (AMS), including two objectives. The �rst is a

Token-Masked Language Model (TMLM), which works by randomly hiding some words

in a document while keeping track of where they are. Then, the model tries to guess the

hidden words based on their positions and the rest of the text. This method is similar to

how BERT and Masked Visual-Language Modeling (MVLM) handle hidden words. The

second objective called Area-Masked Language Model (AMLM) covers a bunch of words

in a speci�c area on the page and tries to predict them using its surroundings. This dual-

objective pre-training strategy contributes to BROS's robust performance and e�cacy in

information extraction tasks without using visual features.
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Fig. 2.4: Comparison Between Absolute Spatial Information and Relative Spatial Information:
�Project #� and �Total Sample� have their paired values, �72-31� and �285�, respectively.
In (a), the paired text blocks have di�erent modalities based on their absolute positions.
On the other hand, in (b), they can hold co-modality to represent the positions of their
semantically coupled text blocks4.

Language-independent Layout Transformer (LiLT)

Another model that focuses only on text and layout features forKIRfrom documents is LiLT

[WJD22]. LiLT is designed to assimilate layout knowledge from monolingual structured

documents during pre-training and apply this knowledge to handle also multilingual

documents. Its framework operates like a two-part transformer (Fig. 2.5). One part

generates high-level text features, and the other focuses on layout features. At the model

output, text and layout features are concatenated for the pre-training or the downstream

�ne-tuning processes. As for its pre-training procedure, the model tackles three tasks. The

�rst task is the MVLM and involves the model learning by hiding some words in a sentence.

The model tries to predict what these hidden words are by combining the information

from the rest of the sentence. The second task is the Key Point Location (KPL). In this

objective, the picture is divided into multiple sections and some parts are covered, then

the model has to guess the correct section for the covered ones. The last task is named

Cross-modal Alignment Identi�cation (CAI) and deals with pairs, speci�cally a word and

a speci�c region of an image. The model tries to understand the connections between

words and image regions by �guring out which words match up with speci�c areas in

images. Both architecture and pre-training strategy make LiLT very e�cient in document

understanding tasks.

4
Source: This Image was Taken from the Original Paper of BROShttps://arxiv.org/pdf/2108.04539.pdf
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Fig. 2.5: The Architecture of LiLT5.

2.3 Borderless Table Location

2.3.1 Introduction

BTLwithin a document is typically achieved using object detection models. Object detec-

tion models are categorized into two types: two-stage and one-stage detectors. Regions

of interest are proposed before classi�cation in two-stage detectors, while one-stage de-

tectors handle both localization and classi�cation in a single pass through the Neural

Network (NN). The two-stage detectors tend to be slower due to an additional step, but

they are more e�cient in localization compared to the one-stage detectors. Due to the

priority for speed, the research has been primarily focused on one-stage detectors, speci�-

cally exploring freely available options, in alignment with the company's preferences and

goals.

2.3.2 Models

You Only Look Once (YOLO) Family

The YOLO algorithm was �rst introduced in 2015 with YOLOv1 [Red+16] and has since

evolved to its latest version, YOLOv8 [Rei+23]. This algorithm is known for its speed and

lightweight design, making it a common choice for various computer vision tasks, including

object detection. YOLO performs object localization and classi�cation simultaneously in

5
Source: This Image was Taken from the Original Paper of LiLThttps://arxiv.org/pdf/2202.13669.pdf
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a single pass through theNN. The main architecture of YOLO models consists of three

key components: the backbone, the neck, and the head, as illustrated in Fig. 2.6. However,

throughout the evolution of YOLO models, numerous improvements and changes have

been made, and many new features have been introduced, as referred to in the paper

[TCR23]. To get a preliminary understanding of the model and grasp its potential bene�ts

for this problem, this general architecture will be delved into. The backbone plays a

crucial role in extracting important features from the input image. It usually includes a

CNNand is trained on extensive datasets like ImageNet [Rus+14], which are speci�cally

designed for large-scale image classi�cation tasks. In the later layers of the network,

higher-level features such as object parts and semantic information are captured. These

layers are responsible for extracting more abstract and meaningful representations from

the input image, enabling the network to understand the content of the objects present.

The neck acts as a bridge connecting the backbone and the head. Its primary function is

to consolidate and re�ne the features extracted by the backbone. The neck can include

additional convolutional layers, such as Feature Pyramid Networks (FPN) [Lin+17], or other

mechanisms, with the main objective of enhancing the representation of features obtained

from the backbone. The head is the �nal part of the framework. Its job is to make predictions

based on the features supplied by the backbone and neck. It usually comprises one or

more sub-networks tailored to the speci�c task, encompassing classi�cation, prediction

of bounding box coordinates, etc. To enhance the results, a post-processing step, like

Non-Maximum Suppression (NMS), is applied, which eliminates overlapping predictions,

retaining only the most reliable detections.

Fig. 2.6: The Main Structure of YOLO Family Models6

YOLO is noted for its speed due to its avoidance of complex processes. However, it is

sometimes challenged by very large or small objects and accurate localization for complex
6
Source:https://medium.com/@shroffmegha6695/

know-your-neural-network-architecture-more-by-understanding-these-terms-67faf4ea0efb
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shapes or occlusions. Generally, predicting bounding box coordinates in one pass can

be less accurate than in two-stage detectors, but it is still interesting to observe how

YOLO performs on the dataset. The methodology of YOLO for detecting bounding boxes

involves dividing an input image into a grid. Each grid cell is tasked with detecting an

object if the center of the object falls within it. YOLO employs anchor boxes to accurately

detect bounding boxes. These anchor boxes are predetermined shapes that serve as

reference points for identifying common object shapes. Each grid cell in the YOLO model

is assigned multiple anchor boxes, which assist in predicting the precise coordinates of

objects within the grid cell. By leveraging anchor boxes, YOLO re�nes its ability to locate

objects accurately in images. After selecting the anchor boxes with the highest con�dence

scores, the algorithm utilizesNMSto eliminate the unnecessary ones. The network output

is the �nal bounding box coordinates along with their probabilities belonging to each

class.

Fig. 2.7: YOLO Steps for Object Detection7

Throughout its evolution, YOLO's architecture and the use of anchor boxes have undergone

re�nement, incorporating various techniques. The overarching goal has consistently been

to enhance the architecture's lightweight nature and speed. The most recent iteration,

YOLOv8, introduced by Ultralytics in January 2023, o�ers �ve scaled variants�YOLOv8n

(nano), YOLOv8s (small), YOLOv8m (medium), YOLOv8l (large), and YOLOv8x (extra-

large). YOLOv8 embraces an anchor-free model, distinguishing itself from predecessors

by eliminating the use of small, medium, and large anchor boxes. Instead, it employs

an anchor-free detection mechanism, directly predicting the center of an object without

relying on the o�set from a prede�ned anchor box. This streamlined approach reduces the

number of box predictions and accelerates post-processing.

DEtection TRansformer (DETR)

DETR is a one-stage computer vision model for object detection. Its design enables

e�cient detection by directly predicting bounding boxes and class labels in a single pass.

DETR adopts a simple transformer architecture originally designed for Natural Language

Processing (NLP). Utilizing the strength of transformers' attention mechanism, DETR

7Source:https://www.labellerr.com/blog/why-is-the-yolo-algorithm-important/
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excels in capturing extensive global context. This improves its capability to comprehend

complex scenes by considering relationships between objects throughout the entire image.

In terms of its architecture, DETR processes images using aCNN to extract important

visual features. These features, along with positional information, are then fed into a

transformer encoder. The transformer's self-attention mechanism helps DETR understand

complex relationships within the image, o�ering a clear view of the scene. Later, a set

of learned positional embeddings, called queries, goes through a decoder, and the output

embeddings contribute to the �nal prediction layer. This architecture enhances its ability

to comprehend complex scenes by considering relationships between objects throughout

the entire image.
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3System Design and

Implementation

3.1 Introduction

Within this chapter, an examination and analysis is being conducted regarding the di�erent

models utilized for each task and the reasons for their selection. A detailed exploration of

the architecture of each model is provided, and system design as well as implementation

details are discussed. Additionally, particular focus is placed on the annotation process,

given its signi�cance in this study.

3.2 Key Information Retrieval

3.2.1 Task Con�guration

For theKIRtask, the dataset used was initially speci�ed, and then, two approaches were

adopted. Given that an annotated dataset was not available and the annotation process,

especially for document-oriented models is considered quite complex and time-consuming,

e�orts were made to avoid it. Thus, the �rst approach was more direct and fast, relying on

generative pre-trained models and models, that had already been �ne-tuned on a dataset

relevant to ours, without relying on any speci�c annotation. On the contrary, the second

approach was more customized to the data, involving annotation and training speci�cally

tailored to the dataset.

3.2.2 Dataset

Regarding the dataset, initially, a relatively large folder containing invoices from the

Cognitiv+ team was provided for use. The provided �les from the company consisted of

a signi�cant number of invoices with diverse structures, and a considerable portion of

them was unreadable, which is common in scanned documents. This issue was resolved

through fruitful collaboration with the members of Cognitive+, and the desired format

structures of the invoices were determined with the agreement of all involved. However,

none of these documents were annotated, signi�cantly limiting the approaches that could
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be followed. This limitation prevented �ne-tuning of any models, which was likely one of

the more promising solutions for the problem. Finally, 149 invoices were agreed upon and

selected. These invoices covered a variety of structures, addressing several formats from

the initial dataset provided. Additionally, since the speci�c data consisted of old scanned

invoices, another 31 invoices were used from a public dataset1, making the dataset more

representative of contemporary invoice structures that are not scanned. In total, the �nal

dataset consisted of 180 invoices (a small sample of the dataset shown in Fig. 1.1).

3.2.3 First Approach for Key Information Retrieval Task

3.2.3.1 Design

Considering the details of the architecture from all these models presented in Chapter 2,

some are designed to be versatile and applicable to a wide range of tasks, while others are

more speci�c to document processing. For the �rst group of models, a primary concern

was that their generality might pose challenges when it comes to extracting total prices

and issue dates from invoices. The broad applicability of these models may not perfectly

align with the speci�c requirements and complexities of this task, potentially leading to

di�culties in e�ectively utilizing them. However, more recent models, compared to older

ones, have demonstrated very good performance on such tasks. Therefore, for this research,

GPT-4 Vision and IDEFICS were chosen. However, a comprehensive study cannot focus

solely on general-purpose models. Thus, among the document-oriented models studied,

this research also focused on Impira's LayoutLM-invoices. It is worth noting that after

tests on the dataset, it performed better than LayoutLM-document-QA and with greater

con�dence on invoices, so the former was chosen. All these models can be found on the

Hugging Face platform2, except for GPT-4 Vision. The �rst two models were quite large,

and due to the goal of using as few resources as possible, they would be preferred only if

they managed to excel in the invoice understanding task.

To examine the performance of the models and the di�erence betweenSOTAgeneral-

purpose models and document-oriented models, a decision was made to create a subset of

the dataset containing both complex and less complex invoices. Complex invoices can be

considered those that have a substantial amount of information or those that are noisy

enough to confuse even humans. On the other hand, non-complex documents refer to

clear and simple documents in structure. For example, in Fig. 1.1, the �rst two images can

be considered complex as they contain noise or a lot of irrelevant information, while the

other two images are not as noisy or do not contain as much unnecessary information. The

results of these experiments provided a clear understanding of the capabilities of generative

models and guided the direction of further research. To assess the performance of these

1https://huggingface.co/datasets/darentang/generated
2https://huggingface.co/
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models on theVQA task, images were input into the models along with corresponding

questions, and the model's response was retrieved. Two questions were posed to the

model�one regarding the total invoice price: "What is the total price of this invoice?" and

another regarding the issue date: "What is the issue date of this invoice?" as displayed in

Fig. 3.1.

Fig. 3.1: Visualization of the First Approach for KIR Task.

3.2.3.2 IDEFICS

Model's Details

IDEFICS was chosen for its remarkable performance, comparable to Flamingo. Its ef-

fectiveness, as mentioned, is primarily attributed to training on the extensive OBELISC

dataset, a signi�cant part of the training datasets, which comprises 141 million multimodal

documents (Fig. 2.3) scraped from the web, containing 353 million images. Additionally,

IDEFICS was trained on a combination of openly available datasets, including Wikipedia,

the public multimodal dataset referenced in Singh et al.'s paper [Sin+22], and LAION

[Web+23]. In terms of its architecture, IDEFICS is built upon two frozen unimodal back-

bones: a pre-trained image encoder, OpenClip3, and a pre-trained language model, LLaMA.

To handle these di�erent modalities (images and text) in a uni�ed and �exible manner,

newly initialized parameters in the form of perceiver blocks and transformer-based cross-

attention blocks are inserted within the language model every 4 layers. These blocks are

part of the perceiver architecture, which is a type ofNN introduced in paper [Jae+21].

Speci�cally, transformer perceiver blocks manage multimodal fusion, while cross-attention

blocks integrate visual information into the text sequence. The Perceiver architecture is

introduced as a solution to handle arbitrary modalities without the need for task-speci�c

design modi�cations. This design allows the model to attend not only to elements within

the same modality (e.g., text-to-text) but also across modalities (e.g., text-to-image or vice

versa). As for the pre-training tasks used, they are not o�cially mentioned, making it

challenging to have a clear understanding of them.

3https://laion.ai/blog/large-openclip/
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Implementation

IDEFICS, has gained recognition for its strong few-shot performance, but it also performs

zero-shoting. An even more time-e�cient approach is preferred, so zero-shot was chosen

in this approach. For this reason, a quantized version of the IDEFICS 80B model, available

on Hugging Face, was utilized. To perform inference on the invoice sample containing both

complex and non-complex, each invoice was uploaded, and two questions were posed. The

online demo provided the ability to adjust certain parameters of the model that a�ected the

output it generated. Speci�cally, the "max new tokens" parameter, set to 8, controlled the

length of the output by limiting the number of new tokens generated. With a "repetition

penalty" of 0.01, the model was discouraged from producing repetitive phrases or words,

thus reducing the likelihood of duplicate elements in the output. Utilizing the 'top P

sampling' decoding strategy with a temperature of 0 and a 'top p' value of 0.01, the model

was directed to choose tokens with higher probabilities while keeping the selection process

less diverse. These parameter values collectively contributed to re�ning the model's output

generation process, enabling precise control over the quality and characteristics of the

generated text.

3.2.3.3 GPT4 Vision

Model's Details

GPT-4 Vision is a robust multimodal model achieving human-level performance on chal-

lenging professional and academic benchmarks. It surpasses the capabilities of current

LLMs across variousNLPtasks, outperforming many reportedSOTAsystems, including

some that incorporate task-speci�c �ne-tuning. It would be very interesting to study the

architecture of this model, but unfortunately, details of the model haven't been released

mainly due to competitive reasons with other companies. The only o�cial information

available is the technical report, which, however, does not focus on the model's details

or its architecture. The only information available regarding the structure of the newer

GPTversions (from 2020 to the present) comes from the paper [Bro+20], which introduces

GPT-3.0. Speci�cally, concerning its architecture, it is mentioned that it is based on GPT-

2, which, in turn, is derived from the architecture proposed in [Vas+17] which utilizes

self-attention mechanisms for processing sequential data. Compared to GPT-2, GPT-3.0

introduces several notable improvements. These include a larger model size with up to

175 billion parameters, enhanced context understanding capabilities, and improved gener-

ation quality. In terms of �ne-tuning, GPT-3.0 supports various methods for adapting the

model to speci�c tasks, including supervised learning, transfer learning, and reinforcement

learning. However, the speci�cs of its �ne-tuning process for conversational applications

may vary depending on the use case and implementation. GPT-4 with Vision represents a
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signi�cant improvement over GPT-3. One of the most notable enhancements is its status

as a multimodal model, enabling the incorporation of both textual and visual inputs. While

GPT-4 Vision stands as the most powerful GPT model to date, its generative nature may

potentially lead to hallucinations and improvisations. However, the technical report high-

lights a signi�cant reduction in such occurrences compared to previous versions. Overall,

unlike IDEFICS, GPT-4 Vision demonstrates greater capability in zero-shot scenarios, and

superior outcomes were anticipated.

Implementation

Our initial intention was to utilize GPT-4 Vision through ChatGPT-4 Vision. However,

its primary availability for a fee contradicts the company's agreement to use only free

models for research purposes. Nonetheless, an increasing number of sites and articles

mention that GPT-4 Vision is integrated into the Microsoft Copilot chatbot. So, the only

requirement to use this model for free was to have a Microsoft account. Similar to IDEFICS,

prompts consisting of both images and text were accepted by the model, which utilized

the zero-shot method. The only adjustments made regarding the produced output were to

select the "precise style" of responses. Text outputs were generated by the model-given

inputs comprising arbitrarily interlaced text and images. To perform predictions on invoice

samples, the invoice was uploaded, and the two questions were posed.

3.2.3.4 LayoutLM-invoices

Model's Details

The LayoutLM-invoices model follows the architecture of the �rst version of the LayoutLM

models family (Fig. 3.2). As mentioned in Chapter 2, these document-oriented models

are known for their capability to understand the intricate structures of documents, and

achieve this by leveraging not only text features but also visual and layout ones. For its

layout features, LayoutLMv1 utilizes a 2-D position representation. This representation

assigns coordinates (x, y) to each element or token in the document. This approach

creates positional relationships among words in a text, which signi�cantly in�uences

their semantic meaning. For instance, in a recipe, the ingredient list typically comes

after the instructions. When a cooking instruction like "Preheat the oven" is encountered,

the corresponding ingredients are more likely to be listed below or after this instruction

rather than before or above it. Visual features are also signi�cant in a document, styles

such as bold, underline, and italic are sometimes crucial clues for various tasks involving

document analysis. Image embeddings in this version of LayoutLM derive from the

Fully Connected (FC) layers of a pre-trainedCNNor Faster R-CNNbackbone [Ren+15],

enabling the model to capture appearance features such as font directions, types, and
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colors. In the �rst version of LayoutLM, only the text and the 2D positional embeddings

are combined and utilized in the pre-training process. The visual features, along with

all other features, are only used in downstream tasks. The model pre-trained using the

IIT-CDIP Test Collection 1.04, which comprises over six million documents and more

than 11 million scanned document images. Additionally, each document is paired with

its corresponding text, obtained from Optical Character Recognition (OCR) processing of

the document images (details forOCRare provided in a subsequent part of this chapter

in Section 3.2.4.3). During the pre-training phase, LayoutLMv1 performs two tasks. The

�rst is the MVLM. During this objective, some of the input tokens are randomly masked

while their corresponding 2-D position embeddings are retained. The model then attempts

to predict the masked tokens based on the surrounding contexts. This approach allows

the LayoutLMv1 model to understand not only the contextual details of language but also

to leverage associated two-dimensional positional information. Since the IIT-CDIP Test

Collection 1.0 dataset includes multiple tags for each document, the second task is the

Multi-label Document Classi�cation (MDC). MDC is a task inNLPwhere a document is

assigned multiple labels (categories) simultaneously. Its objective is to assign one or more

prede�ned labels to a document, in contrast to single-label document classi�cation, where

a document is assigned to only one category. In this manner, the model can grasp and

integrate insights from various domains of knowledge, resulting in more comprehensive

and robust representations of documents. After the pre-training phase, the model can be

�ne-tuned on various downstream tasks using small but signi�cant datasets, achieving

very good results within a few epochs.

The layoutlm-invoices di�ers slightly from the architecture of LayoutLM. Speci�cally, it is

based on the LayoutLMv1 model with a span classi�cation head on top. This is a speci�c

layer or set of layers added on top of the base model to enable the model to perform

VQA. The new feature of this �ne-tuned version of the multi-modal LayoutLM model

is its ability to handle non-consecutive tokens during the task of question answering on

invoices and other documents. Unlike otherVQA models including layoutlm-document-qa,

which can only extract consecutive tokens because they predict the start and end of a

sequence, this model can predict longer-range, non-consecutive sequences with this special

additional classi�er head. Given a dataset containing a question and its answer in the

form of corresponding tokens along with their bounding boxes and visual features, the

model learns during �ne-tuning to answer in text format, taking into account all the given

information.

4https://data.nist.gov/pdr/lps/ark:/88434/mds2-2531
5
Source: This Image was Taken from the Original Paper of LayoutLMv1https://arxiv.org/pdf/1912.13318.pdf
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Fig. 3.2: The Architecture of LayoutLMv15.

Implementation

The code for utilizing LayoutLM-invoices for inference is accessible on Hugging Face6,

along with a demo. The implementation was conducted in a Google Colab environment,

and the DocQuery library was utilized to simplify the process. DocQuery was developed

by Impira to simplify the analysis of semi-structured and unstructured documents such

as PDFs and scanned images using LayoutLMs. It enables users to directly ask questions

to extract insights from various document types without the need for preprocessing.

DocQuery relies on Google's TesseractOCR7 to identify text tokens within documents,

along with their coordinates. TesseractOCRmust be installed separately for DocQuery to

work correctly. Once the text and coordinates are identi�ed, relevant tokens are selected

and answers to questions are generated using the model. After implementation in Google

Colab, answers in text format were obtained by simply inputting the image and querying

for the corresponding answer.

3.2.4 Second Approach for Key Information Retrieval Task

3.2.4.1 Design

Several document-oriented models were researched in Chapter 2. Although models that

use only text and layout features forKIRfrom documents, such as BROS and LiLT, appear

to be promising for this task, they were not included in this particular study. This decision

was made due to the perceived risk of including models that do not utilize visual features,

so the research focused on the LayoutLM family models. After the evaluation of the results

of the �rst approach, it was understood that the noisy structure of invoices confused the

6https://huggingface.co/impira/layoutlm-invoices
7https://static.googleusercontent.com/media/research.google.com/el//pubs/archive/33418.pdf
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output of aQA model. Through experiments, it was determined that if image preprocessing

was performed to reduce the noise, the models could probably predict correctly where they

previously made mistakes. However, since the problem was not key information extraction

but KIR, models for token classi�cation were selected to solve the problem, avoiding

possible preprocessing on the invoices and making the problem simpler and for more

general purposes. The decision was made to proceed with the �ne-tuning of LayoutLMv3

for token classi�cation. LayoutLMv3, the latest version in the series, represents a signi�cant

evolution from its �rst version. The model is o�ered in two versions: base with 133M

parameters and large with 368M parameters. The base model was chosen, and only if

satisfactory results were not achieved, the large model would be tested. However, before

the training, priority was given to the annotation process, which was completed by us

using Label Studio, and to the OCR engine to be selected.

3.2.4.2 Annotation Process

The annotation process for �ne-tuning a document-oriented model is not a simple task.

It involves extracting coordinates for each token and the text they contain from each

document, a task typically performed byOCRengines. This complexity makes it chal-

lenging to �nd suitable free online tools for document understanding annotation, as most

allow only a limited number of annotations, which is not suitable for this research. To

�nd a general solution without limitations, a method from a GitHub repository8 was used

for the annotation process with some modi�cations. In this method, PP-OCR [Du+20]

was integrated into Label Studio, creating a versatile platform for annotations without

limitations. The �rst step involved creating a JSON �le with the appropriate format for

Label Studio. In the second step, two local servers were set up using Jupyter Lab: one

containing all the images for annotation and the other running Label Studio. The JSON �le

was uploaded to the Label Studio Platform, enabling the integration of the PP-OCR results,

which provided bounding boxes for tokens and the corresponding text. The �nal step

involved the manual annotation of each token in each invoice (Fig. 3.3). It is important to

note that the code and the process used did not di�er signi�cantly from the original. Some

key changes were made, such as switching from Jupyter to Google Colab for creating the

JSON �le integrated into Label Studio and using Jupyter Lab instead of Windows Terminal

for setting up the required local servers.

8https://github.com/manikanthp/LayoutLMV3_Fine_Tuning
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Fig. 3.3: A Sample of Four Annotated Invoices Using Label Studio Platform (Green: "Issue Date",
Red: "Total Price", Blue: "Other")
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3.2.4.3 LayoutLMv3

Model's Details

A key change of this version is its independence from a pre-trainedCNNor Faster R-CNN

backbone for visual feature extraction. During the pre-training phase, the model integrates

text, layout, and image features. In this phase, the model takes an input document image

along with its corresponding text and layout position information, encoding them into

contextualized vector representations. These vectors consist of text and image embeddings,

which the transformer utilizes as input. Text embeddings combine word embeddings and

position embeddings. The word embeddings are initialized from a pre-trained RoBERTa

model. The position embeddings include both 1D and 2D components: the 1D position

indicates the token's position within the text sequence, while the 2D layout position

represents its bounding box coordinates. To create image embeddings, the image is

divided into patches. Image embeddings are a combination of linear projection features

and position embeddings. The linear projection features involve transforming the image

embeddings to �t into the transformer. Position embeddings include both 1D and 2D

components: 1D position embeddings denote the patch positions, while 2D position

embeddings capture how patches are arranged both horizontally and vertically in the

document image. These word embeddings, along with the image ones, are input into the

model and processed by a multimodal transformer. This new architecture also introduces

three new pre-training tasks: Masked Language Modeling (MLM), Masked Image Modeling

(MIM), and Word-Patch Alignment (WPA). MLM is inspired by BERT and LayoutLM.

It involves randomly masking some text tokens, and the model predicts these masked

tokens based on the surrounding context of both text and image tokens.MIM is the

counterpart toMLM. It randomly masks some image tokens, and the model predicts these

masked image tokens based on the surrounding context of both text and image tokens.

The WPA objective predicts whether the corresponding image patch of a text word is

masked. It helps the model understand the relationship between text words and image

patches, which is not directly learned through previous objectives likeMLM andMIM.

All these architectural modi�cations, along with the introduction of new pre-training

tasks, improve the model's capacity to acquire more e�ective multimodal representations.

Consequently, it demonstrates enhanced performance across various tasks related to

document comprehension.

o e�ectively prepare the data for the LayoutLMV3 model, the recommended approach

involves harnessing the capabilities of the LayoutLMV3Processor. This tool seamlessly

integrates image and text processing functionalities. Internally, the LayoutLMV3Processor

encapsulates a LayoutLMV3FeatureExtractor for managing the image modality and a

LayoutLMV3Tokenizer for handling the text modality. The LayoutLMV3FeatureExtractor

also hasOCRcapabilities, but this is optional and can be facilitated by anyOCRen-
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gine. Ultimately, the LayoutLMV3Processor seamlessly combines the outputs of the Lay-

outLMV3FeatureExtractor and LayoutLMV3TokenizerFast, producing a comprehensive

dictionary. This dictionary integrates key information from both components, streamlining

the data preparation process for the LayoutLMV3 model.

Fig. 3.4: The Architecture of LayoutLMv39.

Optical Character Recognition Engine

In cases where the aim is to �ne-tune a model, it becomes crucial for additional information

such as the coordinates of the text and the extracted text itself within these coordinates

to be gathered.OCRengines typically serve this purpose by identifying and extracting

text from images or scanned documents. In essence,OCRplays a vital role in providing

necessary inputs for annotation and inferencing purposes. All LayoutLM models o�er the

capability to conductOCRthrough LayoutLMV3FeatureExtractor, without requiring an

externalOCRengine. However, due to the utilization of PP-OCR in the annotation process,

it became imperative to employ it in the inference procedure as well. Consistency between

these two processes is essential; otherwise, the model may not predict what it has learned

with 100% accuracy.

For this reason, PP-OCR was utilized. It stands out as a notableOCRengine within the

PaddleOCR toolkit, which is part of PaddlePaddle, an open-source deep learning platform

developed by Baidu Research. PP-OCR has seen three releases so far, with each subsequent

9
Source: This Image was Taken from the Original Paper of LayoutLMv3https://arxiv.org/pdf/2204.08387.pdf
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version improving upon and enhancing its predecessor. It is important to note that in the

three versions, there are several changes in the techniques and models used for each part

of this framework. However, these changes do not a�ect the fundamental operation of the

framework. In this research, the basic architecture of the framework, based on version one

of PP-OCR, was studied.

The general structure of PP-OCR consists of three distinct components: text detection,

detection box recti�cation, and text recognition, as illustrated in Fig. 3.5, and it is well-

known for its lightweight design. These components are carefully designed to operate

independently, supported by their own models, collectively forming a self-contained

framework. The main goal of text detection is to identify the areas containing text within

an image. To achieve this, a module called Di�erentiable Binarization (DB) is integrated

into a segmentation network. A segmentation network is a type ofNN architecture

used in computer vision tasks to assign semantic labels to each pixel in an image. These

networks typically utilizeCNN architectures. Binarization is commonly employed in

various image processing tasks and aids in enhancing image contrast, reducing noise,

and extracting important features for subsequent analysis and interpretation.DB is a

technique that improves upon traditional binarization methods by making the binarization

process adaptable and trainable withinNN architectures. The next part of the framework

involves the box recti�cation process, which aims to convert detected text boxes into

horizontal rectangles to aid subsequent text recognition. Geometric transformations are

used for this purpose. However, recti�ed boxes may sometimes appear reversed, requiring

the use of a classi�er in the form of a smallNN to determine text direction. If a box is

identi�ed as reversed, further geometric transformations are needed. In the �nal phase,

text recognition is conducted using Convolutional Recurrent Neural Network (CRNN),

following the architecture proposed by [Li+20]. This architecture is especially suitable for

tasks involving sequential data with spatial structures. The trained dataset for PP-OCR

consists of large-scale datasets containing images tailored for text detection, direction

classi�cation, and text recognition in both Chinese and English.

Fig. 3.5: General Structure of PP-OCRv110.

For the speci�c task, the PP-OCR framework was intended to be utilized for both the

training and inference processes. During the annotation process, bounding boxes along

10
Source: This Image was Taken from the Original Paper of PP-OCRv1https://arxiv.org/pdf/2009.09941.pdf
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with corresponding text content were provided by PP-OCR. Using this text and layout

information, annotation was performed by us on each bounding box through Label Studio.

After �ne-tuning on the dataset, the model essentially learned to identify key information

encompassing layout, text, and image features. However, during the inference phase,

these components were not directly accessible. Therefore, before the model could make

predictions, the invoices had to go through the OCR engine.

Implementation

The implementation code was based on a GitHub repository11, with many modi�cations

made regarding the evaluation metrics, the model structure, etc. In terms of its structure,

the �nal layer of the LayoutLMv3 model was replaced with an identity function. This

modi�cation allowed direct access to the last hidden state of the LayoutLMv3 model and

introduced additional custom layers. The custom architecture comprised three linear layers,

resulting in gradual decreases in feature dimensions. The initial linear layer projected

the features from 768 to 256, followed by a ReLU activation function. Subsequently, the

second linear layer further reduced the features to 64, again followed by a ReLU activation

function. Finally, the third linear layer mapped the 64 features to the desired number

of output classes (3). The model's �nal layer produced scores (logits) for each token,

which were then processed using a softmax function. This processing allowed the model

to categorize each token into one of three classes: "Issue Date," "Total Price," or "Other."

The F1 score and cross-entropy loss were then calculated based on these classi�cations.

For the �ne-tuning process , the objective was to minimize the cross-entropy loss. The

chosen optimizer was AdamW with a stable learning rate of1 � 10� 5, and the model was

trained with a batch size of 2. The learning rate was intentionally chosen to be small,

inspired by the �ne-tuning process of the corresponding paper. The batch size was small

due to GPU capacity constraints. The max length parameter was set to 512, indicating a

maximum length constraint for the encoded sequences. Padding was also applied to ensure

that sequences were padded to the maximum length. Similarly, the truncation parameter

was set to "longest �rst", implying that sequences longer than the maximum length were

truncated from the beginning. The size of the images during training is determined by

the LayoutLMV3FeatureExtractor, where by default, the images are resized to 224x224

resolution. The dataset was split into three subsets: the training set, the development set,

and the test set. The training set comprised 144 images, which represented 80 percent of

the entire dataset. The development set consisted of 18 images, accounting for 10% of the

dataset. Similarly, the test set contained 18 images, also constituting 10% of the dataset.

Since the dataset was relatively small, we trained three models on three di�erent splits

(with the same splitting percentages) of the dataset to obtain a better evaluation. The

evaluations were performed for each split, and the average and standard deviation for the

11https://github.com/manikanthp/LayoutLMV3_Fine_Tuning
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metrics of interest were calculated. All models were trained for 40 epochs using Google

Colab with GPU memory as the computing environment.

3.3 Borderless Table Location

3.3.1 Task Con�guration

For theBTLtask, following the speci�cation and annotation of the dataset, two approaches

were pursued. In the �rst approach, a direct solution was implemented. Two variants of

YOLOv8 and DETR, which had been �ne-tuned on datasets similar to ours, were selected

and evaluated. In the second approach, a YOLOv8n model was �ne-tuned on our dataset.

The model's results were then utilized by the Img2Table tool for the table extraction process

and the �nal extracted tables were stored in Excel �les.

3.3.2 Dataset

The initial dataset, provided by Cognitiv+, comprised �nancial statements with borderless

tables of various formats. Following discussions with Cognitiv+ members, speci�c formats

for analysis were chosen, resulting in 119 �nancial statements featuring 183 borderless

tables. It is worth noting that these statements often include tables that are challenging

for individuals unfamiliar with such documents to identify their boundaries, presenting

potential di�culties for a deep learning model. A small sample is depicted in Fig. 1.2.

Additionally, these tables were not annotated, which, similar to the �rst task, provided

no opportunity for �ne-tuning. To ensure e�ective research, we conducted annotation,

covering both pre-�ne-tuned models and models �ne-tuned speci�cally on our dataset.

3.3.3 Annotation

For the annotation process, the CVAT, an open annotation platform, was utilized to annotate

a total of 119 �nancial statements containing 183 borderless tables. The process was

relatively straightforward, involving manual annotation conducted after the uploading of

the data. Below, the annotation for a sample of the data is presented.
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Fig. 3.6: A Sample of Four Annotated Financial Statements
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3.3.4 First Approach for Borderless Table Location Task

3.3.4.1 Design

After extensive search for �ne-tuned models on borderless tables, three versions of

YOLOv8 were chosen: yolov8n-table-extraction, yolov8s-table-extraction, and yolov8m-

table-extraction. These models are publicly available on GitHub12. They varied in the

number of parameters: 'n' denoted the nano model (3.2M parameters), 's' denoted the

small model (11.2M parameters), and 'm' denoted the medium model (25.9M parameters).

Also, the detr-doc-table-detection which is a �ne-tuned version of the detr-resnet-50 model

was utilized, which is available on Hugging Face13. All these models were evaluated on

the annotated dataset to measure their e�ciency. This design o�ered valuable insight into

how well they performed, guiding the approach for the next steps based on the results

obtained.

3.3.4.2 Yolov8

Model's Details

The YOLO family of models is renowned for its e�ciency and speed. There are several

versions of YOLO, with each new release typically bringing signi�cant improvements over

the previous version. These remarkable qualities primarily stem from its architecture.

Delving into the YOLOv8 architecture, as previously mentioned, it consists of three main

components: backbone, neck, and head. In Fig. 3.7, a di�erent interpretation of that

architecture is presented, where the neck is considered part of the head. While other

representations include the neck separately, this representation was chosen for better

visual clarity. Each backbone, neck, and head comprises a combination of blocks. As shown

in the details section, the �rst block is the C2f, which is a CSP (Cross Stage Partial) network,

introduced in YOLOv4, but with two convolutions. Its overall design aims to reduce the

dimensionality of the input representation while preserving relevant information for

subsequent processing. The bottlenecks in its architecture are responsible for obtaining

the representation of the input with reduced dimensionality. These bottleneck blocks

consist of two Conv blocks, and in YOLOv8, there are two di�erent versions of bottlenecks,

one with a shortcut and one without. The Conv blocks are just a combination of 2D

Convolutional Layers, 2D batch normalization, and a SiLU activation function. Overall,

the C2f is designed to be a method that focuses on improving execution speed without

sacri�cing performance. In addition, the SPP block is a Spatial Pyramid Pooling layer

introduced in the paper [He+14]. Adding an SPP layer on top of the last convolutional

12https://github.com/keremberke/awesome-yolov8-models
13https://huggingface.co/TahaDouaji/detr-doc-table-detection
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layer enables CNN's to process input images of varying sizes and aspect ratios while still

generating �xed-size feature maps as output. As depicted in the �gure, detection occurs

within the detect blocks. These blocks feature two tracks: one for bounding box detection

and the other for predicting the class for each grid. Each track includes two Conv blocks

and one 2D convolutional layer.

After analyzing the individual components within the primary structure, the architecture

of YOLOv8 can be described more clearly. The �rst part consists of the backbone, which

includes a stacked combination of convolutional modules and C2f blocks, while the �nal

section contains an SPP block. In the neck section of the architecture, upsampling is

employed to enhance the resolution of the feature maps. Then, these upsampled feature

maps are combined with the corresponding C2f block from the backbone part. This

upsampling and concatenation process is repeated once more. Subsequently, the resulting

C2f block feeds into the detect block for computing losses, speci�cally focusing on small

objects. Additionally, the feature maps from the same C2f block undergo convolutional

operations and are concatenated with previous components of the model. Finally, they

are utilized for object detection, particularly targeting medium-sized objects. This process

repeats once more, where the �nal C2f block is concatenated with the SPPF and utilized

for detecting larger-scale objects. While the structure of YOLOv8 may initially appear

complex, it is essentially composed of small tools that serve a purpose and collectively

achieve speed, performance, and lightweight design.

Implementation

To evaluate YOLOv8 on the annotated dataset, a speci�c structured format for the data was

required. Two folders were created: one containing images in .png format, and another

containing .txt �les for each image. These .txt �les included the image annotations in

YOLO format15. Within each of these two folders, three subfolders were created: train, dev,

and test, respectively. In total, there were 83 documents for the train set, 18 for dev, and

18 for test. Since the dataset was relatively small, evaluations were conducted on the test

set for three di�erent splits of the dataset to better evaluate the models on our data. In

conclusion, the average for the metrics of interest was obtained.

14Source:https://blog.roboflow.com/whats-new-in-yolov8/
15https://lohithmunakala.medium.com/bounding-box-formats-for-models-like-yolo-ssd-rcnn-fast-rcnn-

faster-rcnn-807be7721527
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Fig. 3.7: The Architecture of YOLOv814
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3.3.4.3 DETR

Model's Details

The architecture of DETR has been mentioned in Chapter 2, but it is analyzed in more detail

in this chapter. It consists of three main components: aCNNbackbone, an encoder-decoder

transformer, and a simple feed forward network Feedforward Neural Network (FNN)

responsible for making the �nal detection prediction. The model processes an image by

passing it through aCNNto learn higher-level 2D representations of the input image. These

representations, along with positional embeddings, are �attened and fed into a transformer

encoder. Each encoder layer follows a standard architecture and includes a multi-head

self-attention module and aFNN. The encoder's self-attention mechanism enables DETR to

capture intricate relationships within an image, leading to a comprehensive understanding

of the scene. A small �xed number of positional embeddings from the encoder called

queries are passed through the decoder. Alongside multi-head self-attention, the decoder

also employs an encoder-decoder attention mechanism. This allows the decoder to attend

to di�erent parts of the input sequence (encoder's output) when generating each element

in the output sequence. The decoder's output is image-aware object queries, which are

then fed into aFNN. The output prediction process involves a 3-layer perceptron with

ReLU activation, a linear projection layer for �nal predictions, and the use of a �xed-size

set of bounding boxes, with a special class label indicating the absence of an object in

a particular slot. The �xed-size set of bounding boxes is notably larger than the typical

number of objects in an image, which poses challenges in the training process, particularly

in scoring predicted objects against ground truth. To address this issue, a loss function is

utilized during training that incorporates optimal bipartite matching between predicted

and ground truth objects, considering both class and box similarity. The optimal bipartite

matching, computed using the Hungarian Algorithm [Kuh55], facilitates the identi�cation

of the best pairing between predicted and ground truth objects. Finally, the training

objective for DETR models is to minimize this loss function.

The detr-doc-table-detection was built on top of the detr-resnet-50 model. This variation

di�ers from the simple DETR model in the backbone architecture used for feature extraction.

Instead of a CNN, it utilizes a ResNet-50 architecture.

Fig. 3.8: The Architecture of DETR16.
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Implementation

To evaluate DETR on the annotated dataset, the structured data format needed to be speci�c,

di�ering from that of YOLO. For this purpose, three folders were created: one for each split

- train, val, and test. Each folder contained the images along with a JSON �le containing

the annotations in COCO format. The COCO format was generated by downloading the

annotated �le in COCO format from CVAT. In total, there were 83 documents for the train

set, 18 for val, and 18 for test. Since the dataset was relatively small, to achieve a better

evaluation of the models on our data, evaluations were conducted on the test set for three

di�erent splits of the dataset. In conclusion, the average for the metrics of interest was

obtained.

3.3.5 Second Approach for Borderless Table Location Task

3.3.5.1 Design

The results from the �rst approach provided valuable insights into the capabilities of

the models. While promise was shown by both models, achieving high accuracy in

table location, which is essential for the optional goal of table extraction, remained a

challenge. However, valuable hints were obtained for re�ning the methodology. Since the

performance of both models was quite close, the speed of inference was prioritized, with

YOLO signi�cantly outperforming. Consequently, in the second approach, the YOLOv8n

model was �ne-tuned.

3.3.5.2 YOLOv8n

Model's Details

Many details have been provided thus far regarding YOLOv8, however, as this section

pertains to �ne-tuning, it is essential to analyze the losses that it attempts to minimize

during training. It has already been mentioned that YOLO is a closed framework and does

not o�er many custom changes. The losses it employs are speci�c and slightly adjustable.

In the YOLOv8 framework, the total loss value comprises three primary components: "box

loss", "cls loss" and "d� loss". The box loss measures the discrepancy between predicted

bounding box coordinates and dimensions compared to the ground truth, aiming for lower

values to signify more precise predictions. Likewise, the cls loss evaluates the error in

predicted class probabilities relative to the ground truth, with lower values indicating more

accurate object class predictions. A recent addition to YOLOv8, the "d� loss", evaluates

16
Source: This Image was Taken from the Original Paper of DETRhttps://arxiv.org/pdf/2005.12872.pdf
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the performance of deformable convolution layers, which improves the model's ability

to detect objects of various scales and aspect ratios. Reduced "d� loss" values indicate

enhanced handling of object deformations and appearance variations.

Implementation

The model underwent training for 600 epochs using a batch size of 8. The dimensions

of each image were reduced to 640 pixels. YOLO automatically selected the optimizer,

which was AdamW with a dynamic learning rate, reaching a maximum value of 0.002 and

momentum of 0.9. Throughout the training process, mosaic augmentation was applied,

except for the �nal ten epochs when it was disabled. Mosaic augmentation involves creating

a new training image by randomly cropping and pasting together four training images

into a single mosaic image. This technique enhances the diversity of the training data

and improves the model's robustness by exposing it to a wider range of examples during

training. All other model parameters remained at their default settings. Additionally, the

diagram depicts the learning rate for each epoch. It is worth mentioning that due to the

small dataset, the experiment was conducted with three di�erent splits (with the same

splitting percentages), and the average and standard deviation of performance metrics

were measured, as presented in the following section.

3.4 Boarderless Table Extraction (Optional Task)

3.4.1 Task Con�guration

After high accuracy in borderless table localization was demonstrated through �ne-tuning

of YOLOv8n, the next step involved exploring a method for extracting these tables in

Excel format. The Img2Table library was utilized for this purpose, known for its versatility

in structuring tables with rows and columns and extracting them in various formats, as

well as identifying tables. Although its performance in table location may not have been

optimal, as it hadn't been trained on our speci�c data, the decision was made to provide

pre-cropped tables identi�ed by the �ne-tuned YOLOv8n model, aiming to streamline the

entire process.
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3.4.2 Img2Table

Model's Details

Img2Table17 is a Python library developed by Xavier Canton and relies on OpenCV. It

functions as a framework capable of performing table identi�cation and extraction from

images, and it can export the results in Excel �les. This extraction process seamlessly

integrates with anyOCRengine of our choice, simply by loading and adding it to the

Img2Table framework. Compared to alternative table extraction methods, Img2Table

stands out for its simplicity and e�ectiveness, not relying on deep learning at its core. The

package also o�ers the �exibility to specify the type of table to be extracted, enhancing its

suitability for the task by setting the borderless tables parameter to True. Regarding its

framework, there isn't an o�cial document explaining its internal workings. However, it

is reported18 that the library utilizes the Hough Transform algorithm, which is a computer

vision and image processing technique designed to detect shapes, especially lines or other

parametric curves.

Implementation

Regarding the implementation process, Img2Table is very user-friendly and requires just a

few lines of code to provide images with the model's results, as well as an Excel �le with

the extracted tables. Another highly useful feature of Img2Table is its ability to choose

from multiple OCRengines for the table extraction process. In this case, Google's Tesseract

was chosen, as it proved to better understand symbols compared to otherOCRengines.

The results obtained after its usage are provided in the next chapter.

17https://github.com/xavctn/img2table/tree/main
18https://betterprogramming.pub/extracting-tables-from-images-in-python-made-easy-ier-3be959555f6f
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4Results and Error Analysis

4.1 Introduction

This study addresses two problems. For this reason, the results for each one and its

corresponding approaches will be analyzed in separate sections. Along with the analysis

of the results, emphasis will be placed on the explanation of the errors that emerged,

providing a better understanding of the weak and strong points of the model.

4.2 Key Information Retrieval

4.2.1 First Approach for Key Information Retrieval Task

The results of the �rst approach involved inference on a small sample of the dataset

containing both complex and less complex documents. Below, the results of the three

models used in this approach for inference are presented. Often, the models' responses

did not make sense, and in some cases, the response was absent. These instances were

abbreviated as Absent or Meaningless Response (AMR) for brevity.
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Question layoutlm-invoices Copilot with GPT-4 Vision IDEFICS

What is the issue date of this invoice? AMR February 18, 1982 February 12, 1985
What is the total price of this invoice? AMR $244,00 $10.50

Fig. 4.1: Each Model's Response for the Two Questions

Question layoutlm-invoices Copilot with GPT-4 Vision IDEFICS

What is the issue date of this invoice? August 22, 1983 August 22, 1983 06/15/95
What is the total price of this invoice? $3,675.00 $3,675.00 $4,587.50

Fig. 4.2: Each Model's Response for the Two Questions
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Question layoutlm-invoices Copilot with GPT-4 Vision IDEFICS

What is the issue date of this invoice? 8/9/65. August 9, 1965 11-12-2009
What is the total price of this invoice? $27.00 $47.00 $1,195.00

Fig. 4.3: Each Model's Response for the Two Questions

Question layoutlm-invoices Copilot with GPT-4 Vision IDEFICS

What is the issue date of this invoice? 12/31/2021 23/3/21 December 31, 2014
What is the total price of this invoice? 1955.80 ¿1955.50 17.40

Fig. 4.4: Each Model's Response for the Two Questions
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As the results of the inference on this small sample of the dataset were analyzed, it became

evident that the outcomes were not as desired. However, valuable insights were provided

by them. IDEFICS fails to respond to any of the questions. In all instances, wrong answers

were provided. Therefore, the focus is on the performance of the Copilot with GPT-4

Vision and the layoutlm-invoices. It is noteworthy that despite the signi�cant di�erences

in the size of the two models, the layoutlm-invoices manages to compete with the GPT-

4 Vision. This fact alone is a signi�cant �nding, con�rming the model's promises and

demonstrating that its document-oriented training approach indeed yields results. Delving

into the di�erences between these two models' results, it seems that Copilot with GPT-4

Vision can handle documents with noisy backgrounds better than layoutlm-invoices, as

can be observed from Fig. 4.1. However, in other documents, such as the one shown in Fig.

4.2, which have noisy backgrounds (though not as severe as the �rst image), LayoutLM-

invoices often yields comparable or even better results than Copilot with GPT-4 Vision.

This aspect signi�cantly enhances the value of layoutlm-invoices for this task. A major

issue with GPT-4 Vision is its inconsistency in producing results. Through experiments

conducted to assess the consistency of Copilot with GPT-4 Vision responses, it is found

that sometimes, particularly with noisy documents, varied and overall inaccurate answers

are provided. Another problem is that questions are often answered in its own manner. For

example, in Fig. 4.3, "August 9, 1965" is responded to instead of "8/9/65," which is a common

characteristic of generative models designed for chat and can potentially cause confusion.

In contrast, layoutlm-invoices appears to provide more accurate answers without deviating

from its own manner of response. It is also worth noting that the time required for Copilot

with GPT-4 Vision to respond in an online environment is much longer than layoutlm-

invoices's response time, which was instantaneous. Overall, it can be said that although

GPT-4 Vision is a generative model designed to solve various tasks, it performs well on

detailed questions about specialized documents. However, its size, inference time, and

occasional variability in responses to the same question cannot make it a reliable tool to

solve the problem. On the other hand, LayoutLM, due to its smaller size, fast inference,

and results close to Copilot with GPT-4 Vision, has much more potential to be a solution

for our task.

LayoutLM-Invoices
Pros Cons

Small Model Size
Quick Responses Not E�cient in Very Noisy Documents

Consistent Responses
Tab. 4.1:Pros and Cons for the LayoutLM-Invoices Model for the KIR Task
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Copilot with GPT-4 Vision
Pros Cons

Large Model Size
E�cient in Noisy Documents No Quick Responses

Inconsistent Responses
Tab. 4.2:Pros and Cons for the Copilot with GPT-4 Vision for the KIR Task

Note: The conclusions about the three models were not drawn solely from inference on

four images. Several di�erent images were used, and many times the models were asked

the same question to measure the con�dence they have in their answers.

4.2.2 Second Approach for Key Information Retrieval Task

In this approach, �ne-tuning of the LayoutLM-base model was conducted, and the results

are presented in this subsection. The metric used to assess the model's performance was

the F1 score. Therefore, before displaying the results, it is bene�cial to explain the F1

score. The F1 score serves as a metric for evaluating the e�ectiveness of a classi�cation

model, particularly in binary and multiclass classi�cation tasks. It integrates both precision

and recall into a uni�ed measure, o�ering a balanced assessment between the two. By

combining precision and recall, the F1 score yields a single value that signi�es the model's

overall performance. Its formula is provided below:

F 1 = 2 �
Precision� Recall
Precision+ Recall

The F1 score is essentially the harmonic mean of precision and recall and reaches its best

value at 1 (perfect precision and recall) and worst at 0. After understanding the evaluation

metric used to assess the model, the results are presented in the table below. Due to the

relatively small dataset available, the model was trained on three di�erent splits of the

dataset, and the average scores were obtained.

Metrics Train Set Development Set Test Set

Cross Entropy Loss 0.009 (St.Dev: 0.003)0.008 (St.Dev: 0.008)0.022 (St.Dev: 0.018)
Macro F1 score 0.998 (St.Dev: 0.003)0.997 (St.Dev: 0.005)0.976 (St.Dev: 0.026)

F1 Score (Class:"Issue Date") 0.998 (St.Dev: 0.004)1.000 (St.Dev: 0.001)0.972 (St.Dev: 0.039)
F1 Score (Class:"Total Price") 0.998 (St.Dev: 0.004)0.992 (St.Dev: 0.014)0.959 (St.Dev: 0.034)

F1 Score (Class:"Other") 1.000 (St.Dev: 0.001)1.000 (St.Dev: 0.001)0.997 (St.Dev: 0.002)

Tab. 4.3:Evaluation Metrics For LayoutLMv3 on all Sets

The model demonstrated remarkable performance across all sets, as evident from the

results in table 4.3. However, special attention should be given to the test set, which is

critical for assessing the model's generalization ability. The macro F1 score is at 97.6%. Yet,
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