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Abstract

Image Captioning is a field that lies at the intersection of Computer Vision (CV) and
Natural Language Processing (NLP). It concerns the automatic generation of a brief textual
description that outlines the key aspects of a given image. Due to recent advancements in
the deep learning domain, much attention is attracted on studies associated with image
captioning models applied in the biomedical domain. This thesis addresses the task of
medical image captioning, also referred to as Diagnostic Captioning (DC). The objective
of DC models is to generate draft diagnostic texts that report the medical condition of a
patient based on one or more radiology images. The ultimate goal is to assist clinicians
by providing an initial estimation of the patient’s condition. Towards this goal, unimodal,
multimodal, as well as few-shot diagnostic captioning models are presented. A wide
range of image captioning methods spanning conventional image-to-text techniques, more
advanced Transformer-based architectures, state-of-the-art systems, as well as a novel,

task-specific guided decoding algorithm have been explored.






[Teptindm

H avtopatn meprypoagr emodvev eivor évag topéag mov PBpioxeton otnv topn g Y-
ohoytotwrig ‘Opaong (CV) o tng Ene€epyaciog Pvowng TAwooag (NLP). Apopd tnv
QUTOROTN TTOPAYWYT) EVOG GOVTOHOU XELWEVOD TTOV TEPLYPAPEL T PAGIHE XOPAUTNPLO-
Td pog Sedopévng emdvag. e cuvdLAoHO pe TNV paydaio TPOOdO OV EXEL AVOITTUY-
et otov Topéa g Podidg padnong, avEnpévn tpoocox éxovv AaPel peréteg na epevv-
NTWwd £pya oL oXeTILOVTAL He HOVTEAQ QVTOHATNG TTEPLYPAPTIG ELLOVIV GTOV TOHEN TNG
Broiatpwng. H mapodoa STAwpatinng epyacio eTMEVIPOVETAL GTOV TOPEX TNG XVLTO-
HOTNG TEPLYPOUPNC LOTPLUDOV EHOVOV, TTOU OVOPEPETOL ETTLOTG WG TAPAYWYT] dloyVw-
otwng meptypopng. O 6TdY0G TOV HOVTEAW®Y SOty VWO TIXNG TTEPLYPAPNG elvat 1) Tarpory-
WYN piog SLry v TInn G avapopig Tov cuVOilel TNV LOTPIXT] XATAGTOOT) EVOG aoevolg
pe Béon pia 1) TepLocOTEPEG aUTIVOAOYIHEG emtOVes. O nOplog oTo)0g eivar va fondncouvv
TO LOTPLUO TPOCWITIUO TTOPEXOVTOG HLOL ALPYLUT] EXTLUNOT) TNG XATAGTOOTG TOV QG IEVOVG.
[Ipog avth tnv xatevdvvon, dnpovpyndnuay kol Tapovcldlovtal 6Ta TAaioL aLTHG
NG SITAWHATIKAG EPYOCING, HOVOTPOTIHA KOl TTOAVTPOTILUA HOVTEAD QLUTOHOTNG TTEPL-
YPOPNG LATPUAOV EUOVWV pe XpTioT) TexVinodV Padhag padnong, xoadog xot HovTéAa Tov
Baoilovtar oe Aty povo dedopéva enmaidevong. E€etdotnue éva evpd gpaopa pedddwv
7OV HOADTITOLY GUHPATINEG TEXVIHEG HETATPOTNG ELLOVOG O€ UELHEVO, TTLO TTPOTYUEVEG
apyrtentovinég Paoiopéveg oe petaoynpatiotés (Transformers), cvyxpovo cvoTipoTa
tehevtaiog TeXVoAOYing, odWg Kot £vag vEOS, ePaploopévog alyopLlipog xadodnyov-

HeVNG amoxwdonoinong.
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Introduction

Medical Imaging is a scientific field that focuses on providing innovative, non-invasive
means to visualize the internal structure or the anatomy of parts of the human body [Suel7].
Some of the most common medical imaging modalities include x-rays, Magnetic Reaso-
nance Imaging (MRI) and Computed Tomography (CT) scans, which are used daily in a
series of different clinical scenarios. Such examinations are a key part of the diagnosis,
treatment and monitoring of various medical conditions [EJ16]. The rapid advancements
in medical imaging technology through the years has led to an increasing number of an-
nual medical examinations. Nowadays, more advanced medical imaging systems provide
multiple perspectives of the patient’s body part in order to offer a more comprehensive
picture of their condition. As a result, the daily workload of radiologists has significantly
increased. The interpretation of a single medical case can be time consuming, as it involves
the evaluation of multiple examinations, as well as studying of the patient’s medical record
in order to detect potential connections to his current condition. Thus, an increased work-
load leads to increased probability of medical errors, especially among less experienced
clinicians. Based on the aforementioned observations and the expeditious advancements
of deep learning systems, much research has emerged in the development of Diagnostic
Captioning (DC) systems. DC systems, that fall within the broader Image Captioning
domain, aim to automatically generate a draft diagnostic report that accurately outlines
the medical situation depicted in a given radiology image. It is a challenging task that
requires both Computer Vision (CV) and Natural Language Processing (NLP) techniques
to be employed and successfully combined in order to generate the diagnostic text. The
goal of such systems is to assist clinicians in their daily workload by allowing them to
efficiently interpret a larger volume of examinations, thus increase their throughput, while

also reducing the likelihood of clinical errors [Pav+21].

This thesis discusses unimodal, multimodal, as well as few-shot Diagnostic Captioning
systems. In the first and most simple scenario of unimodal (in terms of input) systems, a
radiology image is presented to the model, which is in charge of generating a brief overview
of the patient’s condition and the derived medical findings. In the case of multimodal
systems, additional information is incorporated in the model’s input. This information can
either be a textual prompt that describes the task in order to direct the model’s output,
or metadata associated with the image, such as key medical terms. These key terms are
called “medical concepts”, yet they will also be referred to as “medical tags” throughout
this thesis. Moreover, a multimodal few-shot image captioning model is implemented

as an extra stage of this thesis. It employs an in-context learning approach, where the
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model leverages both pre-existing knowledge from pre-training and additional context
provided by a small set of task-specific demonstrative examples. This strategy allows the
model to adapt to new downstream tasks swiftly given only a minimal amount of data.
Furthermore, a novel guided decoding algorithm is proposed that attempts to incorporate
information extracted from each image’s medical tags into the text generation process. All
implemented models follow the encoder-decoder framework, yet two of them employ an
additional component that is responsible to bridge the gap between the vision- and the
language-model, which serve as the encoding and decoding component respectively. Part
of this thesis concerns AUEB NLP Group’s participation in the 2023 ImageCLEFmedical
campaign, and specifically in the Caption task [Ion+23; Riic+23]. This competition is
divided into two sub-tasks; namely Concept Detection and Caption Prediction. The former
focuses on medical image tagging methods, while the latter concerns diagnostic captioning
systems. We participated in both sub-tasks, yet this thesis concerns the Caption Prediction
sub-task only. Following the group’s previous successful participations [KPA19; Kar+20;
Cha+21; Cha+22], we ranked 1° in the Concept Detection (tagging) and 3™ in the Caption
Prediction (captioning) tasks among 10 and 13 research groups respectively [Kal+23], with

the author being the main contributor.

Disclaimer: The content of this thesis is intended for people who are familiar with funda-
mental machine learning concepts. Section 2, which covers background and related work
on DC, does not dive into details about the functionality of basic concepts such as Convo-
lutional Neural Networks (CNNs) or Transformers. Readers who lack this background but
would like to fully understand the technical details of this thesis are encouraged to consult
fundamental machine learning textbooks first [GBC16; Mur21].

1.1 Thesis Structure

Chapter 2: Background & Related Work

Chapter 2 provides background material, as well as an overview of the related work on
generic and diagnostic image captioning, medical image classification and controllable

text generation methods.

Chapter 3: Implemented Methods & Systems

In Chapter 3, the methods and system implemented as part of this thesis are presented.

Chapter 4: Data

Chapter 4 contains an overview of the dataset employed in order to evaluate each model’s

performance, including general information and an in-depth exploratory analysis.

Chapter 5: Experiments & Results

Chapter 1 Introduction



In Chapter 5, an introduction to the employed evaluation metrics, as well as the experi-

mental results for each implemented model are provided.

Chapter 6: Conclusions & Future Work

Chapter 6 contains conclusions regarding the models implemented as part of this thesis

and directions for future work on DC.

1.1 Thesis Structure






Background and Related Work

This section provides insight and presents technical details of previous work in the fields
of NLP, Computer Vision (CV) and more generally Deep Learning (DL) that managed to
achieve state-of-the-art performance in both generic and diagnostic image captioning.
Moreover, the area of medical image classification is presented, along Transfer Learning
(TL) and its applications. Finally, a brief introduction to Controllable Text Generation,

along with other domain-specific common practices, is provided.

Generic Image captioning, as defined by Alsharid et al. [Als+19], is the task of generating
textual descriptions, referred to as captions, to describe image content. The description
usually stems from a generation or a retrieval process carried out by a learning model.
An example of such a process can be seen in Figure 2.1. Image captioning techniques are
widely applied in the biomedical domain, where it is usually referred to as Diagnostic
Captioning (DC). In DC, the focus of attention is now transferred to the domain of medical
images, where more scientific and technical reports have to be provided. DC methods do
not intend to only present what is depicted on the image, unlike Generic Image Captioning,.
Instead, DC systems have to generate medically informative reports aiming to assist the
diagnostic process. For instance, naming the examination type (e.g. X-Ray or MRI) or
the topology of the organs shown in an image do not really help in extracting significant

medical conclusions. Some examples of medical image-diagnostic caption pairs can be

found in Figure 2.6.

(a) "atrain is on the tracks in the (b) "alarge jetliner sitting on top of  (c) "a green parrot sitting on a
snow" an airport runway" branch in a tree"

Fig. 2.1: An example of image captions produced by the ViT-GPT2 Image Captioning model.!
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2.1 Generic Image Captioning

In the domain of Generic Image Captioning, Microsoft’s MS COCO [Lin+14] is used
by many scientists in order to test and expand their methods. It contains 328k images,
in which 2.5 million labeled objects are included. MS COCO sets the groundwork for
addressing three key research problems: image captioning, object detection, and image
segmentation. The first one is a problem addressed in this thesis, while the other two are
key components in many visual understanding methods and systems, especially in the
domain of medical image analysis [Min+22]. Object detection involves identifying and
locating objects in a given image, while image segmentation concerns the division of an
image into segments or regions based on certain criteria. As far as COCQO’s captions are
concerned, there are five unique captions for each image, where each one presents the
image in a different perspective. Each image’s captions are either collected from Flickr
using Amazon’s outsourcing tool, Mechanical Turk (AMT or MTurk),? or generated by
humans that were given specific instructions, such as to include all the important aspects

of the image, or to write at least eight words [Che+15].

Before reaching the current state-of-the-art (SOTA) architectures, a lot of research was
conducted [Ste+21] and different approaches have been explored. Early methods consisted
of retrieval techniques, or template filling and manually written natural language genera-
tion rules [Ste+21]. Regarding retrieval-based methods, Farhadi et al. [Far+10] attempted
to relate an image with a sentence (or vice versa) by computing a similarity score between
the image and a set of potential captions. Both the image and the caption were mapped to
a tuple of three values, specifically denoted as <object, action, scene>, which were
predicted by training a small multi-label Markov random field [Far+10]. Then, images
and captions were matched based on the similarity of their representing tuples. As far as
natural language generation rules and template-filling methods are concerned, Yang et al.
[Yan+11] proposed a sentence generation strategy, where a major part of the captions are
composed by the most probable nouns, verbs and prepositions predicted from the image.
The structure of the generated sentence is decided by a Hidden Markov Model (HMM)
[RJ86], which is provided with the most probable predicted words. After the sentence

structure has been decided, the caption is generated following a rule-based procedure.

The above approaches might seem obsolete, as the present state-of-the-art models are
way more complex, but they paved the way for deep learning methods that drive the
task’s force today. In a matter of a few years, a plethora of deep learning-based models
have been published [Hos+19]. The usual approach to the problem is to consider it as
an image-to-sequence task, where the input is an array, or any array-like structure, of

the image’s pixels and the output is the generated text sequence. Regarding the encoding

'https://huggingface.co/nlpconnect/vit-gpt2-image-captioning
2 Amazon’s Mechanical Turk (AMT): https://www.mturk.com/

Chapter 2 Background and Related Work
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part, Convolutional Neural Networks (CNNs) were the most common choice until the
introduction of Vision Transformers [Dos+21], which also achieve competitive perfor-
mance. Regarding the decoding component, researchers started by utilizing Recurrent
Neural Networks (RNNs), in their vanilla version, but quickly enriched them with Long
Short-Term Memory (LSTM) [HS97] or Gated Recurrent Unit (GRU) [Chu+14] cells, as they
tend to be more computationally effective and time efficient [She20]. Moreover, attention
mechanisms and Reinforcement Learning approaches were adopted, setting the stage for
Transformer models and self-attention techniques that led us to the SOTA architectures of

today.

Two models that were groundbreaking and established the foundations for the present
SOTA architectures, are Show and Tell (SnT) [Vin+14] and Show, Attend and Tell (SAnT)
[Xu+15]. The latter is an updated version of the former, which adds attention techniques
in the model’s mechanisms. The architectures of the two models are illustrated in Figures
2.2 and 2.4 respectively. The two models achieved great performance on generic image
captioning datasets and introduced an approach that set the basis for what followed. Both
of them employ a CNN as the image encoder in order to extract image embeddings, that
act as feature maps. Then, the retrieved image embeddings are passed as an input to the
right-hand side module (as seen in Fig. 2.4, step 3) which originally consists of a Recurrent
Neural Network (RNN), equipped with Long Short-Term Memory (LSTM) [HS97] cells.
During inference, we try to maximize the probability of generating the correct caption,
given an image. Therefore, we need to find a set of parameters 9 [ for which the probability
of the model to generate the correct textual caption is maximized. Mathematically speaking,

we need to calculate:

L 1
9 [=F arg max logP(S | 1;9) (2.1)
(1.5)

where | is the given image, 9 conceptualizes the model’s parameters, and finally S is the

correct textual caption.

There are multiple approaches that can be followed in the caption generation process,
regarding the next word selection subtask. The two most common, and usually best-
performing ones, are greedy search and beam search. The caption is generated word by
word. Thus, one word is selected at each step, depending on the decoding strategy. This
is an iterative procedure. In the case of beam search, with a beam size of e.g. k=10, we
consider a set of k candidate captions at each time step t as the basis of generating the k
extended captions of step t+1. More specifically, at each time step, the current k sequences

are expanded by considering the possible next word for each sequence. The probability

2.1 Generic Image Captioning
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Vision Language | |A group of people
Deep CNN  Generating| (Shopping at an
RNN outdoor market.

Q There are many
vegetables at the

fruit stand.

Q
'

Fig. 2.2: An overview of the SnT model. Figure taken from Vinyals et al. [Vin+14].

for each word, given the preceding tokens of the current sequence, is calculated. The top
k sequences with the highest cumulative probabilities are retained. This process iterates
until a specified maximum sequence length is reached or a predefined stopping criterion is
met. In this way, the chances of overlooking an ultimately more accurate caption because
another word seemed like a better fit at a previous time step, is significantly decreased.
Greedy search increases this risk and is essentially a beam search with a beam size equal

to one.

s = Lateral view s = Lateral view of 11 s = Lateral view

s = Coronal s = Lateral view showing the of the cranium

Fig. 2.3: An example of how the beam search process works and the way that the risk of disre-
garding an overall most accurate caption is restricted. The beam size is equal to k=3. This
example is based on a typical diagnostic report caption regarding the ImageCLEFmedical
2023 dataset [Riic+23]. The dashed yellow boxes at the bottom of the figure represent the
best scoring caption at each decoding step.

An example of how the beam search decoding method works is presented in Figure 2.3. The

red arrows denote the K = 3 candidate sequences that are updated at each generation step.

Chapter 2 Background and Related Work



Each arrow points to the most probable word based on the preceding context. The yellow
boxes at the bottom of the figure show the best scoring caption at each decoding step. It
demonstrates the evolution of the final caption at each step, highlighting the generation of

a more appropriate sequence even though another one appeared more favorable initially.

The Show, Attend and Tell (SAnT) model shares the same components with its predecessor,
except that an attention module that attends over the image based on the previously
generated words is added. While in Show and Tell (SnT) models the whole image is taken
into account in order to generate a suitable next word at each time step, SAnT models
focus only on the important parts of the image, as reported by the attention module for
each generation time step. Thus, the model takes into account the features that seem to be
of greater importance, based on the already generated word tokens. An overview of the

model’s architecture can be found in Figure 2.4.

A

bird
flying

oy over

.'-. a
body

' of
water
1. Input 2. Convolutional 3. RNN with attention 4. Word by

Image Feature Extraction over the image word
generation
o’

14x14 Feature Map

L

Fig. 2.4: An overview of the Show, Attend and Tell model. This figure is taken from [Xu+15].

Currently, mPLUG [Li+22] and OFA [Wan+22] are the reigning SOTA systems in MS COCO
[Lin+14]. The former is a vision-language model utilized for cross-modal generation, while
it also achieves great visual-language understanding capabilities. It is pre-trained on four
tasks, three of them pertaining to the understanding part, while the remaining one spikes
up the model’s generative skills. The four tasks, which are jointly optimized, are Image-Text
Contrastive (IMC), Image-Text Matching (ITM), Masked Language Modeling (MLM) and
Prefix Language Modeling (PLM). The first task (IMC) attempts to align the representations
given by the image and the text encoders by applying an image-text contrastive loss, while
the second one (ITM) involves predicting whether an image and a text segment match. The
Masked Language Modeling (MLM) task is essentially the same as in BERT [Dev+19], where
part of a text sequence is masked and the model is required to predict it. Regarding the
last task (PLM), which is used for the pre-training of the decoding component, the model
is required to generate the correct (ground truth) completion of a given text sequence. The
model achieves high computational efficiency due to its novel vision-language architecture
which utilizes cross-modal skip-connections, resulting in enhanced self-attention on the

vision part of the model. The cross-modal skip-connections create inter-layer shortcuts in

2.1 Generic Image Captioning



10

I |
00000 Q000!

o fr )

C Self-Attn D |™ Es

Connected Attention
+  Cross-Atin )

Nx Mx

&

Fig. 2.5: An overview of mPLUG’s architecture. This figure is taken from [Li+22].

order to address the vanishing or exploding gradient problem, as well as ensure alignment

between representations in remote layers.

Fig. 2.5 presents an overview of mPLUG’s architecture. At first, in case textual input
is also given, the representations of the image and the text encoder are aligned using
an image-text contrastive loss. Then, a cross-modal skip-connected network (denoted
with coral color in Figure 2.5) is employed in order to efficiently fuse the image and text
representations. The fused representation is then passed to the decoding component,
which is illustrated as the grey box on the right side of Figure 2.5. It is trained with a Prefix
Language Modeling (PLM) loss, in order to generate the caption. The model achieves
impressive results not only in image captioning experiments, but also in several other
downstream tasks, including image-text retrieval and visual-question answering (VQA).
Last but not least, mPLUG’s authors claim that their model can reach satisfactory levels in

zero-shot transfer ability, when transferred to the video-language domain.

OFA (One For All) [Wan+22] is a multimodal model pre-trained on around 20M image-
text pairs, that achieves SOTA performance on both multimodal, as well as, unimodal
downstream vision and language tasks. Similarly to mPLUG, OFA’s capabilities are not
constrained only in image captioning. Nonetheless, it has a broad range of possible end-
tasks; from image classification and text-to-image generation to visual-question answering
(VQA) tasks. It is a Transformer-based [Vas+17] model, that employs the encoder-decoder
architecture. The encoder part comprises stacked Transformer layers, each of which

consists of a self-attention mechanism and a Feed-Forward Neural Network (FFNN). The

Chapter 2 Background and Related Work



decoder follows the encoder’s approach, utilizing Transformer layers one on top of the other,
except that a cross-attention process is added aiming to connect the encoder’s output with
the decoder’s representations. Contrary to the original Transformer [Vas+17] architecture,
two positional embeddings, a textual and a visual one, are used. The authors propose
decoupling and independently calculating the contextual and positional correlation among
the input embeddings (whether token or patch embeddings). In this way, the positional
attention associated with the [ CLS] token is handled in a more position-agnostic manner
to encourage capturing global information [KHL21]. The initial image embeddings are
extracted by employing a pre-trained ResNet encoder [He+15]. The textual input is also
pre-processed, following a GPT [Rad+18] or BART-like [Lew+19] approach, where BPE is

applied to the given sequences in order to transform them into subword sequences.

2.2 Diagnostic Image Captioning

DC is a research domain in the field of Artificial Intelligence that is developing rapidly. DC
systems process a patient’s medical examination, such as X-Rays or MRIs, and generate a
textual caption that attempts to report potential medical findings from the image. Moreover,
it can easily be scaled to more than one image per patient, as there are numerous medical
exams that require multiple scans or sonograms of the human body in order to produce a
valid diagnosis. It is important to note that DC systems do not aim to replace the human
diagnosis procedure, rather than to assist it. According to Pavlopoulos et al. [Pav+21],
which is the most recent thorough Diagnostic Captioning survey, the research goals in this
domain are relatively unclear, but can be summarized into (a) upscaled overall throughput
of medical departments, (b) restrict the amount of diagnostic errors, (c) decrease the cost
of medical imaging examinations. Some examples of diagnostic caption-image pairs can

be seen in Fig 2.6.

Prior to the present state-of-the-art architectures, much work has been done ranging from
ontology and rule-based systems [Var+12], all the way to the most recent encoder-decoder
architectures [NDK22]. An important observation is that not all the best-performing
generic image captioning techniques are also the most efficient in the case of DC. DC
systems are not effective when simply describing what is seen in an image unlike generic
image captioning models. A suitable example is the efficiency of conventional retrieval
methods, when applied to the medical domain. Despite the fact that they are relatively
simple models, in the sense that they are not able to generate text, they perform interest-
ingly well on diagnostic captioning tasks. Retrieval methods use captions from similar
archived exams, which is very effective, as medical reports tend to follow a template-based
structure in order to state their findings. The result is that retrieval-based systems, even

the most simple ones like 1-NN, which retrieves and uses the visually nearest image’s

2.2 Diagnostic Image Captioning
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caption [Liu+19], can outperform more complex systems, such as Transformer-based or

encoder-decoder architectures [Pav+21].

(a) Stable cardiomegaly with large (b) No acute preoperative findings. (c) Normal chest exam. Normal
hiatal hernia. The lungs are The cardiac contours are normal. heart size. Clear lungs without
clear. The lungs are clear. Thoracic pneumothorax or pleural
spondylosis. effusion.

Fig. 2.6: Some examples of diagnostic captions taken from the IU-Xray dataset [Dem+15].

Of course, generic image captioning and diagnostic captioning are not worlds apart. The
encoder-decoder architecture is also adopted in medical imaging systems, achieving great
performance too. As previously mentioned, in Section 2.1, the images are typically en-
coded with the use of a CNN. Afterwards, the medical report is generated through the
decoder component, usually a Recurrent Neural Network. Recently, many research studies
employed attention, visual attention or reinforcement learning techniques [Li+18] on top
of the encoder-decoder architecture [Pav+21]. One of the first models that adopted this
architecture in the diagnostic domain is MDNet [Zha+17]. ResNet was utilized in order to
produce the image embeddings, which where subsequently passed to the decoder compo-
nent that employed attention techniques. In addition, an auxiliary attention sharpening
(AAS) module, which attempts to improve the attention mechanism by incorporating su-
pervision on the attention maps, was introduced. This was achieved by using region-level
labels, such as bounding boxes, to guide the model in focusing more on informative regions
of the image. Although MDNet performed only slightly better than their baseline, which
was a typical SnT model as presented in [KF14] and [Vin+14], it paved the way for further

experimentation with such approaches.

Currently, the model proposed by Yang et al. [Yan+21] is (to the best of the author’s
knowledge) the SOTA system in diagnostic captioning, as it outperforms other competitive
models in the majority of the primary evaluation metrics. The authors propose a novel
knowledge-enhanced DC approach, where they fuse general knowledge retrieved from
pre-trained models, with task-specific knowledge that is extracted from the input images.
It is important to note that this is a model built for chest radiology data. Yang et al.
[Yan+21] claim that by combining the embeddings of the given image with general and
task-aware knowledge, the medical report quality can be drastically improved. The model’s
architecture is partitioned in four distinct modules and can be seen in Figure 2.7. The general

knowledge embedding module is in charge of integrating the general medical knowledge in
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the system. It achieves this by utilizing RadGraph [Jai+21], a knowledge graph that has
been manually built by experienced radiologists. RotatE [Sun+19], a graph embedding
model, was employed in order to acquire radiology entity and relation embeddings from
RadGraph. These derived embeddings can be considered as the basic medical knowledge
for radiology report generation [Yan+21]. They are subsequently combined with the input
visual features by a multi-head attention module. The visual feature extraction module
extracts the visual embeddings, typically by employing a CNN component, and passes
them to the module in charge of generating the medical report. Furthermore, the speci [C]
knowledge retrieval & embedding module retrieves the task-specific knowledge from the
input image and incorporates it in the report generation procedure. This is achieved in two
steps. First, similar reports are retrieved from a medical database based on the similarity
of the input image with the ones obtained in the database. A Name Entity Recognition
(NER) process is applied on the retrieved reports in order to extract the mentioned medical
entities. These are then used in order to query specific knowledge from RadGraph [Jai+21].
Subsequently, the acquired knowledge is fed to ClinicalBERT [HAR19] in order for the
specific knowledge embeddings to be extracted. The fusion of the three components is
achieved by utilizing a multi-head attention module. Finally, the report generator module,
which is the vertical component on the right in Figure 2.7, combines all the forwarded
information by employing multiple attention, normalization and feed-forward layers,

resulting in the generated medical report.
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Fig. 2.7: The architecture of the model proposed by Yang et al. The figure is taken from the original
paper [Yan+21].

Another competitive model is M2TR Progressive [Noo+21], which is based on the M2TR
model [Cor+20]. M2TR Progressive breaks down the generation process in three steps,

2.2 Diagnostic Image Captioning
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following a gradual approach. Instead of generating the full medical report at once,
the model initially produces high-level concepts from the input image, which are then
refined into descriptive radiology reports. The system’s architecture can be divided into
three major components; the Visual Backbone, the Visual Language Model (ViLM) and the
Language Model. The first component is responsible to extract the image embeddings
and forward them to the next component of the pipeline. DenseNet [Hua+17] is used in
order to obtain the visual features, as it seems to be the most effective for this role. The
ViLM component is a modified version of the M2TR [Cor+20] SOTA image captioning
model and is a Transformer-based model that produces high-level context; small phrases
that can be thought of as tags or concepts derived from the input image. Finally, the
last component, which is the Language Model, receives these high-level concepts and
evolves them into coherent medical reports. It functions as a sequence-to-sequence model,
adopting a pre-trained Transformer architecture. Specifically, it fine-tunes BART [Lew+19]

within the context of the medical domain.

2.3 Medical Image Classification

Classifying medical images into one or several categories is a major problem in the Com-
puter Vision domain, with more and more research carried out on the matter. Given a
biomedical image (e.g. CT or MRI scan), medical image classification systems aim to predict
the classes or medical tags that the image falls into. In other words, the goal is to identify
concepts of interest in the input image. It is important to note that a single instance can
belong to more than one classes. This specific task is called multilabel classification [TK09].
Recently, the development of deep learning techniques in the field of medical image classi-
fication has increased rapidly. The effective recognition of the medical concepts shown in
the patient’s examinations can lead to an efficient, deep learning-based medical diagnosis.
An example of the outcomes from a medical image classification process can be seen in

Figure 2.8.

A prominent technique in the image classification domain is the use of large pre-trained
models as the foundation for acquiring further knowledge. Recently, this notion has also
been adopted in the biomedical domain. In this scope, the most frequently-used dataset
is ImageNet [Den+09], which is organized according to the noun hierarchy of WordNet
[Mil94]. Each noun word is depicted by hundreds or thousands of images. Despite the
significant difference between generic and biomedical images, the results achieved from
image classification models pre-trained on ImageNet, or other relevant large scale datasets,
and subsequently fine-tuned on a medical target dataset, can reach performances similar
to ones achieved from well-skilled clinicians. Following this approach, Raj et al. [Raj+17]
developed CheXNet, that utilizes a CNN, specifically DenseNet [Hua+17], pre-trained on
ImageNet, and is then fine-tuned on the ChestX-Ray [Wan+17] dataset. This architecture
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Fig. 2.8: A medical image classification example on an instance taken from the IU-XRay [Dem+15]
dataset. The predicted concepts are highlighted by the red rectangle.

paved the way for more experimentation and therefore great performances. Kougia et
al. [KPA19] [KPA20], Karatzas et al. [Kar+20], as well as Charalampakos et al. [Cha+21]
[Cha+22] based their work on, and extended CheXNet by employing numerous different
CNN architectures, like EfficientNet [TL19], VGG [LD15], or ResNet [He+15]. Moreover,
they also tried replacing the CNN encoders with a Transformer-based variance such as
ViT. Finally, they examined the model’s behavior when ensembles of multiple instances of
this architecture were employed. On top of the selected encoder, a Feed-Forward Neural
Network was in charge of predicting the concepts that were present in the given image.
Typically, a concept was assigned to the image depending on whether the probability
predicted by the classification model was higher than a set threshold value. A handful of
these models led [KPA19], [Kar+20], [Cha+21] and [Cha+22] to the first position at the
ImageCLEFmed concept detection task in 2019 [Pel+19], 2020 [Pel+20], 2021 [Pel+21] and
2022 [Riic+22].

The process of utilizing a pre-trained model as the foundation of the model, and then
fine-tuning it towards a downstream task is a Transfer Learning technique. The latter is
defined by Olivas et al. [Oli+09] as “the improvement of learning in a new task through
the transfer of knowledge from a related task that has already been learned”. Intuitively
the goal is to reuse knowledge acquired from generic images, like images of dogs or cats,
into more specific domains, such as medical images in the case of this thesis. In this way,

we are able to employ knowledge from one domain in order to improve the generalization
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ability of models in another domain. According to Kim et al. [Kim+22], the idea of transfer
learning originates back to cognitive research, where it is claimed that humans are able to
adapt and figure out similar problems leveraging their past experience. Transfer learning
is especially applicable when limited data are available for a specific task, as it would
be extra challenging to build efficient classification models on top of them. Therefore,
it is a functional way to address the learning difficulty due to data scarcity, which is a
common problem, especially in the biomedical domain where privacy and GDPR issues
are repeatedly showing up. Furthermore, it can coherently help in saving up both time
and hardware resources. A real-life transfer learning example is the correlation between
playing tennis with or without knowing how to play table tennis (ping pong). Of course,
not having experience in playing table tennis does not mean that someone will not be able
to play tennis. However, a frequent table tennis player will find it less complicated and
therefore easier to reach a higher playing level faster. Analogously, learning the parameters
and weights of a neural network from scratch will demand more and high-caliber datasets,
as well as an extended period of training procedures. An overview of a typical transfer

learning procedure is presented in Figure 2.9.

———————— Step 1: Train model P
on Task X
Domain A — Task X Step 2: Save model
weights
|:-—--_
\\
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Task Y —— Domain B &
Step 3: Fine tune the
model on Task Y using the

pre-trained weights from
Domain A

Fig. 2.9: An overview of a complete transfer learning procedure. Knowledge from Domain A
acquired by learning to address Task X is transferred to Domain B in order to be exploited
into Task Y.

There are two main approaches in leveraging CNN models along transfer learning tech-
niques; feature extraction or fine-tuning. The former freezes every convolutional layer,
exploiting the CNN only for the feature extraction part of the process, while the latter
updates the model’s parameters throughout training. A usual perspective on the matter,
which is also embraced by Kim et al. [Kim+22], is to update only the top densely-connected
layers of the model based on the target medical dataset. In case the model’s performance

is poor, one can fine-tune it by gradually unfreezing the lower convolutional layers.
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According to [SD22], the employment of models pre-trained on ImageNet and other large-
scale pre-trained datasets can be challenging due to two primary reasons. First, generic
images may not result in representations that are similar to medical ones, keeping in
mind the differences in distribution, modalities and resolution between the two domains.
Moreover, models pre-trained on ImageNet are trained to choose between thousands of
classes, while biomedical datasets are typically set to predict between significantly fewer

concepts.

Another interesting breakthrough in medical image classification systems is the rise of
self-supervised learning models [Liu+23] [Che+19]. Such models attempt to learn data
representations without the existence of human-annotated data by tackling a pre-training
task. The task is usually defined in a way that the model does not need manually created
ground truth labels in order to solve it, as they can be derived from the model’s input.
Prevalent self-supervised tasks in computer vision involve predicting the masked part
of an image or determining the relative position of an image patch compared to a set
of other given patches. Self-supervision is another effective solution in order to tackle
the data scarcity issues in the biomedical domain. Regarding the downstream task, the
pre-trained model’s learnt parameters are loaded as initial weights into the downstream
model [Hol+19]. Afterwards, the model is fine-tuned in order to fit the target dataset. Lu
et al. [LCM20] and Sriram et al. [Sri+21] present some intriguing research on biomedical
concept detection models exploiting self-supervised learning techniques. Contrastive self-
supervised learning [Che+20] is a recent approach in representation learning that achieves
impressive performance. The employed models aim to build robust representations by
learning to maximize the difference between members of opposite classes, or the agreement
between similar instances. Intuitively, a contrastive learning model tries to drift apart
images of class X from images belonging to class Y (this process is scalable to any number
of classes) in a multidimensional vector space. At the same time, it tries to bring similar
images, or variants of the same image that have been slightly modified (e.g., by a data

augmentation method such as rotating or flipping images), closer in the vector space.

An intuitive approach to the process of classifying medical images is based on the observa-
tion that the findings of medical exams between patients with the same disorders will be
similar. Stepping on this observation, many neural retrieval systems have been developed
that actually achieve competitive performances against more complex systems. The vast
majority of these approaches revolve around the K-NN algorithm [CH67]. In the biomedi-
cal field, early approaches followed even simpler, non-neural approaches. For instance,
Valavanis and Stathopoulos [VS17] managed to acquire the first position in ImageCLEFmed
[Eic+17] concept detection task in 2017, by employing retrieval methods like Bag of Colours
(BoC) or Bag of Visual Words (BoVW). In the following years, neural retrieval methods
stood under the spotlight in the annual ImageCLEFmed competition. In 2019, Kougia et al.
[KPA19] ranked 3rd by employing a DenseNet-121 [Hua+17] image encoder, which was
pre-trained on ImageNet [Den+09]. Subsequently, the K-NN [CH67] algorithm was applied

2.3 Medical Image Classification
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in order to retrieve the K most similar images. The tags assigned to each input image
were based on a majority voting scheme. Later approaches, that were also competitive,
experimented with several other encoding architectures, such as ResNet [He+15], as well
as several other voting systems. In 2021, Charalampakos et al. [Cha+21] ranked 1st in the
same competition, proposing an ensemble of several variants of 1-NN classifiers. They
experimented with multiple encoders, like Efficient-Net [TL19], DenseNet [Hua+17] and
ResNet [He+15]. Finally, AUEB’s NLP group has also experimented with a weighted k-NN
approach. An ensemble system that employed two instances of a CNN+FFNN approach
and the CNN+wKNN architecture [Cha+22] was ranked 5th in the ImageCLEFmed 2022

concept detection task [Riic+22],

2.4 Controllable Text Generation

The SOTA in several NLP tasks, nowadays, is achieved by training LLMs on enormous
quantities of unlabeled text data, typically collected from the Web. Yet, when it comes to
generating new text, like captions, by predicting one word at a time, standard methods
such as vanilla beam or greedy search offer little to no control over the model’s choices.
There has been a lot of research on strategies employed in order to partially guide the
model’s output. One of the main contributions of this thesis is to explore the connection
between the tags assigned to a biomedical image and its respective caption, as well as how

these two can be correlated through a controllable text generation process.

The most common approach used in order to obtain control over the generated output is
to adopt different decoding strategies and restrict their sampling process. This approach
might not affect the model’s parameters in any way, but it can still severely influence its
word choices. There are multiple decoding strategies. Greedy search is one of the primary
where the next generated word is always the one with the highest probability at that
specific step. It may sound as simple and valid, but it tends to build repetitive phrases more
often than bearable. In contrast, beam search, which is also described in Section 2.1, follows
a different strategy, where the m best candidates (according to a specified evaluation metric,
typically the token probability) are considered in each decoding step. In this way, the
likelihood of disregarding a more suitable word sequence, due to the fact that it was not
the best scoring one at a discrete decoding step, is reduced. This is also shown in the
example illustrated in Fig. 2.3. Other similar methods are top-k [FLD18] and nucleus
sampling (also called top-p sampling) [Hol+20] decoding strategies. The former narrows
down the selection to the top-k most probable words, instead of sampling from the entire
distribution. The higher the K, the larger the pool of potential words. It is employed in
order to control the randomness of the generated sequence, while also allowing for more
diverse text to be generated. Some variants of the top-K sampling algorithm, as introduced

by Fan et al. [FLD18], prefer to select the next generated token randomly among the k
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probable words, claiming that this may lead to more novel and diversified text. Nucleus
sampling, also called top-p sampling, involves sampling from the smallest subset of the
vocabulary that contains a cumulative probability mass less than a specified threshold p.
The subset is dynamically formed, depending on the word probability distribution yielded
by the model. An example of the nucleus sampling decoding process can be found in
Table 2.1. First, a threshold value for p must be specified, for instance p = 0.7. Then, a
word will be randomly picked from the set of words with cumulative probability equal

to the threshold value. In this case, one of the words medicine, x-ray or thoracic will be

selected.

word logits prob cumulative prob
medicine -0.49 0.262 0.262

x-ray -0.67 0.219 0.481

thoracic -0.87 0.179 0.660

report -0.99 0.159 0.819

lateral -1.85 0.067 0.886
pneumonia -1.89 0.064 0.950

right -2.24 0.045 1.000

sum 1.000

Tab. 2.1: An example of how the nuclear sampling decoding method works. The column logits rep-
resents the output values of the utilized model. The column prob contains the probability
of the respective word to appear as the next one in the generated sequence. The values of
this column are calculated by passing the logits through a softmax gate. Finally, the last
column presents the cumulative probability, calculated by summing up the probability
for each row.

Guided decoding [Jia+18] is a technique where personal preferences or sentiment is
infused in the decoding process in an attempt to influence the candidate score at each
word step. Typically, the ranking score is calculated as the sum of the log-likelihood
sourced from the probability distribution calculated by the language model. In guided
decoding procedures, discrete, hand-picked features are added to this evaluation process
in order to personalize the generated output. There are three main ways in order to design
these features; heuristics-based, Supervised Learning [Liu+23] or Reinforcement Learning
[Aru+17]. As far as the heuristics-based procedure is concerned, Ghazvininejad et al.
[Gha+17] developed a compelling system designed initially for generating poetry-styled
texts. However, it can be adapted to any desired output adjustment technique. This system
is called Hafez and adds a weighted feature function to the scoring calculation formula. The
feature function can vary depending on the required task, so that different attributes can be
evaluated and combined. For instance, features can be tokens that should not be repeated,
or words that stipulate specific sentiments. Morever, Meister et al. [MCV20] experimented
with a regularized version of beam search that can lead to controllable text outputs based
on a specified objective, e.g. shorter sequence length or extended usage of scientific words.

Specifically, they introduced an output formula that considers a regularization function
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R, which implements the decoding objective, multiplied with a typically small weight A.
The mathematical formula based on which a word sequence is generated by a regularized

beam search decoder is:

seq-= arg max (log P (v | X) = AR(V)). (2.3)
\"

where V denotes the model’s vocabulary, n indicates the length of the generated sequence,
X represents the model’s input, R is the regularization function, while A is a small weighting

factor.

The main question that arises from all the different aforementioned approaches (greedy
search, beam search, nucleus sampling or even Hafez-like approaches) is: if a Beam Search-
like approach is the solution to the controllable output generation problem, then what is the
right equation or distribution that the regularization parameter R (as shown in Equation 2.3
should depict. The solution that Meister et al. [MCV20] propose is to implicitly force beam
search’s output to comply -at the degree possible- with the Uniform Information Density
(UID). UID is a linguistic principle that suggests that humans would rather receive equally
distributed (information-wise) sentences. In other words, it proposes that for effective
communication of new information, the density of information should be evenly distributed
throughout a text or speech utterance. In order to achieve this, they experimented with a
handful of configurations, including greedy, variance and max regularizer among others.
All of the utilized regularizers attempt to enhance the model’s ability to distribute new
information uniformly. For instance, the variance regularizer encourages a consistent
distribution of surprisals, aiming to minimize variability, as the goal is to maintain uniform
information density. The term “surprisal” denotes words or phrases that introduce new
information. The amount of new information expressed at step t is calculated as shown in

Equation 2.4.

ue(y) = —log pe(y|X, y<t). (2.4)

where y is a given sequence, X is the model’s input, while Y« denotes the already generated

words of sequence y.

Furthermore, the squared regularizer penalizes high surprisals by imposing a squared

penalty, as shown in Equation 2.5 below:
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2
RSQUARE (y) = Ut (yt) , (2-5)
t=1

where Uy is a function that measures the amount of new information at step t (as defined

in Equation 2.4), y is a given sequence, while Yt denotes the t-th word of the sequence.

The experimental results showed that a linear combination of the considered methods is
in most cases the most efficient choice. When the beam size is restricted to smaller scales
(e.g. k=5), then the squared regularizer seems like the better fit, although the numerical
difference from the rest of the regularizers is rather small. However, the larger the beam
size, the more efficient the regularizers combination seems to be. In Table 2.3 some of their

shared experimental results can be found.

k=5 k=10 k=100 k=500

No regularizer 3642 3630 32.83  14.66
Squared Regularizer 36.92 36.42 36.13 35.96
Greedy Regularizer 36.45 3649 36.22  36.15

Combined Regularizers 36.69 36.65 36.48 36.35
Length Normalization =~ 36.02 35.94 3580 35.11

Tab. 2.2: The BLEU [Pap+02] scores from Meister et al’s [Mei+21] experimentation results. The
rows of the table contain the regularization or normalization process followed, while the
columns show the numerical scores for the different beam sizes, that can be found at the
top of the table.

Another category of controllable text generation techniques are lexically constrained text
generation processes, where the model’s output is mathematically encouraged to include a
specific set of given keywords or similar terms. Most of the research done in this field is
focused on mildly controlling the decoding process, which often still leads to generic or
repetitive outputs. CBART (Constrained BART) [He21] leverages BART [Lew+19], a pre-
trained model, and transfers a segment of the generation process to the employed encoder.
First, the constraint tokens -the words that must be included in the generated sequence-
have to be specified. The encoder’s duty is to instruct the decoder which words to generate,
with regard to the specified must-included tokens. The model follows a refinement process,
during which it re-generates the output multiple times until all the constraints are fulfilled.
At each refinement step, the encoder receives an incomplete textual sequence, based on
which it predicts a label sequence. There are three distinct values that can be contained
in the label sequence; 0, 1 or 2. They indicate whether the respective word should be
copied, replaced or if a new one should be inserted in that position. Inspired from Keskar
et al. [Kes+19], in order to further discourage the generation of repetitive sentences and,
conversely, motivate higher diversity outputs, CBART integrates a repetition penalty
which slightly lowers the logits for already generated tokens. An example of CBART’s

refinement process can be found in Fig. 2.10. In each step of the refinement process, new
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words are generated based on the encoder’s indications. The newly generated words are

underlined at each step.

Cons | lovely, time, forever, try

Step 1 this lovely experience time and forever io try .

Step 2 this was lovely experience ! time and it forever to try this .
Step 3 this was a lovely experience ! first time here and it took

forever to try this place .

Fig. 2.10: An example of CBART’s refinement process. In each step, it adjusts the generated
sentence. The constraint tokens are lovely, time, forever, try. The underlined words
are newly generated at each step. Figure taken from [He21].

Finally, a recent method, which also acts as a starting point of this thesis, is Contrastive
Search. Introduced by Su et al. [Su+22] [SC22], it is a new decoding method that imposes a
degeneration penalty at every step of the decoding process. For instance, at step t, and

given the predecessing text X<t, the token X¢ is generated as follows:

Xt = arg max (1—a) Pe(u|X<t) — - ax s(hu, hy;) (2.6)

where V () represents the top-k candidate tokens as predicted from the employed language
model at the current decoding step, S denotes a similarity function, while hy and hy; are
the text embeddings of the candidate token U and the preceding tokens Xj respectively.
The first part of the equation is the probability of each candidate U according to the model’s
calculations, while the second part, called degeneration penalty by the paper’s authors,
measures U’s contextual similarity with respect to the previously generated sequence
X<t. Intuitively, the larger the degeneration penalty’s value of a candidate token U is, the
larger the similarity score with the sequence’s context. This is calculated as the maximum
cosine similarity between the representation of the candidate token U and the preceding
sequence X<t (denoted as hy and hy, respectively). Therefore, when the similarity score is
large, the degeneration penalty will address the repetition and improve word variation, by
suggesting less expected words. The hyperparameter o is utilized in order to adjust the
importance of the two parts of the equation. For example if O is equal to zero, then the

formula works just like the original greedy search implementation.
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Implemented Methods & Systems

This section contains the methods and systems implemented throughout the course of this
thesis. The systems described in Sections 3.1, 3.2.1 and 3.2.2 also comprise the main core of
our submissions [Kal+23] in the biomedical image captioning task of the ImageCLEFmedical
2023 competition [Ion+23; Riic+23], in which we managed to rank 3" out of 13 participating
research groups. The systems reported in the last two sections were implemented at a later
stage. Drawing upon our observations on the systems described in the first two sections,
we attempted to address the problem under a different scope. In Section 3.4, we introduced
a statistical-based guided decoding algorithm. It fosters the generation of more accurate
diagnostic captions by integrating information obtained from the biomedical concepts
associated with each image. In Section 3.3, we experimented with a few-shot image
captioning model [Son+22], which generates the diagnostic captions given a significantly

smaller number of image-caption pairs by employing an in-context learning approach.

3.1 Baseline - Show & Tell

One of the most common approaches in Diagnostic Captioning, as well as in generic Image
Captioning, is the Show & Tell model (see Section 2.1) introduced by Vinyals et al. [Vin+14].
This approach, also dubbed as CNN-RNN, employs a CNN as the image encoder and an

RNN as the text generation module.

The CNN component is in charge of extracting image features, also known as “image
representations”, which in fact is the encoding of the image into a high-dimensional vector.
The image features are obtained from the last pooling layer of the visual encoder. They
are subsequently passed to the RNN component. The goal is to capture meaningful and
representative image features, so that the text generation module can accurately outline
the medical conditions depicted in the image. The RNN decoder conists of either Gated
Recurrent Units (GRU) [Chu+14] or Long-Short Term Memory (LSTM) [HS97] cells. In
either case, the model is trained to predict the next word of the sentence based on the
image features (extracted from the CNN component) and the previously generated tokens

of the sequence. This is expressed mathematically in Equation 3.1.1 below:
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Sy =arg W%p(wl limg, S<t), 1 =i =<Kk, (3.1.1)

where W denotes each candidate token among the model’s vocabulary V, ling represents

the image representation and S the generated sequence.

An overview of the Show & Tell model is presented in Fig. 3.1. In order to enhance the
comprehension of the model’s architecture and information flow, the RNN component is
presented in its unrolled form. Moreover, GRU cells have been chosen for the visualization
of the model. The red ellipse in the upper left end of the figure illustrates the internal
operations that occur within a GRU cell. The visual features extracted by the CNN module
are concatenated with the hidden states of the GRU cell. At each recurrent step, the word
embedding of the previously generated token, as well as the previous GRU state, is passed
as an input to the current GRU cell. The RNN state comprises information about both
the image representation and the part of the caption that has been generated thus far.
Subsequently, the GRU output (denoted as h¢ in Fig. 3.1) is propagated through an MLP

network, which yields a probability distribution over the model’s vocabulary.
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Fig. 3.1: Overview of the Show & Tell model’s architecture [Vin+14].

Based on the yielded probability distribution, the next token of the caption is selected
depending on the employed decoding method. In the most simple case, where Greedy
Search (see Section 2.4) is used, the word with the highest probability is selected. However,
in the vast majority of the experiments the Beam Search decoding method, which is also
described in Section 2.4, was employed. In this case, a set of the n best candidate sequences

is considered at each decoding step. As a result, the phenomenon of generating locally -
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but not globally - optimal words is mitigated. Moreover, by considering multiple candidate
captions at each step, the decoding algorithm is more likely to result into more accurate
diagnostic reports. The generation process terminates once a special <endofsequence>

token is predicted.

The model is trained by attempting to minimize the sum of the negative log-likelihood
regarding the correct next token at each recurrent step. Specifically, given the input image
| and the ground truth caption C, the loss L, as defined in Equation 3.1.2, is calculated
and ideally diminished to zero throughout the training phase [Vin+14].

™— 1
L=-— logp(Cw | I,C), (3.1.2)

w=1

where p(Cy) is the probability assigned by the model to the correct w-th word of C, while
m denotes the length of C.

Prior to training the model, a series of pre-processing steps on the ground truth captions
was performed, following the practices of previous works on the task [Zac22]. Specifically,

the following steps were followed:

+ Conversion of numerical values to their equivalent text form, e.g. 10 — ten.
« Conversion of all the captions to lower case.

« Addition of two special tokens; <startofsequence> and <endofsequences>, de-

noting the beginning and the end of the caption respectively.

« Removal of punctuation.

Finally, based on the aforementioned pre-processing steps, the model’s vocabulary was
extracted. All the words that appeared more than three times in the training captions
were included in the vocabulary. The rest of the words, commonly referred to as out-of-
vocabulary (OOV) words, were replaced with the special <UNK> token in the training and

validation set.

As mentioned in Section 2.1, Show, Attend and Tell is an improved version of the typical
Show & Tell model. However, its performance has previously been explored by a former
group member [Zac22], showing that it was inferior to the one achieved by the SnT

model.

3.1 Baseline - Show & Tell
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3.2 Transformer-Based Captioning Systems

Since 2017 when Transformers, introduced by Vaswani et al. in "Attention is all you
need" [Vas+17], came into the spotlight, there has been an expeditious progress in the
domain of Natural Language Processing (NLP) systems. BERT [Dev+19], GPT-4 [Ope23]
and T5 [Raf+20] are only a few well-known models, while a plethora of newer, more
advanced ones, like LLaMA2 [Tou+23b] or Falcon [Pen+23] which achieve impressive
performance in numerous tasks, are published at a great rate. Moreover, Transformers are
also applied in Computer Vision tasks [Kha+22], with ViT [Dos+21] and Convolutional
Vision Transformer (CvT) [Wu+21] being two of the most prominent architectures. In

Sections 3.2.1 and 3.2.2, two Transformer-based Image Captioning models are described.

3.2.1 VIiT-GPT2

A common approach in the vast majority of text generation models is the Encoder-Decoder
architecture. Similar to the Show & Tell model described in Section 3.1, the encoder is
in charge of extracting meaningful image representations, which will be subsequently
fed to the decoding component. The latter is responsible for generating a sequence of
tokens that describe the patient’s medical condition based on the visual input. The most
significant difference in comparison with the system reported in Section 3.1 is that both
the encoding and the decoding component are Transformer-based. Specifically, a Vision
Transformer (ViT) [Dos+21] instance is employed as the image encoder, while GPT-2

[Rad+19] is utilized as the text generation module.

The Vision Transformer (ViT) [Dos+21] was the first architecture that managed to achieve
results equally impressive to the state-of-the-art Convolutional Neural Networks, such as
DenseNet [Hua+17] or EfficientNet [TL19]. A sequence of non-intersecting image patches
of predetermined size (e.g. 16%16) is received as an input, which is subsequently flattened
and fed to a standard Transformer module. Furthermore, a [CLS] token, which acts as a
representation of the whole image is added, as well as positional embeddings. The latter are
crucial, as they allow the model to recognize patterns and structures in the given image by
specifying the order of the patches. Transformers are designed to handle unstructured data,
while images are by default dependent to spatial information and structural correlations.
Thus, by incorporating positional embeddings in the encoding procedure, the network
is capable of achieving a better comprehension of the image’s layout and learning visual
patterns across the given patches [Jia+22]. In Figure 3.2 an overview of ViT’s mechanism

is presented.

The extracted image features are subsequently passed to the decoding component. As

previously mentioned, the GPT-2 [Rad+19] model was used as the decoder. GPT-2 is an
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autoregressive decoder-only language model trained in a self-supervised fashion, which
achieves impressive natural language understanding and generation capabilities. It is
composed of 12 Transformer decoder blocks. Each block consists of a Masked Self-Attention
layer, a Feed Forward Neural Network (FFNN), as well as residual connections [He+16]
and layer normalization [Xu+19]. The model’s input is the concatenation of each input
token’s embeddings with its respective positional encodings. In the case of this system, the
input is a sequence of visual features extracted by the image encoder. The self-attention
mechanism is utilized in order to capture relationships or dependencies between the tokens
of the input features. It enables the model to focus on different parts of the input sequence
while generating the caption word by word, allowing it to incorporate contextual relations
at each step. For instance, one of the biomedical captions of the ImageCLEFmedical 2023

[Riic+23] dataset appears as follows:

« Young male patient. Intraoperative AP X-ray of his pelvic ring with cystogram. The
bladder is back into its anatomical position.

The two tokens highlighted in bold are parts of the diagnosis that are dependent to other
parts of the sequence. Specifically the word “his" refers to the male patient, while the word
“it" alludes to the bladder. In this case, the self-attention layer assists the model to achieve
a more comprehensive view of the sequence and encapsulate contextual dependencies

between its tokens.

3.2 Transformer-Based Captioning Systems
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The self-attention layer’s output is propagated through the FFNN module. Afterwards,
the obtained representations are sequentially passed along the next Transformer block.
Following the last decoder block, a dense linear layer equipped with a softmax gate is
responsible for yielding a probability distribution over the model’s vocabulary in order to
generate the next token of the sequence. The process outlined up to this point constitutes
a single decoding step. Then, the model proceeds to the next decoding step. The word
embeddings of the previously generated token concatenated with its positional embeddings
are autoregressively fed to the bottom decoder block. This iterative procedure is prevailed

until a special token denoting the end of the biomedical diagnosis is generated.

Regarding the decoding procedure, experiments with both Greedy Search and Beam
Search, as well as nucleus [Hol+20] and top-k [FLD18] sampling were held. The Beam
Search algorithm, along with the two sampling methods, attained comparable performance.
Furthermore, a pre-processing procedure, similar to the one described in Section 3.1, has

been followed.

3.2.2 2xE-D: Seg2Seq Denoising Component

Despite the fact that Large Language Models (LLMs) have stolen the spotlight in the NLP
domain during the last couple of years, Sequence-to-Sequence (Seq2Seq) models have
arguably met significant advancements throughout the same period too. Such models are
a type of neural network architecture which is efficient in tasks that involve transforming
an input sequence into an output sequence. The vast majority of them follow the Encoder-
Decoder architecture, as described in Section 3.2.1. They are widely applied in Natural
Language Processing tasks, including machine translation and text summarization, while
their use can also be expanded in text denoising problems, which is the case in this thesis.
Briefly, the goal of this model is to apply an error correction process on a set of initially
generated captions. It is capable of correcting the most common syntactical, grammatical

and, in certain cases, diagnostic mistakes of the captioning system.

The overall pipeline consists of a captioning and a denoising component. The latter is
applied on top of one of the previously described captioning systems, such as the CNN-
RNN (Section 3.1) or the ViT-GPT2 (Section 3.2.1) architectures. Therefore, the model is
trained by attempting to denoise the initially generated draft captions. In order to achieve
this, pairs of draft generated captions and their respective ground truth text sequences
are fed to the model during the training procedure. Both the original generative pipeline
and the consequent denoising component consist of an encoding and a decoding unit;
hence this system is called 2xE-D, where E-D denotes the encoder-decoder architecture.
The two components act sequentially, resulting in a novel captioning pipeline. Regarding
the denoising component, experiments with BART [Lew+19] and T5 [Raf+20], two of the

most prominent sequence-to-sequence architectures, were conducted.
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BART is a denoising autoencoder that is pre-trained on a huge collection of data deliberately
altered by an arbitrary noise function [Lew+19]. During the pre-training process, its goal
is to reformulate the distorted text sequence. BART consists of a BERT-like bidirectional
autoencoder and a GPT-resembling autoregressive decoder. Due to its architecture, BART
can be seen, according to the authors of [Lew+19], as generalizing BERT [Dev+19], GPT
[Rad+19] and other relevant pre-training approaches. It is pre-trained as a denoising
autoencoder on the task of reconstructing original text, which has been deformed by
one or more corruption processes applied stochastically to the input text. There are five

corruption techniques in total:

« Random token masking, e.g. ABC.DE. -~ AB[MASK].DE.
« Random token deletion, e.g. ABC.DE. -~ AB.DE.

+ Text infilling, e.g. ABC.DE. -~ A[MASK].DE.

» Sentence Permutation,e.g. ABC.DE. - DE.ABC.
Document Rotation,e.g. ABC.DE. - C.DE.AB

/Denoising Component ‘ Reformulated Caption}\
Captioning Component Draft Caption

!
Encoder Decoder

Encoder Decoder . :

x L T Y x M x L ‘ T x M
™ Encoder Decoder
Encoder Decoder

Encoder Beeaslar Encoder Decoder
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Fig. 3.3: Overview of 2xE-D’s architecture and text generation procedure.

Inspired by the aforementioned pre-training procedure, the idea is to employ the model on
a task similar to those it was pre-trained on. Starting off from a pre-trained checkpoint, a
fine-tuning process is executed; the draft generated captions constitute the model’s input,
while the ground truth sequences comprise the model’s target. Thus, the model gradually

learns how to accurately readdress the generated diagnostic captions. As an extension

of this idea, a more elaborate and thorough BART fine-tuning process was conducted.

The idea originates from the fact that a plain BART checkpoint has been pre-trained on
little to no biomedical data, hence it is not really acquainted with the in-domain linguistic

characteristics and peculiarities. In an effort to tackle this pipeline’s vulnerable point, BART

3.2 Transformer-Based Captioning Systems
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was fine-tuned in an extended collection of noisy and denoised caption pairs. The former
were artificially created by applying a noise-insertion function on the ground truth training
captions. The noise function was implemented in accordance with the aforementioned text
distortion strategies, as introduced in BART’s original paper [Lew+19]. The latter consist
of the dataset’s ground truth captions. Thus, an alternative sequence-to-sequence training
set was created with the intention of providing BART with extended knowledge of the
biomedical domain in order to more accurately readdress the initially generated diagnostic

captions. This fine-tuned version of BART is henceforward denoted as ClinicalBART.

As mentioned before, a few experiments were also conducted with T5 [Raf+20], which
is an alternative encoder-decoder architecture pre-trained on multiple supervised and
unsupervised sequence-to-sequence tasks, including text denoising. In the same notion,
ClinicalT5 [LJ23], to which access was granted through PhysioNet [Gol+00], was also uti-
lized in order to test its biomedical-related linguistic capabilities. Lastly, a few experiments

with fine-tuning a ClinicalT5 instance on the employed dataset were also performed.

3.2.3 InstructBLIP

Recently, a lot of research has been devoted to large-scale pre-training processes and
the rapid development of Large Language Models (LLMs). One of the key features that
enables LLMs to perform remarkably well in a wide range of natural language tasks is
a technique called instruction-tuning. Instruction-tuning is a process used to fine-tune
the model’s behaviour, and consequently its predictions or responses, based on a given
instruction provided in free text form by the user. It is commonly applied in order to create
more controllable and predictable models or to efficiently transfer the model’s language

understanding or generation abilities to another domain.

Although instruction-tuning has been widely explored in the area of language models,
not much research was performed until recently in multimodal models [Li+23b], such as
vision-language models (VLMs). VLMs are deep learning models able to generate open-
ended text or textual responses conditioned on a visual input. InstructBLIP [Dai+23] is a
Vision-Language model able to follow arbitrary instructions given by the user, and it is
considered to be the state of the art in zero-shot multimodal tasks, while also achieving
impressive performance when fine-tuned towards a specific multimodal objective [Dai+23].
An earlier, instruction-agnostic version of InstructBLIP, namely BLIP-2 [Li+23a], is also
available and accomplishes competitive performance when fine-tuned for downstream
tasks.

Both BLIP-2 [Li+23a] and InstructBLIP [Dai+23] consist of three components; an image
encoder, a Q-Former and a Large Language Model. Both the first and the last are frozen,

meaning that their weights are not updated at any point in the training procedure. The
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image encoder is in charge of encoding the image into a high-dimensional vector. The
Q-Former, as introduced in [Li+23a], is responsible for extracting instruction-aware visual
features from the embeddings produced by the frozen image encoder. Finally, the LLM is
prompted with both the visual features and the textual instruction and proceeds to perform
its intended generation task. In Figure 3.4 InstructBLIP’s architecture is presented and
it is easily observed that the Q-Former module is the only trainable component of the

system.

Queries Instruction
‘ [DD;D D][DD;DD] Q-Former (mO-m @
Image Embeddings )
[ Q-Former ]

£ Image I Feed Forward Feed Forward
Encoder . )
B - El O I N

A
I

lnputlmage CEELE [DD DD] (mo-Em) (CO-00O)
Choose the correct option to the ] Image

following question: which picture Embeddings Queries Instruction
shows the pizza inside the over?
Options: (a) left one (b) right one.
Answer:

Instruction Response

Fig. 3.4: Overview of InstructBLIP’s architecture. Figure taken from [Dai+23].

The distinguishing feature between BLIP-2 and InstructBLIP is that the latter employs an
instruction-aware Q-Former, rather than a plain, instruction-agnostic one. It receives two
kind of inputs; a set of k learnable query embeddings and the token embeddings of the
provided textual instruction. The two inputs interact with each other in the Q-Former’s self-
attention layers aiming to encourage the extraction of instruction-related visual features.
Thus, the same system may attend on a completely different part of the same image when
prompted to follow another instruction, as an image can be informative in many different
ways depending on the task that the model is called to solve. The interaction between the
Q-Former’s instruction-aware embeddings and the image encoder’s outputs is achieved
through its cross-attention layers, as presented in Figure 3.4. The Q-Former’s output is a
set of K visual vectors, which after passing through a linear projection layer, are fed as an
input, along the provided instruction, to the employed LLM. Afterwards, the LLM is in
charge of generating the textual output conditioned on both the encoded visual features

and the intended task as described in the provided instruction.

3.2 Transformer-Based Captioning Systems
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The Q-Former is pre-trained in two stages based on a set of images along their respective
captions. The first stage aims to align the Q-Former with the vision encoder, training
the former to extract visual representations that are highly informative of the text. The
second stage aims to connect the Q-Former with the LLM. The Q-Former’s output query
embeddings are first projected to the LLM’s input dimensions and subsequently prepended
to the instruction embeddings. In this way, they serve as soft visual prompts in order
to condition the LLM on the instruction-aware visual representation extracted by the

Q-Former.

An important aspect of the integration of instruction-tuning techniques in language
modeling, and especially when it comes to vision-language models, is that the system’s
performance can vary a lot depending on how clear, precise and targeted the provided
instruction is. In order to further investigate this topic, a brief ablation study, presented in
Figure 3.5, was conducted. The experimental scenario is simple; an InstructBLIP checkpoint
is loaded and a zero-shot caption is generated, given a medical image. The results from
three different instruction prompts are compared. Evidently, when no instruction is given
(left frame of Figure 3.5) the generated caption is generic and vague. When the model
is prompted to detect what is wrong in the given radiology image, the answer is more
straightforward and looks more like a medical diagnosis. Finally, when a more descriptive

and targeted instruction is passed, the respective answer seems to follow it adherently.

i Instruction: ' ! | Instruction: ‘Whatis wrongin | | Instruction: ‘You are an
| 1 the radiology image?' ! experienced radiologist. Generate a
i 1 descriptive caption that highlights
i the location, nature and abnormality
i of the radiology image.’

! Generated Caption: Generated Caption: Generated Caption:

a black background with a The radiology image depicts a The radiology image in the image
: shadow in the foreground i | patient with a fractured rib. The | | showsan abnormality in the

| ; patient's rib appears to be i1 pneumothorax, which is located in

1 the left side of the body. The image
i was taken in a dark room with a
_black background.

i broken.

Fig. 3.5: Results of an exploratory study in order to measure the impact of the instruction in the
generated captions. The captions are generated by the InstructBLIP model [Dai+23].

The ground truth diagnosis for this image actually involves an abnormality in the pneu-
mothorax area, which was also predicted by the model when prompted with a more

targeted instruction (right frame of Figure 3.5). However it also includes additional infor-
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mation about a cavitary lesion and a chemotherapy port, indicated by the yellow and blue
arrows, respectively. Moreover, the model detected an abnormality on the right side of the

body, while it is in fact located on the left side, according to the ground truth diagnosis.

3.3 Flamingo: Few-shot Image Captioning

An essential aspect of human intelligence is the ability to learn and adapt to new tasks
swiftly, either through a brief instruction or even mere observation. This was a fundamental
difference between human and artificial intelligence until recently [Kith+22]. However,
much progress has been made towards building deep learning models capable of learning
a new objective given only a few training examples [Son+22], which is widely referred to
as few-shot learning. Much research has been put into this topic in the Computer Vision
domain [He+23]. Initial approaches employed a contrastive objective in order to train
a multimodal model [Rad+21], while others investigated the power of language models
in text generation tasks when conditioned on a visual input [Tsi+21]. One of the most
recent approaches, which is considered the state-of-the-art Vision-Language Model (VLM)
in few-shot learning, is DeepMind’s Flamingo [Ala+22], which employs an in-context

learning strategy.

Image Captioning is one of the tasks in which Flamingo [Ala+22] has achieved impres-
sive performance. Inspired by the recent expeditious advancements in the LLM domain,
Flamingo attains such remarkable results by being prompted with a few image-caption
pairs. It is capable of adapting to a specific task -in this case the generation of biomedical
diagnoses based on radiology images- given only a few demonstrative examples in the
form of a multimodal prompt. The prompt additionally contains the query image, for
which the model is required to generate a coherent and accurate caption. Overall, Flamingo
is capable of generating text sequences in an autoregressive manner based on the visual
input, as well as the task-specific context offered by the multimodal prompt. The way that
Flamingo models are capable of encapsulating both visual and textual sequences in the
text generation procedure through a prompting mechanism makes them a great choice for

in-context few-shot learning systems.

A key element that drives Flamingo’s impressive performance, especially in few-shot
learning tasks, is its novel architectural structure, that efficiently bridges a pre-trained
vision component with a language model capable of generating open-ended text sequences.
The model’s architecture is presented in Figure 3.6 and consists of a frozen vision encoder,
an intermediate component called Perceiver Resampler, and an LLM. The LLM’s pre-
trained LM layers are kept frozen, while cross-attention layers are interleaved between
them to enable the incorporation of visual information into the text generation process.

The pre-trained vision encoder is responsible for extracting multidimensional spatial visual

3.3 Flamingo: Few-shot Image Captioning
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Fig. 3.6: An overview of Flamingo’s architecture. Figure inspired by the original paper [Ala+22].

features for each image. Consequently, the Perceiver Resampler receives the extracted
visual features and maps them to a small fixed number of visual outputs, aiming to reduce
the model’s overall computational complexity. In Fig. 3.7 an overview of the Perceiver
Resampler component is presented [Ala+22]. It consists of N Transformer blocks. At each
block, the visual features extracted by the image encoder are flattened and passed through
a cross-attention layer along with a set of learnable query vectors. The cross-attention
output is then passed through a Feed-Forward layer before sent to the next Transformer
block [Ala+22]. Then the features obtained from the Perceiver Resampler are fed to every
cross-attention layer of the employed language model in order to condition its output on
the extracted visual features. By utilizing cross-attention layers, the model is capable of
integrating the visual input in the autoregressive text generation procedure. Flamingo

models the text generation process with the following mathematic formula:

—
ply[x¥) = pytly<t, %), (3.4.1)

t=1

where Yy is the t-th token of the input sequence Y, y<t is the set of all preceding words that
appeared in Yy, while X is the set of all the image-caption pairs passed as demonstrative

examples in the multimodal prompt.

As previously mentioned and also shown in Figure 3.6, the conditioning of the language

model on the given visual representations is achieved by interspersing typical frozen LM
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Fig. 3.7: An overview of the Perceiver Resampler’s architecture. Figure inspired by the original
paper [Ala+22] and readjusted for the biomedical domain. The medical images shown in
the bottom of the figure are taken from the IU-Xray dataset [Dem+15]

blocks with fully trainable, randomly initialized cross-attention layers. Internally, as any
attention layer, these blocks consist of Query, Key and Value vectors [GRM21]. The first
one is derived from the textual inputs, while the other two are acquired from the visual
representations extracted by the Perceiver Resampler. Then, a dense feed-forward layer
follows before the typical LM block. Moreover, a tanh-gating mechanism is utilized in
order to ensure the smooth integration of the cross-attention layer, as well as training
stability and overall performance [Ala+22]. This means that the output of every newly
added layer is controlled by a regulatory factor equal to tanh(a) before encapsulating it

to the input representation, where O is a trainable parameter.

A common strategy for in-context learning, especially in the NLP domain, is prompting
the model with a few showcasing examples similar to each individual input [Lew+20].
The examples are retrieved from a database or generally a large corpus of task-specific
annotated examples. Models that employ this kind of technique are called Retrieval-
Augmented Generation (RAG) models and consist of both a parametric memory, such as a
pre-trained Seq2Seq model and a non-parametric memory (e.g. a dense vector database
containing document or image embeddings) that is accessed by a pre-trained neural
retriever. The pipeline is simple; a dense retrieval module retrieves K similar demonstrative
examples based on the input sequence and proceeds to prompt the model with them in
order to provide it with more precise and case-specific context. This strategy has shown

to be effective especially in text generation tasks, leading to more accurate and diverse

3.3 Flamingo: Few-shot Image Captioning
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generated sequences [Hof+22]. In the case of this thesis, and vision-language models in
general, the K most similar radiology images from the non-parametric memory corpus are
retrieved based on a similarity function (e.g. cosine or Jaccard similarity [Eel+20]). They
are consequently passed, along with their respective ground truth captions and the query
image, to the multimodal generative model. The latter is responsible for autoregressively

generating the medical diagnosis.

3.4 DMM - A concept-driven Guided Decoding
Method

In this section, a novel guided decoding method is presented. It is inspired by the work of Su
et al. [Su+22], where a decoding method aiming to generate less repetitive text sequences
is proposed. Specifically, Su et al. [Su+22] imposed a degeneration penalty at each decoding
step by measuring the contextual similarity between the previously generated text sequence
and each candidate next token (see also Section 2.4). The aforementioned degeneration
penalty is defined as the maximum cosine similarity between the word embedding of the
sequence’s potential next token and the embeddings of the tokens already generated in
the sequence. Given a single candidate token W and a preceding text Xj at a decoding step

t, the degeneration penalty of Su et al. [Su+22] is calculated as follows:

D= lsr}jlgtx_l sim(e(w), e(xj)) (3.5.1)

where Sim represents the cosine similarity function, while e() is a function that calculates
the word embeddings of its input. In the Diagnostic Captioning domain, generating less
repetitive medical diagnoses is not of great significance, as the goal is to accurately outline
the medical condition of the patient based on the given examination. This means that a
specific token might have to be generated multiple times, such as medical terminology
or body topology-related words. However, a seemingly reasonable viewpoint is that the
accuracy of a diagnostic caption is strongly correlated with how effectively the biomedical
concepts associated with the respective image are represented in the generated report. For
instance, if a biomedical image is associated with the clinical concept “Cranium"” (by an
image tagger or even a clinician), but the respective generated caption makes no direct or

indirect reference to the aforementioned body part, then it is potentially inaccurate.
Building upon this observation, an exploratory analysis was conducted on the training

data of the ImageCLEFmedical 2023 dataset [Riic+23] in order to compute the correlation

between the biomedical concepts (henceforth mentioned as “tags") and their associated
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captions. First, the FastText word embeddings [Boj+17] of both the tags and the words of
the captions found in the training set were computed. In case a tag consisted of multiple
words, then the centroid of its word embeddings was used as the tag’s representation. As a
first exploratory step, the correlation between a caption and the respective tags of a single
image was investigated. Figure 3.8 displays a heatmap where the words of the caption
are represented on the horizontal axis, while their corresponding tags are shown on the
vertical axis. Each block of the heatmap represents the cosine similarity computed between
the word embeddings of the corresponding tag and the word embeddings of the respective
caption token. For instance, the lower right block represents the cosine similarity between
the word “head" and the tag “Head of pancreas". The darker the color of the block, the
larger the cosine similarity value. Therefore, the tag “Head of pancreas"” is prominently

represented in this example, while the other two tags are not so strongly featured.

Heatmap - Tags: {X-Ray CT;Neoplasms;Head of pancreas}
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Fig. 3.8: Heatmap that visualizes the cosine similarities between the words of a ground truth
caption (x-axis) and its associated biomedical concepts (y-axis).

The next step was to investigate the correlation between a tag and all the captions with
which it is associated in the training set. Thus, for each associated caption, the maximum
cosine similarity (MCS) between the word embeddings of the tag and the word embeddings
of each word of the caption was calculated. Specifically, given a tag € and a caption S, MSC

is calculated as:

MCS(c,s) = 1g}zgl(slsim(e(c), e(sj)). (3.5.2)

3.4 DMM - A concept-driven Guided Decoding Method
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where sim denotes the cosine similarity function, while e(c) and e(wj) are the word
embeddings of the tag ¢ and the j-th word of the caption W respectively. For instance,
the MCS value for the tag “Head of Pancreas” in Figure 3.8 would be equal to the value

corresponding to the word “head”.

A high maximum cosine similarity between a tag and a caption W indicates a strong
presence of the tag within w. If a tag is associated with n captions, then n MCS values
are calculated forming the tag’s MCS distribution. Thus, for a given tag ¢ and a set of
captions S with which ¢ is associated, the MCS distribution, denoted as R, is calculated as

follows:

R(c,S) = {MCS(c, s)|s S}, (3.5.3)

where MCS denotes the function defined in Equation 3.5.2.

A boxplot can be created in order to visualize the MCS distribution R for a tag c. Figure
3.9 presents the boxplot of the MCS distribution for the tag “Angiogram”. The blue box
represents the interquartile range (IQR), which is the range between the first quartile
(Q1) and the third quartile (Q3) of the distribution, while the orange line denotes the

distribution’s median value.
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Fig. 3.9: A boxplot that visualizes the MCS distribution R for the tag “Angiogram”.
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The MCS distribution R was calculated for every tag in the dataset and a boxplot was
created for each one. Each boxplot contains insight on how strongly the respective tag
is represented among its associated captions. These boxplots are plotted side-by-side in
Figure 3.10. The coral line that crosses the plot denotes the median maximum cosine
similarity (MMCS) for each tag, which is essentially the median value of each boxplot. It is

calculated as:

MMCS(c, S) = median(R(c, S)), (3.5.4)

where S is the set of all the training captions that are associated with the tag ¢. The
boxplots were sorted in an ascending order depending on their median value in order
to showcase the observation that the concepts of the ImageCLEFmedical 2023 dataset
[Riic+23] are not always strongly represented in the ground truth captions. For example,
there are tags on the left end of the plot whose MMCS value can be as low as 0.3, while
other tags on the right end can reach MMCS values close to 1. The former are overall
mildly represented in the diagnostic captions with which they are associated, while the

latter are always strongly mentioned.

Considering the aforementioned findings, a new penalty which aims to foster the genera-
tion of diagnostic captions that better encapsulate the associated biomedical concepts is
proposed. This means that the decoder will be incentivized to generate words that express
the associated tags more explicitly or implicitly. The level of explicitness is based on the
MMGCS value of each tag, as calculated in the training data. Therefore, tags with larger
MMCS values should be consistently mentioned, while tags with lower MMCS values
should be expressed less explicitly. For images that are associated with a single tag, the
MCS between the word embeddings of the tag and the word embeddings of the generated
caption’s tokens is computed as shown in Equation 3.5.2. The penalty is then determined
as the difference between the computed MCS value and the specific tag’s MMCS value (as
defined in Equation 3.5.4). In case an image is associated with multiple tags, penalties are
calculated individually for each tag as described before. The total penalty is the sum of
the individual penalties divided by the number of associated tags. More officially, given a

caption S and a set of tags C, the proposed penalty is calculated as follows:

L_vds(c, s) — MMCS(c))?
IC|

c[C1
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Fig. 3.10: Multiple boxplots plotted side-by-side. Each boxplot represents the MCS distribution
between a tag and its associated captions. The boxplots are sorted based on their median
value (coral line), which corresponds to the tag’s median maximum cosine similarity
(MMCS) value.

In other words, the employed decoding method is prompted to pick the candidate caption
W whose MMC score (across the words of W and the tag c) falls aggregately closer to the
MMCS score of each tag C. The former reflects the maximum lexical representation of the
tag by the words of the caption, while the latter denotes the average lexical representation
of the tag in the training captions with which it is associated. Intuitively, the objective is
to select the generated caption whose lexical representation of the given set of tags falls
closer to that computed in the training data. There are two scenarios regarding the source
of the tags; they are either given (ground truth) or system generated by a biomedical image
classifier, like the ones described in [Kar+20; Cha+21; Cha+22; Kal+23].

Overall, at each decoding step the sampling algorithm keeps the n best candidate captions

according to the following score:

DMM(S) =a- (1 - HC) ) DMMpenaIty(C: S) + (1 - C() -HC - (1 - LMscore),
(3.5.6)
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where S is the generated caption, while C is the set of tags with which the image is

associated.

Diving into the details of the above mathematic formula:

« O : The variable O acts as a controlling point that regulates the effect of the two
addends. When a is set equal to 1, then only the DMM component is taken into
account, while the opposite happens when o is equal to zero. This parameter is fixed
and decided after experimenting with different values in the validation set (see also
Section 5.2.6). It is mostly used in order to normalize the value of the two addends
in the same range in order to ensure that both will substantially contribute to the
DMM score.

« HC: The initials HC stand for Histogram Confidence. This is a dynamically computed
parameter and constitutes a weighting factor applied on the two components; the
DMM penalty and the LM score. At each decoding step, a histogram representing
the MCS distribution R(c, G) over the generated captions G is computed for each
tag C. Therefore for a given list of ground truth tags C, |C| histograms would be
generated. In addition, a similar histogram has already been calculated for each tag
on its associated ground truth captions during the training procedure. The rationale
behind this approach is that beams with an MCS distribution R similar to the one
calculated on the training data for for each tag ¢ [Cl should allocate more trust in
the DMMpenaity at the decoding step compared to the LM score. Conversely, if the
distributions do not match, then the typical LM score should be trusted more at that
decoding step.

For a single tag C, the similarity of its two corresponding histograms (computed on
the generated and ground truth captions respectively) is calculated by performing a
Kolmogorov-Smirnov Goodness of Fit Test [Mas51]. The latter is widely mentioned
as KS-test and returns two values when executed; the p-value and the ks-statistic.
The p-value, as in any other goodness of fit test, can be consulted in order to accept
or reject the null hypothesis. The latter states that the observed data follows a
specific given distribution, which in our case is the one that was computed on the
training set. The p-value could be a good fit for the proposed algorithm, but it
does not efficiently quantify the discrepancy between the two given distributions.
However, the ks-statistic value measures the distance between the two provided
distributions, which is an appropriate metric in the specified context. It is computed
on a scale from 0 to 1, where a value of 0 suggests that the two samples are drawn
from the same distribution, while a value of 1 indicates the complete opposite. This

is accomplished by calculating the divergence between the empirical cumulative
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Proportion

distribution functions (ECDF) of the provided distributions [Mas51]. The divergence

is equal to the maximum absolute vertical distance between the two ECDF curves.

Figures 3.11 and 3.12 aim to assist with the comprehension of the ks-statistic (and
equivalently the Histogram Confidence) parameter. The biomedical tag *Tooth Struc-
ture" is explored as an example. First off, the MCS distribution R(“Tooth Structure”, S)
between the tag and its associated ground truth captions S is presented in Fig. 3.11a.
A similar plot that now visualizes the MCS distribution R(“Tooth Structure”, G) be-
tween the tag and the corresponding generated captions G at a random decoding
step N can be found in Fig. 3.11b. The two distributions are jointly plotted in the
density plot of Fig. 3.12. In this way, the discrepancy between them is more apparent.

MCS - Training Captions, Tag: Tooth Structure MCS - Generated Captions, Tag: Tooth Structure
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Fig. 3.11: (a) Visualization of the maximum cosine similarity (MCS) distribution between the

biomedical term “Tooth structure" and its corresponding ground truth captions. (b)
Histogram depicting the MCS distribution between the tag “Tooth structure” and the
corresponding generated captions at some decoding step n.

As also mentioned before, the ks-statistic among the two distributions, which is im-
portant for the proposed method, is measured by calculating the maximum absolute
vertical distance between the Empirical Cumulative Distribution Functions (ECDF)
of the two samples. Figure 3.13 contains the ECDF curves of the two distributions
depicted in Figure 3.11. Their maximum absolute vertical distance is denoted by the
red double-headed arrow on the upper right end. Therefore, the ks-statistic for a

single tag C can be calculated as:

ks(c) = max |F (R(c, S)) — F(R(c, G))|, (3.5.7)
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Fig. 3.12: Density plot that visualizes the discrepancy between the two distributions.

where S and G denote the set of training captions associated with the tag ¢ and
the generated captions at the current decoding step respectively. F (-) denotes the
ECDF of the given input, while R is defined in Equation 3.5.3 and represents the
MCS distribution of a given tag over a set of given captions. Therefore, the DMM
penalty is assigned a larger weight whenever the ks-statistic (and equivalently the
HC value) is closer to 0. Intuitively, the proposed penalty mechanism is trusted more
at decoding steps where the two distributions (computed on the ground truth and

generated captions respectively) are similar.

Overall, the HC value for a set of tags C is calculated as:

(3.5.8)

HC = iéC@D,
o

« DMMgenaity: The DMM penalty has previously been described in this section. It is
calculated by Equation 3.5.5.

+ LMescore: This variable denotes the score that is derived by the Language Model (LM).
It can be any type of generative model, e.g. an RNN [She20] or a Transformer-based
[Vas+17] architecture. At a decoding step N, the LM score is calculated as:
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Fig. 3.13: Lineplot containing the ECDF curves of the two samples. The red arrow denotes the
maximum absolute vertical distance between them.

1
LMscore = log P (St|s<t). (3.5.9)
t=1

where St denotes the t-th token of the generated caption S. The LMycore is normalized
in the (0, 1) range in order to align with the DMMpenaity values. Due to the fact that
the objective is to achieve lower DMM values, the normalized LMgcore’s distance

from 1 is used in the mathematic formula of Equation 3.5.6.

In summary, the proposed method operates as follows. At each decoding step, the DMM(w)
score is calculated (as defined in Equation 3.5.6) for each candidate sequence W formed
through the Beam Search process. In order for it to be calculated, the Histogram Confidence
(HC), as well as the DMMyenaity (see Equation 3.5.5) are computed. The former signifies
the amount of trust that is put into the latter, which measures how strongly the examined

image’s tags are represented in the generated caption. The N sequences with the lowest
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DMM scores are selected and considered throughout the next decoding step. An overview

of the method’s sequential sub-processes at each decoding step is presented in Fig. 3.14.

Next Decoding Step
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Fig. 3.14: Summary of the flow of the DMM algorithm at the decoding step level.
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Data

This section contains general information, as well as an exploratory data analysis regarding
the ImageCLEFmedical 2023 dataset [Riic+23]. This dataset was used throughout the course
of this thesis in order to evaluate the performance and efficiency of the developed systems,

which are described in Section 3.

4.1 ImageCLEFmedical 2023

The ImageCLEFmedical 2023 [Riic+23] dataset is a subset of the Radiology Objects in
Context (ROCO) dataset [Pel+18]. It consists of 71, 355 images, accompanied by their
respective biomedical concepts in UMLS form [Bod04], as well as a brief diagnostic cap-
tion. The dataset is divided into two sub-datasets that tackle two different tasks; concept
detection and caption prediction. In the former, the goal is to predict a set of biomedical
concepts based on a given radiology image, while in the latter the objective is to generate
a concise medical diagnosis in an open-ended approach. Both sub-datasets share the same
set of images (71, 355 images in total). Despite the fact that this thesis tries to address the
second task, an exploratory analysis of the Concept Detection dataset will also be provided,

as it plays a vital role for the DMM decoding described in Section 3.4.

Both sub-datasets were initially divided into three subsets; namely training, validation
and test set. Regarding the latter, no ground truth files were distributed. Therefore, the
training and validation subsets were merged into one set and then split again in a stratified
manner following a 75%-15%-10% ratio. The data distributions were equal among all three

subsets, which was confirmed by plotting and comparing their concepts distribution.

4.1.1 Concept Detection

The Concept Detection dataset consists of radiology images, as well as a set of biomedical
terms, which are usually referred to as “concepts” or “tags". Each image corresponds to one
or more tags. The tags are provided in the form of Concept Unique Identifiers (CUIs) in
accordance with the Unified Medical Language System (UMLS) [Bod04]. For instance, the
medical term “Restenosis” corresponds to the CUI “C0333186”. Some examples of radiology

images along their respective medical concepts are presented in Figure 4.1
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Fig. 4.1: Some example image-concepts pairs from the ImageCLEFmedical2023 [Riic+23] dataset.
The concepts are presented in their UMLS term form [Bod04].

The dataset contains 2, 125 distinct biomedical tags and it is highly imbalanced as few of
them appear thousands of times, while a lot of them appear less than ten times in total.
This results into a skewed, “long-tail” tags distribution, which is presented in the left
plot of Figure 4.2. The x-axis represents the tag’s index (shown instead of the CUIs for
more effective visualization), while the y-axis denotes the number of times that each tag
appeared in the dataset. The tags are sorted in descending order based on their frequency of
occurence, in order to highlight the dataset’s imbalanced nature. After further exploration
of the dataset, it is observed that some tags appear in thousands of images and represent
more generic medical terms, such as radiology examinations or body topology (e.g. “X-Ray”
or “Chest”). Typically, each image is primarily associated with exactly one tag from this
set. Based on this observation, several examination-based subsets of the original dataset
were created as part of an ablation study conducted in order to explore the effectiveness of
the DMM decoding described in Section 3.4.

Table 4.1 presents the ten most common concepts based on their occurences in the Concept
Detection dataset. As previously mentioned, some of the most common concepts repre-
sent a greater category of medical terms, thus forming four main modalities; Computed
Tomography, MRI, Ultrasonography and X-Ray. The average number of associated tags
per image is 3.74, while the minimum and maximum number of assigned tags are 1 and
32 respectively. The aforementioned observations are presented in the histogram in Figure
4.2b.
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Tab. 4.1: The ten most common concepts found in the ImageCLEFmedical2023 dataset [Riic+23].
The first column denotes the rank of each concept, the second and third columns represent
the CUI and UMLS terms respectively, while the fourth column shows the number of
each concept’s occurences.

Most common COﬂCEptS
Rank CuUl UMLS Term Occurence
1 C0040405 | X-Ray Computed Tomography 24695
2 C0024485 Magnetic Resonance Imaging 11554
3 C0041618 | Ultrasonography 9949
4 C0817096 Chest 8199
5 C1999039 Anterior-Posterior 7153
6 C0449900 Contrast used 5854
7 C0002978 | Angiogram 4707
8 C0037303 Bone structure of cranium 3456
9 C0039985 | Plain chest X-ray 3451
10 C0000726 Abdomen 3368
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Fig. 4.2: (a) Visualization of the Concept Detection dataset’s long-tail distribution. The y-axis
shows the number of appearances for each tag, and the X-axis the tag’s class index. The
class index is a serial number from 1 to 2,125 and is preferred in order to save space in
the plot. (b) Histogram with 20 fixed-size bins (horizontal axis) depicting the number of
gold tags per image.

4.1.2 Caption Prediction

The Caption Prediction dataset consists of the same set of radiology images, now associated
with a brief diagnostic caption. The caption describes the medical findings derived from the
image. Each image is associated with exactly one caption, thus there are 71, 355 captions in
the dataset. The vast majority of them, specifically 70, 974 out of 71, 355 captions (99.46%)
are unique, meaning that there are only a few duplicate captions, rendering retrieval-based

captioning methods less effective compared to deep learning-based ones. An exploratory

4.1 ImageCLEFmedical 2023
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analysis on the Caption Prediction dataset, showed that the maximum and minimum words
in a single caption are 315 and 1 respectively. The former was encountered only once,
while the latter was more common and occurred 134 times. Moreover, the average number
of words per caption is 16.04. The distribution of the number of words per caption is
visualized in Figure 4.3, where a histogram (left) and a boxplot (right) are presented. Both
plots highlight the dataset’s skew towards shorter sentences. Sentences longer than 100
words are considered outliers, as illustrated in the boxplot. During training, all captions
longer than 90 words were dismissed, in order to promote the generation of more concise
and succinct diagnostic captions, as well as restrict potential hallucinations generated by
the employed LLMs. As proposed by [Zha+23], manually curating the training data can
demonstrate higher levels of truthfulness and less fact- or context-conflicting hallucinations

in the LLM-generated sequences.

250001

20000+

15000 1 1 }-H—_D@ooooo o o ®o

10000+

images

Number of

5000

04 | P . . . . . . . . . . . .
0 100 200 300 400 500 600 0 100 200 300 400 500 600

Number of words Number of words

(a) (b)

Fig. 4.3: (a) Histogram that visualizes the distribution of the number of words per caption in
the Caption Prediction dataset. The number of words is plotted in the x-axis, while the
number of images that fall into each histogram’s bin is marked in the y-axis. (b) Box-plot
that illustrates the same distribution.

The five most common captions, as well as the ten most prevalent words of the dataset
(stopwords excluded) are presented in Tables 4.2 and 4.3 respectively. As expected, the
most common captions are generic and contain broad information about the examination
type. Likewise, the most common words include organs, basic topology and typical medical

examinations.
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Tab. 4.2: The five most common captions found in the Caption Prediction dataset. The third
column contains the number of times that each caption was encountered.

Most common captions
Position Caption Occurences
1 Initial panoramic radiograph. 38
2 Final panoramic radiograph. 36
3 Chest X-ray. 18
4 Chest radiograph. 16
5 Preoperative CT scan. 9

Tab. 4.3: The ten most common words and their frequencies in the ImageCLEFmedical2023 dataset,
after removing stop-words.

Most common words (excluding stop-words)

Word showing

right

left

ct

image

chest

scan

computed

tomography

shows

Occurences 19904

16163

16008

13187

9148

8761

8342

8013

7822

7775

According to the organizers of the ImageCLEFmedical 2023 competition [Riic+23], who

created the dataset, each caption is pre-processed before the evaluation procedure by

following the undermentioned steps.

+ Conversion of the caption to lower-case.

« Replacement of the numbers by words, e.g., number 10 becomes “ten”.

« Removal of the punctuation.

4.1 ImageCLEFmedical 2023
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Experiments & Results

This chapter presents the experiments conducted throughout the course of this thesis,
AUEB NLP Group’s participation in the ImageCLEFmedical 2023 [Riic+23] competition,
as well as the evaluation metrics utilized in order to measure the performance of the

developed diagnostic captioning systems.

5.1 Evaluation Metrics

Four evaluation metrics were used to assess the effectiveness of the system-generated
diagnostic captions throughout the course of this thesis. Each of these metrics contributes
distinct insight, aiming to shed light into different perspectives of the evaluation process

and gain a more comprehensive understanding of the caption’s quality.

5.1.1 BLEU

BLEU (BiLingual Evaluation Understudy) [Pap+02] is a word-based measure that assesses
the quality of a machine-generated text sequence. It does so by calculating and comparing
the overlap between the words or N-grams in the machine-generated sequence and the
ground truth sequence. Therefore, BLEU calculates the number of position-independent,
matching N-grams between the two text sequences. The more the matches, the better
the quality of the system-generated sequence. BLEU typically ranges from 0 to 1, with 1

indicating a perfect match.

There are two types of BLEU scores; namely individual and cumulative BLEU. The distinc-
tion between them lies in how the weighting of different Nn-grams is handled during the
score calculation. Specifically, in the case of the individual BLEU score, only one N-gram
length is integrated in the calculation process. On the contrary, in the case of cumulative
BLEU, all n-gram lengths for n [{1, 2, 3, 4} are integrated in the score calculation. The
weight of each n-gram length is configurable. For the purpose of this thesis, all n-grams

were equally weighted.

BLEU is calculated as follows:
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L 1
BLEU =BP -exp( pr(n)), (5.1.1)
n

where BP is a Brevity Penalty factor that regulates the score for the shorter generated

sequences. It is calculated as:

1 ifc>r

BP = , (5.1.2)
el—¢ otherwise

where C and r denote the length of the predicted and the target sequence respectively.
Moreover, pr(n) denotes the precision of each N-gram. The precision is defined as the

number of correct predicted Nn-grams divided by the total number of predicted N-grams.

BLEU is widely used as it offers low computational complexity and high interpretability.
However, certain limitations also exist, as it relies heavily on n-grams and may not be
able to capture contextual similarity between the two text sequences. The contextual
similarity between two texts can be defined as the degree of similarity in meaning and
context between them, considering the overall understanding and semantics of the given
sentences. Besides, generated sequences that are longer than the the ground truth ones
may be penalized from the penalty mechanism described above. In many cases, this could
lead to reduced similarity scores, as sequence length does not always accurately reflect

their semantic affinity.

5.1.2 ROUGE

ROUGE (Recall-Oriented Understudy for Gisting Evaluation) [Lin04] is another set of
evaluation metrics commonly employed for text generation tasks. Similar to BLEU (see
Section 5.1.1), it is also based on counting the overlapping Nn-grams between the two
given text sequences. However, ROUGE calculates the recall of Nn-grams between the two
sequences, unlike BLEU where the precision was the fundamental metric in use. The
recall of a set of n-grams is defined as the number of N-grams that appeared in both
the system-generated sequence and the ground truth one, divided by the total number
of N-grams in the ground truth text. Specifically, ROUGE is computed in the following

manner:
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ROUGE = r(n), (5.1.3)

where r(n) denotes the recall of each n-gram length.

There are multiple types of ROUGE scores, yet the most important ones are ROUGE-N,
ROUGE-L and ROUGE-S.

+ ROUGE-N: ROUGE-N is the simplest of the three as it measures the n-gram overlap
between the candidate and the reference text sequences. The letter “N” in its name
denotes the length of the employed n-gram. Therefore, ROUGE-1 measures unigram

overlap, ROUGE-2 calculates bigram overlap and so on.

« ROUGE-L: ROUGE-L detects the longest common subsequence (LCS) between the
two sequences. It then proceeds to calculate the score based on the overlap between
the two subsequences. It is considered to be more proficient than ROUGE-N in
capturing the semantic similarity of the two texts as ROUGE-L considers the LCS

and disregards word order.

« ROUGE-S: ROUGE-S calculates the skip-bigram overlap between the two given se-
quences. Skip-bigrams are bigrams that allow at most one interfering word between
them. In this way, the word order information is -at some level- integrated in the

evaluation procedure while also allowing more flexibility than typical n-grams.

Similar to BLEU [Pap+02], ROUGE score’s capabilities are also limited due to the fact
that contextual similarity between the candidate and the reference sequences cannot be

efficiently captured.

5.1.3 BERTscore

BERTscore [Zha+20] is yet another evaluation metric utilized in text generation tasks. It
has emerged as the primary metric in many text generation-related scientific works during
the last few years, including the caption generation subtask of ImageCLEFmedical 2023
[Riic+23]. Unlike BLEU [Pap+02] and ROUGE [Lin04], BERTscore focuses on capturing
contextual similarity between the tokens of the system-generated and ground truth se-
quences. The idea is to understand the meaning of both sequences and then compare them,

instead of simply calculating a surface-level similarity score.

5.1 Evaluation Metrics
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Fig. 5.1: Illustration of BERTscore’s computation process. Figure extracted from [Zha+20].

Figure 5.1 presents the calculation process that needs to be followed in order for BERTscore
to be computed. First, both the candidate and the reference sequences are passed through
a BERT [Dev+19] instance in order to extract their respective text embeddings. Then,
the pairwise cosine similarity between each word embedding of the candidate sequence
and every word embedding of the reference sequence is calculated, forming a similarity
matrix. This process comes at a significant computational expense, given that it involves
O(n?) calculations. Consequently, each word of the reference sequence is matched with
the most similar one from the candidate sequence based on the calculated similarity values.
In Figure 5.1 greedy matching is used, but an optional weight importance strategy is also

proposed by the authors.

Three BERTscore-based metrics can be computed; namely precision, recall and F1-score.

1 1
RBert = — max X; —Xj, (5.1.4)
M B
1 1
PBERT = R E{_‘%Xi:k', (5.1.5)
Rj '
PeerT ' RBERT
Feert =2 (5.1.6)

Peert + RBERT

where X and X are two vectors containing the word embeddings of the reference and

candidate sequence respectively.
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Despite the fact that BERTscore [Zha+20] manages to overcome several limitations that the
previous evaluation metrics -namely BLEU and ROUGE- faced, various flaws are known
to be encountered. Most of them, however, originate from the fact that it depends solely
on how informative and robust the BERT-extracted representations are. According to
Hanna et al. [HB21], BERT [Dev+19] is shown to be insensitive to negation and unable
to efficiently handle word order. It also fails to produce meaningful representations for

numbers and named entities [HB21].

5.1.4 BLEURT

BLEURT (Bilingual Evaluation Understudy with Representations from Transformers) [SDP20]
is a novel, machine learning-based evaluation metric built on top of transfer learning tech-
niques. It combines both typical overlap-based metrics, such as BLEU, and the contextual
depth that Transformer-based embeddings offer. BLEURT is capable of capturing nuanced

semantic similarities between two given sequences.

As every machine learning-based model, BLEURT undergoes a training process. As pre-
viously mentioned, transfer learning techniques are followed. First, a pre-trained BERT
instance [Dev+19] is employed. Secondly, the BERT instance has to be fine-tuned in order
to adapt to the task that it is intended to be applied. The authors observed that fine-tuning
the model directly on publicly available human-generated ratings is a bit naive, since
there is no control over the application domain or the time period of the data [SDP20].
Therefore, the performance will likely drop in case of a domain or a quality drift. Thus, in
order to enhance BLEURT’s robustness, the authors introduce a novel pre-training scheme,
where they “warm-up” the model by training it on thousands of synthetic text pairs with a
language modelling objective, as explained in BERT’s original pape [Dev+19]. These data
are generated by applying an arbitrary noise function, such as word deletion, to thousands
of sentences that can be found freely in the web. Regarding the evaluation of the model’s

performance at this stage, many existing automatic metrics, such as BLEU, were used.

Afterwards, a second fine-tuning process is executed; this time on human-generated ratings.
These can either originate from a more generic, public dataset (e.g. the WMT Metrics
dataset), a domain-specific dataset that was gathered towards this goal, or a combination

of both.

5.2 Experimental Results

This section contains information on the experiments conducted during the development

of the proposed models described in Section 3. Details about the experimental scenario,
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1. Pre-trained BERT instance (e.g. bert-base-uncased).

2. Fine-tune BERT on artificially generated sentence pairs.

[

U orland --------

3. Further fine-tune on public
human ratings (e.g WMT
Metrics dataset).

3. Further fine-tune on
domain-specific data.

Fig. 5.2: The proposed fine-tuning process of BLEURT [SDP20].

the data pre-processing, the training process, as well as the hardware requirements are

covered.

5.2.1 Show & Tell

The first set of experiments on Diagnostic Captioning regarding the content of this thesis
resulted into the development of a typical Show & Tell [Vin+14] system. As described in
Section 3.2, the system consists of a CNN encoder and an RNN decoder that is in charge of
generating the text sequence. Thus, there are two primary directions for experimentation;
the CNN and the RNN component.

Regarding the CNN component, experiments with multiple well-established pre-trained
architectures were conducted. Nevertheless, three of them, namely EfficientNetv2 [TL21],
DenseNet [Hua+17] and ResNet [He+15], appeared to generate image features with greater
semantic relevance for the biomedical domain, as indicated by preliminary experiments.
All three of them were pre-trained on ImageNet [Den+09] and loaded from public check-
points offered by TensorFlow.! Therefore, more experiments were carried out utilizing
these architectures. Moreover, experiments using checkpoints loaded from CNN architec-
tures trained on another radiology-related deep learning task were executed. Specifically,
checkpoints from models trained to solve the Concept Detection task (see Section 4.1)
were exploited, yet they did not demonstrate superior performance compared to the ones

pre-trained on ImageNet [Den+09]. As far as data pre-processing is concerned, all images
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were resized into 224 x 224 x 3 dimensions and converted from grayscale to RGB as all

employed models were pre-trained on RGB images.

Considering the RNN component, the main point of experimentation revolved around
whether GRU or LSTM cells are more suitable for the specific task. Based on initial experi-
ments, both of them performed equally well, so the selection was based on training and
inference speed, where GRU cells are generally faster [CCG23]. Furthermore, experiments
with variations in the allowed maximum length of the generated sequences were held.
Additionally, two callback functions were defined that implemented early stopping and
learning rate scheduling, in order to facilitate swift and optimal model training. The RNN
component generates the predicted sequence word by word. Therefore, it was trained
by attempting to minimize the categorical cross-entropy loss, as the target vectors were

one-hot encoded.

The generation process is also a significant aspect of the model which can significantly
influence its performance. The vast majority of the experiments employed the beam search
algorithm (see Section 2.4) as the decoding method, with beam sizes equal to 3 and 5.
In Table 5.1 the performance across all four evaluation metrics for each CNN encoder
and beam size is presented. It appears that EfficientNetv2 [TL21] is the most prominent

architecture for the Show & Tell model, while larger beam size is also beneficial.

Tab. 5.1: The model’s performance across the four evaluation metrics. Six model instances are
presented where different CNN encoders and beam size values are employed. Note that
bsy, denotes that beam search was the decoding method with beam size equal to n.

Show & Tell - Results
Instance BLEU ROUGE BERTscore | BLEURT
EfficientNetv2-RNN-bs3 19.77 22.07 60.58 29.79
DenseNet121-RNN-bs3 19.64 22.03 60.41 29.67
ResNet-RNN-bs3 19.59 21.97 60.43 29.55
EfficientNetv2-RNN-bs5 19.85 22.19 60.71 29.83
DenseNet121-RNN-bs5 19.73 22.21 60.54 29.78
ResNet-RNN-bs5 19.71 22.12 60.61 29.62

5.2.2 ViT-GPT2

The ViT-GPT2 system is also an encoder-decoder approach, where both the encoding
and the decoding component are configurable. However, experiments with different
Transformer-based vision architectures (e.g. CvT [Wu+21], Swin [Liu+21]) or more ad-
vanced LLMs (e.g. GPT-3 [Bro+20], GPT-Neo [Bla+22]) were not conducted due to time

constraints. The author’s focus was on exploring more complex architectures like the

'TensorFlow’s pre-trained checkpoints: https://www.tensorflow.org/api_docs/python/tf/
keras/applications
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ones described in Sections 3.2.3 and 3.3, as well as the novel guided decoding method of
Section 3.4.

Nevertheless, much effort was dedicated in the exploration of various image pre-processing
and augmentation techniques. Each training image was transformed on the fly, during the
loading procedure. Introducing randomness into the image augmentation process resulted
in passing a slightly different version of the original image to the model at each epoch
aiming to enhance the model’s robustness and prevent it from quickly overfitting [MG18].
First, each image was rotated it by an angle of k degrees towards a random direction, where
k L[T10, 25]. Consequently, it was resized into 224 x 224 x 3 dimensions and converted
to RGB. Then, it was normalized by subtracting the mean value of pixel intensities from
each pixel and dividing by the standard deviation. Experiments where the last step was
omitted were also conducted, but no significant difference in the model’s performance was

observed.

Regarding the generation procedure, more decoding methods, such as top-k sampling
(see Section 2.4), were considered. Moreover, experimenting with two generation attributes,
namely temperature and repetition penalty, led to enhanced model performance. The
temperature parameter regulates and scales the randomness in the next token selection.
Specifically, larger temperature values (e.g. = 1.2) increase the model’s entropy and
encourage it to select less probable words according to its token probability distribution.
In contrast, smaller temperature values (e.g. 0.2) decrease the model’s entropy, making it
more deterministic. The repetition penalty is a parameter that aims to discourage excessive
word repetition by applying a penalty term that influences the next word probability
distribution [Kes+19]. This penalty discourages the selection of words that have already
been generated in the preceding text. Notably, higher repetition penalty and average
temperature settings appear to improve the model’s performance, as demonstrated in
Table 5.2. Equation 5.1.7 below depicts how the probability distribution is computed for

the next token selection when both temperature and repetition penalty 8 are applied.

o, = L2/ 1 L))
Yo exp(wi/(T- 1))

1(c) =0 if cis True else 1, (5.1.7)

where Wj denotes the logit of the potential next token, T and 8 indicate the temperature
and repetition penalty respectively, while g represents a set containing the preceding
tokens of the generated sequence. According to [Kes+19], 8 equal to 1.2 is considered to

be a balanced value that secures less repetition and well-grounded generation.

The ViT-GPT2 model did not manage to surpass the Show & Tell model’s performance in

any of the four evaluation metrics, despite the fact that GPT2 [Rad+19] is a more advanced
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Tab. 5.2: The ViT-GPT2 model’s performance across the four evaluation metrics. Six model in-
stances are presented where different generation configurations are employed. Note that
tempyk denotes temperature equal to K, while rpr, indicates repetition penalty equal to m.

ViT-GPT2 - Results
Temperature| Repetition BLEU ROUGE | BERTscore | BLEURT
Penalty
0.2 1.2 15.09 16.16 58.81 25.51
0.8 1.2 15.23 16.30 59.01 26.56
1.3 1.2 15.18 16.09 58.78 26.62
0.2 2.5 16.01 16.69 58.09 26.61
0.8 2.5 16.22 16.74 58.44 26.79
1.3 2.5 16.06 16.64 58.21 26.63

language model. This might mean that CNNs are able to produce more meaningful image
embeddings than Vision Transformers when given radiology images, or at least images
derived from the ImageCLEFmedical 2023 [Riic+23] dataset which is a subset of the ROCO
dataset [Pel+18]. This observation also aligns with previous work of other members of
the AUEB NLP Group [Cha22; Mos22; Cha+22]. However, a noteworthy finding is that
setting the temperature value to 0.8 enhances the model’s performance, especially when

combined with a higher repetition penalty.

5.2.3 2xE-D

The 2xE-D method, outlined in Section 3.2.2, is composed of two stacked encoder-decoder
components. The first one can be any image captioning model, whereas the second one
is in charge of denoising the initially generated diagnoses. Experiments with two pre-
trained sequence-to-sequence architectures, BART [Lew+19] and T5 [Raf+20], which are
presumably capable of denoising text inputs, were conducted. They were both applied on
captions generated by the Show & Tell and ViT-GPT2 systems (see Sections 3.1 and 3.2.1).
Additional experiments also included fine-tuned versions of the two base models; namely
ClinicalBART and ClinicalT5 [L]J23]. More details regarding the fine-tuning process and

the idea behind each architecture are provided in Section 3.2.2.

All denoising models autoregressively generated the predicted text sequence, and thus were
trained with the objective of minimizing the cross-entropy loss. Regarding the generation
process, experiments with various repetition penalty values were held, but no substantial
difference was detected. Moreover, a range of decoding methods, including top-k and
nucleus (or top-p) sampling, were assessed. However, in initial experiments, beam search
decoding demonstrated superior performance compared to all others, thus it was employed

for all further experiments.
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Tab. 5.3: The 2xE-D model’s performance across the four evaluation metrics. Six model instances
are presented where different denoising and captioning components are employed. Note
that “SnT” denotes that the Show & Tell captioning model was used.

2XE-D - Results
Denoising Captioning BLEU ROUGE | BERTscore | BLEURT
Model Model

BART SnT 16.92 21.11 61.41 29.50
Clinical BART SnT 15.22 21.23 61.18 29.87
T5 SnT 15.04 20.87 60.76 28.87
ClinicalT5 SnT 15.13 21.06 60.92 29.09
BART ViT-GPT2 16.54 17.31 58.88 27.13
T5 ViT-GPT2 16.33 17.02 58.50 26.89

Table 5.3 contains the performance of different system instances across all four evaluation
metrics. The performance of the 2xE-D system, only when applied on the best performing
Show & Tell and ViT-GPT2 instances, is included in the results table, in order to remain
comprehensive and concise. It is observed that BART-based instances achieved better
performance than the ones built on top of T5. A plain BART instance applied on the Show
& Tell model achieved the best performance in BERTscore (see Section 5.1.3), which is
considered to be the primary evaluation metric in this thesis. Moreover, 2xE-D instances
tend to enhance the captioning model’s performance on context-based similarity metrics,
such as BERTscore [Zha+20] and BLEURT [SDP20], while they decrease its performance
on lexical-based metrics, like BLEU [Pap+02] and ROUGE [Lin04]. However, semantic
and contextual similarity is more important than the lexical overlap between two text
sequences in the vast majority of text generation tasks. Semantic alignment is particularly
crucial in Diagnostic Captioning. Expressing contextually congruent medical information
in the generated caption can prove to be more beneficial than striving for a higher lexical

overlap, which could potentially introduce negations, conflicts, or errors in word order.

Tab. 5.4: Comparison between the caption generated from the Show and Tell model, its BART-
generated revised version (denoted as BART@SnT) and the ground truth diagnosis.

Generated captions comparison
Ground Truth Full-body CT scan showing hepatic lesions.

snT computed tomography scan of the abdomen and pelvis
showing a mass in the right lobe of the liver
BART@SNT CT scan of the abdomen and pelvis showing a large cystic

lesion in the right hepatic lobe

In Table 5.4 a brief sample inspection on the model’s predictions is presented. There are
three captions; the ground truth as written by professional clinicians, the one produced by
the Show and Tell system (see section 3.2), as well as its revised version generated by the
denoising 2xE-D model. Evidently, the denoising component was able to correct part of the
initial generated caption, as it successfully revised the observed medical abnormality from

“a mass” to “a lesion”, while it also rectified the point where soreness is detected from “a
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liver lobe” to “a hepatic lobe”. Furthermore, it rephrased the term “Computed Tomography”

into its abbreviation “CT”, which is a standard strategy in diagnostic reports [QS07].

5.2.4 |InstructBLIP

As mentioned in Section 3.2.3, InstructBLIP is a Vision-Language instruction-tuning model,
meaning that it is designed to learn and swiftly adapt to new tasks based on specific
instructions provided during the training process. Thus, the model’s performance is
largely dependent on the provided instruction. While the optimal instruction is not known,
the intuition is that the more concise and coherent the instruction, the better the achieved
performance will be. Due to the significant memory requirements that an InstructBLIP
instance has, it was not possible to perform tens or hundreds of experiments in search
of the optimal or near-optimal instruction. Overall, it’s impossible to determine if a well-
performing instruction is indeed the optimal one. Therefore, experiments with three
instruction prompts were performed. These are presented in Table 5.5.

Tab. 5.5: The instructions that were used throughout the experiments regarding the InstructBLIP
model.

Instruction Prompts - Experiments
1 | “Describe the radiology image.”

2 | “You are an experienced radiologist. You are being given radiology images along
with a short medical diagnosis. Generate a descriptive caption that highlights
the location, nature and severity of the abnormality of the radiology image.

3 “You are a helpful medical assistant. Generate a diagnostic report based on the
patient’s radiology examinations.”

InstructBLIP consists of three components; a vision encoder, a Q-Former and an LLM. Both
the vision encoder and the LLM are configurable, yet only experiments with different LLMs
were conducted. Specifically, Vicuna and Flan-T5 [Chu+22] were the LLMs employed,
while ViT [Dos+21] was the vision encoder across all experiments. Additionally, due to
memory constraints, fine-tuning was limited to the top layers of the vision encoder and the
LLM, along with a slightly larger part of the Q-Former component. Furthermore, in order to
employ larger -in terms of parameters- LLMs (e.g. 7 billion parameter models), the model’s
numerical precision had to be halved from 32-bit to 16-bit floats. The decreased numerical
precision might potentially lead to reduced performance, but this is counterbalanced by
the enhanced linguistic capabilities of a larger language model. Moreover, a noteworthy
finding from preliminary experiments is that InstructBLIP requires a lower learning rate
during fine-tuning in comparison to the other systems described in this thesis. Table 5.6

contains the model’s performance for a diverse set of configurations.
As a broad observation, Flan-T5 appears to slightly outperform Vicuna in nearly all four

evaluation metrics, perhaps because it doesn’t require a reduction to 16-bit numerical

precision in order to meet the memory constraints. In addition, the experiments confirmed
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Tab. 5.6: An overview of InstructBLIP model’s performance over all four evaluation metrics. The
“Instruction ID” column refers to the instruction prompts presented in Table 5.5.

InstructBLIP - Results
LLM Instruction | Numeric || BLEU | ROUGE | BERTscore | BLEURT
ID Precision
Flan-T5-xl1 Inst; 32-bit 10.32 21.01 61.43 27.72
Flan-T5-xl1 Inst, 32-bit 10.83 21.37 62.03 28.17
Flan-T5-xl1 Inst3 32-bit 10.61 21.20 61.77 28.03
Vicuna-7B Inst; 16-bit 10.41 21.18 61.67 27.88
Vicuna-7B Insts 16-bit 10.87 21.41 61.94 28.07
Vicuna-7B Inst3 16-bit 10.75 21.27 61.81 27.92

the intuition that the model can achieve enhanced performance if provided with more
detailed and concrete instructions. Specifically, instances provided with more elaborate
instruction prompts (Inst; and Inst3) demonstrated superior performance compared to the

one provided with a briefer and simpler instruction (Instj).

5.2.5 Flamingo

OpenFlamingo, as described in Section 3.3, is a few-shot in-context captioning system, there-
fore no conventional fine-tuning process is exclusively required. The original Flamingo
model was introduced by DeepMind [Ala+22], yet pre-trained checkpoints have never
been publicly released. Hence, OpenFlamingo [Awa+23], an open-source implementation
of the Flamingo model was employed. However, despite the fact that the creators of
OpenFlamingo replicated the original model following the architectural specifications
outlined in the original paper [Ala+22], its performance across various benchmarks is not
on par. This discrepancy may be attributed to the fact that Flamingo was trained on a
substantially larger volume of both public and private high standard multimodal data, in

contrast to OpenFlamingo that utilized only publicly available datasets [Awa+23].

Multimodal in-context learning captioning systems depend not only on the given image,
but also on the received multimodal prompt which demonstrates the task they need to
perform. Thus, the quantity and quality of the demonstration examples can significantly
shape the model’s performance. More details on Flamingo’s prompting mechanism are
provided in Section 3.3. According to Flamingo’s original paper [Ala+22], the model can
benefit from up to 32 demonstrating examples. However, due to memory limitations,
experiments with up to 20 showcasing examples for each image were conducted. These
examples were retrieved from a separate held-out set using the k-NN algorithm, based on
the cosine similarity metric, which outperformed other similarity metrics (e.g. Euclidean
or Jaccard similarity) in preliminary experiments. Each ground truth caption included in
the multimodal prompt is accompanied by a brief cue, such as “Findings:” or “Diagnostic

Caption:” (see also Figure 5.3). Moreover, in order to enhance the LLMs acquaintance with
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the task and to introduce domain-specific information, a general instruction describing
the task is provided. Therefore, experiments with various cues and instructions, presented
in Table 5.7, were conducted.

Tab. 5.7: The cues and instructions used to prompt OpenFlamingo [Awa+23]. PID denotes the
prepositional phrase’s ID, while IID indicates the instruction’s ID.

OpenFlamingo - Multimodal Prompt Attributes

PID | Prepositional Cue 1]») Instruction

P; | “Medical Findings:” I “You are a helpful medical assistant. You are be-
ing provided with images, and a short caption
that contains the medical findings regarding
the image. Follow the examples and generate
the medical findings for the last image”

P, | “Diagnostic Caption:” I “You are an experienced radiologist. Generate a
diagnosis for the patient. Following examples
are only indicative”

P3 “» I3 “You are an experienced doctor that is asked
to make diagnoses for his patient$ radiology
examinations. You should refer to the topol-
ogy of the organs and the medical conditions

depicted in the image.”

Additionally, Figure 5.3 illustrates a sample multimodal prompt that is provided to the
model in a 3-shot learning captioning scenario. The instruction first outlines the task.
Then, three case-related ragiology images alongside the respective ground truth diagnoses
are presented to the model. Finally, the query image is provided, along with a brief cue,
prompting the model to fill in the rest of the sequence, and therefore generate the diagnostic

caption.

For the purpose of this thesis, publicly available pre-trained checkpoints? were employed
in order to load the model’s weights. The model consists of three components; a vi-
sion encoder, a perceiver resampler and an LLM (see Section 3.3 for further details). All
conducted experiments included ViT [Dos+21] as the vision encoder component, yet
three different LLMs were tested. Specifically, RedPajama® and MedAlpaca [Han+23]
were employed. Furthermore, experiments with MedFlamingo [Moo+23], a LLaMA-based
[Tou+23a] biomedically fine tuned version of OpenFlamingo, were performed. In addition,
experiments involving image augmentation were carried out. The applied augmentation
functions mostly consisted of a rotation of the image by n degrees towards a random
direction, where n []0, 30], as well as normalization of the image by subtracting the mean

pixel intensity value from each pixel and dividing by the standard deviation.

In Table 5.8, experimental results regarding the performance of various OpenFlamingo in-

stances are presented. Each row contains a different configuration of the model’s attributes.

*OpenFlamingo’s pre-trained checkpoints: https://huggingface.co/openflamingo
*RedPajama open-source GitHub repository: https://github.com/togethercomputer/RedPajama-Data
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“You are a helpful medical assistant. You are being provided with images, and a short caption
that contains the medical findings regarding the image. Follow the examples and generate the
medical findings for the last image.”

Diagnostic Caption: “orthopantomogram of the patients initial
dental condition in october two thousand and fifteen”

Diagnostic Caption: “orthopanoramic view after six months”

Diagnostic Caption: “preoperative panorama xray of the
jaws with an erosive bone defect of the left mandible”

Diagnostic Caption:

Fig. 5.3: An example of a multimodal prompt passed to OpenFlamingo [Awa+23].

The first two columns represent the employed LLM and the number of demonstrative
examples K included in the multimodal prompt. The LLMs marked with an asterisk (*)
were utilized with reduced numerical precision, transitioning from 32-bit to 16-bit, to
align with memory constraints. Moreover the third column denotes the instruction and
prepositional phrase used in the prompt (see Table 5.7 for the respective IIDs and PIDs).
Moreover, the fourth column indicates whether any image augmentation procedure was

applied on the images during inference.

Tab. 5.8: An overview of OpenFlamingo’s performance over all four evaluation metrics. The first
and second columns denote the employed LLM and number of demonstrative examples
included in the prompt, while the third and fourth column indicate the instruction-cue
pair used in the prompt and whether any image augmentation technique was applied on
the images. The LLMs marked with an asterisk (*) were used with halved precision.

OpenFlamingo - Results
LLM k | 1ID-PID | Aug || BLEU | ROUGE | BERTscore | BLEURT
RedPajama-3B-Instr | 5 I>-P1 No || 14.78 15.22 56.03 28.06
RedPajama-3B-Instr | 5 I1-Po Yes || 15.04 15.73 56.88 27.71
MedAlpaca-7B* 5 I1-P1 No | 14.85 14.39 56.42 27.65
MF-LLaMA-7B* 5 I,-P1 Yes 15.74 16.17 57.13 28.21
RedPajama-3B-Instr | 6 I1-P> No || 14.89 15.69 56.50 27.37
MF-LLaMA-7B* 6 I1-P> Yes || 15.67 16.04 57.24 28.33
RedPajama-3B-Instr | 7 I1-P> No || 15.04 15.88 56.52 27.59
RedPajama-3B-Instr | 10 I3-P3 No || 15.63 15.82 56.18 27.73
MedAlpaca-7B* 15 I1-P3 No 15.82 13.84 56.53 27.79
RedPajama-3B-Instr | 15 I;-P1 No || 16.01 | 16.37 56.40 27.82
RedPajama-3B-Instr | 20 I1-P; No || 1594 | 16.58 56.43 27.84
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An interesting finding from Table 5.8 is that the the LLaMA-based MedFlamingo instances,
which are fine-tuned on biomedical data, outperform the other LLMs, despite the fact
that due to memory constraints experiments with up to 6 demonstrative examples were
conducted and 16-bit reduced numerical precision was employed. Additionally, it’s impor-
tant to mention that while larger values of k show improved performance in lexical-based
evaluation metrics (BLEU and ROUGE), they do not yield significant enhancements in
metrics that emphasize semantic affinity (BERTscore and BLEURT). Furthermore, despite
the limited number of experiments involving image augmentation, it appears to have a
positive impact on the model’s performance. Thus, more experiments with more complex

image augmentation techniques are planned as part of future research in this task.

5.2.6 DMM

DMM, described in Section 3.4, is a statistical-based guided decoding method designed
to incorporate the information derived from biomedical tags associated with the images
in the caption generation process. This method can be integrated in the beam search
decoding procedure of any captioning system. Thus, it was applied and tested on three
of the systems developed during this thesis; namely Show & Tell (Section 3.1), ViT-GPT2
(Section 3.2.1) and the current state-of-the-art InstructBLIP [Dai+23], described in Section
3.2.3.

The decoding process depends on two scores; the typical LM score that is a probability
distribution over the model’s vocabulary and the DMM penalty, which induces bias towards
generated sequences comprising words that are semantically similar with the image’s tags.
The influence of the two scores is regulated by two weighting factors a and HC, where
both of them lie in the [0, 1] range. The larger the O values are, the larger the DMM’s
influence over the generated sequence is. Given the novelty of this method, there is no
prior knowledge on what the optimal o value -or at least an optimal range- is. Therefore,
an exhaustive search on the effect of different O values on the system was conducted. The
HC values are automatically calculated, as described in Section 3.4, and therefore no further
search is required. Overall, a quantitative and qualitative analysis on the DMM-based

generated captions is provided.

Show & Tell: The system described in Section 3.1 is the first model that the DMM
technique was applied to. Experiments with three different non-intersecting samples of the
test subset were conducted in order to assess the variability and robustness of the model’s
performance. A checkpoint of the best performing Show & Tell instance (see Table 5.1)
was employed for all inference runs. In Table 5.9, the model’s performance for multiple
values of the weighting factor O is presented. For each a value, the mean performance of
the model across the three test samples is shown. Note that 0 = 0 denotes a plain Show &

Tell model, where no DMM-based guided decoding is applied. Moreover, a visualization
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of Table 5.9 is provided in Figure 5.4. Each of the four diagrams, one for each evaluation
metric, illustrates how the corresponding score fluctuates as the o value steadily increases.
The red dotted line acts as a baseline and denotes the performance of the model when the
typical beam search algorithm is applied (0 = 0). All four diagrams indicate that values of
O up to 0.6 enhance the model’s performance significantly. The optimal o value for the

Show & Tell model, based on experiments with three distinct data samples, lies between

0.3 and 0.4, depending on the employed evaluation metric.
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Fig. 5.4: The Show & Tell model’s performance for various O values. The red dotted line denotes
the model’s performance when no DMM-based guided decoding is applied.

Additionally, a thorough exploratory analysis was conducted on the captions generated
by a plain Show & Tell model and the ones yielded from a DMM-infused instance. This
analysis aims to offer a qualitative assessment of the model’s enhanced performance. The
findings are presented in Figure 5.5. The DMM-infused instance is able to generate more
accurate captions in terms of body topology and examination type. Some key medical

terms in Figure 5.5 are marked with green or red color aiming to highlight the effectiveness
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of the DMM guided decoding method. The terms that are present in both the ground truth
caption and the DMM-based one, but not in the plain model’s caption, are marked with a
green color. In addition, terms that have been erroneously included in the typical Show &
Tell caption, leading to inaccuracies, are marked with red. Note that semantically similar
key terms have also been marked with green, as the goal is to generate contextually similar

captions which do not necessarily contain lexical overlap with the gold ones.

Tab. 5.9: The Show & Tell model’s performance across the four evaluation metrics for various o
values, where o weighs the DMM score’s influence.

DMM - Show & Tell - Results

a BLEU ROUGE BERTSscore BLEURT

0 20.61 22.00 60.07 29.99
0.05 20.83 22.57 60.26 30.32
0.1 20.84 22.50 60.23 30.35
0.15 20.92 22.65 60.33 30.30
0.2 21.03 22.71 60.41 30.26
0.25 21.12 22.95 60.44 30.37
0.3 21.16 23.01 60.56 30.53
0.35 21.34 22.96 60.58 30.37
0.4 21.48 22.90 60.52 30.42
0.45 21.19 22.80 60.51 30.48
0.5 21.42 22.82 60.47 30.47
0.55 21.17 22.62 60.13 30.29
0.6 20.65 22.16 60.06 30.18
0.65 20.57 22.14 59.90 30.20
0.7 20.16 21.32 59.47 29.95
0.75 19.13 20.32 59.22 29.51
0.8 18.69 19.93 59.16 29.21
0.85 17.44 17.92 58.96 28.48
0.9 16.69 16.93 57.83 28.22
0.95 16.32 15.70 56.96 27.74

Regarding Figure 5.5, three captions are presented; the ground truth, one generated from
a plain Show & Tell model and one yielded from a DMM-enhanced instance of the same
model. The Show & Tell caption is incorrect as it refers to an examination of the right
hip showing a lytic lesion in the right femur, while the ground truth caption mentions a
medical condition in the urethra. However, the DMM-based caption accurately identifies
the relevant body part and further specifies that it depicts the distal portion, which is also

mentioned on the gold caption.

ViT-GPT2: The Transformer-based system described in Section 3.2.1 was also employed
in order to evaluate the effectiveness of the DMM algorithm, when applied to the texts it

generates during beam searching. Similar to the Show & Tell model’s case, experiments
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Gold Caption

Calcifications seen over
right upper abdomen on
radiograph.

Abdominal computed
tomography showing a
solitary splenic mass (dotted
line).

Stricture of the distal
anterior urethra.

Show & Tell

chest xray on admission. the
arrow indicates the presence
of air in the right upper lung
field

computed tomography scan of
the abdomen and pelvis
showing a mass in the right
lobe of the liver

anteroposterior radiograph of
the right hip showing a large
lytic lesion in the right femur

DMMe-infused Show & Tell

abdomen x ray of the same
patient. the chest xray
reveals a dilated stomach
arrow

ct of the abdomen showing
liver metastasis in the
spleen

voiding cystourethrogram
shows the diverticulum with
the distal portion and an
elongated urethral
diverticulum arrow

Fig. 5.5: The findings of an exploratory qualitative analysis on captions generated by a plain Show
& Tell instance and a DMM-infused one.

with the same three non-intersecting data samples were performed. Table 5.10 contains

the performance of the model on one of the samples, as the weighting factor o increases.

Tab. 5.10: The Show & Tell model’s performance across the four evaluation metrics for various o
values, where 0 weighs the DMM score’s influence.

DMM - ViT-GPT2 - Results

a BLEU ROUGE BERTscore BLEURT

0 15.34 16.72 59.38 26.50
0.05 14.71 17.04 59.88 26.06
0.1 14.76 16.93 59.89 26.12
0.15 14.83 17.03 59.97 26.11
0.2 14.99 17.00 59.93 26.14
0.25 15.06 16.90 59.90 26.09
0.3 15.13 16.93 59.81 26.16
0.35 15.28 16.95 59.71 26.24
0.4 15.42 17.05 59.66 26.21
0.45 15.55 17.02 59.52 26.27
0.5 15.64 17.05 59.31 26.45
0.55 15.78 16.99 59.12 26.56
0.6 15.99 16.96 58.96 26.78
0.65 16.12 16.74 58.72 26.77
0.7 16.33 16.76 58.46 26.88
0.75 16.27 16.42 58.08 27.03
0.8 16.64 16.10 57.76 27.10
0.85 16.72 16.29 57.59 27.29
0.9 16.05 16.93 57.44 27.28
0.95 15.62 15.70 57.10 27.69
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Furthermore, Figure 5.6 visualizes the results of Table 5.10 by drawing four plots, one
for each evaluation metric. Each plot demonstrates the model’s performance, based on
the respective evaluation metric, as the influence of the weighting factor o increases.
An initial observation is that the DMM algorithm can enhance the model’s performance
across all four evaluation metrics. Unlike the Show & Tell model, ViT-GPT?2 instances do
not share a specific range of o values for which the model consistently outperforms the
baseline (00 = 0) on all evaluation metrics. Specifically, ROUGE and BERTscore follow
the previously observed pattern, where values of o up to 0.5-0.6 prove beneficial for the
model’s performance. However, BLEU and BLEURT do not adhere to the pattern, as larger
a values (> 0.5) result in improved performance, while smaller o values lead to lower
scores. A potential explanation on why BLEU follows the same pattern with BLEURT
is that the former is employed on the latter’s training process, as explained in Section
5.1.4. Thus, the integration of BLEU in BLEURT’s training process may contribute to the

alignment in their performance trends.

BLEU - ViT-GPT2 ROUGE - ViT-GPT2
16.751 _ oM based 17.01 — DMM based
16.504 =~~~ Plain VIT-GPT2 : -=- Plain ViT-GPT2
16.8 1
7.1 S . © S T I [ SRSeonorvn——_ DO—
16.00 1 1661
w
2 15.751 0 1647
@ o}
@ 15.50 € 16.21
1) R e e T e S 16.0
15.00 A 15.8 1
14,75 | | | | | 15.6 1 | | | | |
0.0 0.2 0.4 0.6 0.8 0.0 0.2 0.4 0.6 0.8
Alpha Alpha
BERTscore - VIiT-GPT2 BLEURT - ViT-GPT2
60.0 — DMM based — DMM based
-~ Plain ViT-GPT2 27.61 -~ plain ViT-GPT2

090 Yemsmsmwemmimmman s N s song e 27.41
0 59.0 27.2 1
o £ 27.04
9 58.5 2
e W 26,8 1
w )
o 58.0 26.6 1
26.4
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26.2
57.0i. . . : . 26.0 - : . . ,
0.0 0.2 0.4 0.6 0.8 0.0 0.2 0.4 0.6 0.8
Alpha Alpha

Fig. 5.6: The ViT-GPT2 model’s performance for various o values. The red dotted line denotes
the model’s performance when no DMM-based guided decoding is applied.

Additionally, Figure 5.7 presents an exploratory error analysis conducted on captions

generated from ViT-GPT2, its DMM-ehanced counterpart, and the reference captions. The
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findings derived from the quantitative analysis of the previous model’s captions are con-
firmed. The DMM-based instance generates more accurate captions, in terms of specifying
the depicted body organs or the type of radiology examination. For instance, regarding
the first example shown in Figure 5.7, the plain ViT-GPT2 instance generated a partially
inaccurate caption, as it refers to a “parasternal long axis view” instead of an “echocardio-
gram”, which despite being related terms, they are not exactly the same. Considering that
precise medical terms are significant for a medical diagnosis, it is crucial to address such
inaccuracies. The DMM-infused generated caption readdressed the examination type to
an “echocardiography parasternal long axis view”, which aligns better with the reference
caption. Furthermore, it correctly identifies the diagnosed medical condition as “pericardial

effusion”, which was not the case in the plain model’s caption.

Gold Caption ViT-GPT2 Predictions DMM-infused ViT-GPT2

Echocardiogram showing | parasternal long axis transthoracic

trivial pericardial effusion. | view of the left ventricular | echocardiography parasternal
outflow tract. the arrow long axis view showing
indicates the position of | pericardial effusion
the left ventricular outflow
tract white arrow.

Anteroposterior radiograph of the pelvis | anteroposterior pelvis

radiographic image of a showing the of the radiograph of the pelvis at the

pelvis demonstrating left femoral head age of four months after the

hip dysplasia, which is onset of the total hip

defined as the lateral center arthroplasty. the patient

edge angle less than 20. arrived on the left side of the
left hip.

Fig. 5.7: The findings of an exploratory qualitative analysis on captions generated by a plain
ViT-GPT2 instance and a DMM-infused one.

InstructBLIP: The instruction-based model outlined in Section 3.2.3 was also utilized
in order to assess the DMM method’s effectiveness and robustness. The instance of the
model that performed the best in terms of BERTscore, as shown in Table 5.6, was utilized.
Thus, the effectiveness of the DMM algorithm on more advanced Visual-Language models
was tested. Experiments with the same three data samples were carried out. In Table
5.11, the performance of the model as the weighting factor a increases from 0 to 1 is
presented. In addition, the results are visualized in Figure 5.8, where four plots, one for
each evaluation metric, are illustrated. The DMM-based model outperforms the baseline

performance of the plain InstructBLIP instance (indicated by the red-dotted line) across
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multiple values of the weighting factor O in all evaluation metrics. The only metric where
the model does not appear to derive significant benefits from the DMM guided decoding

is ROUGE (see Section 5.1.2). In the other two samples, the performance improvement

was relatively similar, with a maximum increase of approximately 0.2 points or lower.

The rest of the metrics met substantial improvement. Especially, BLEU (see Section 5.1.1)
demonstrated a consistent increase of over 3 points in all three samples. Yet, this could
be attributed to InstructBLIP’s subpar performance in the BLEU metric, thus allowing
larger margin for improvement. As noted previously, BERTscore and ROUGE reach peak
performance for lower O values, while BLEU and BLEURT perform better for larger values
of the weighting factor a. However, this observation is not yet thoroughly tested and

remains to be explored.

Tab. 5.11: The InstructBLIP model’s performance across the four evaluation metrics for various a
values, where a weighs the DMM score’s influence.

DMM - InstructBLIP - Results

a BLEU ROUGE BERTSscore BLEURT

0 11.81 20.98 61.81 29.68
0.05 10.53 21.20 62.45 29.39
0.1 10.82 21.15 62.47 29.43
0.15 11.01 21.14 62.54 29.62
0.2 11.07 21.07 62.45 29.65
0.25 11.34 21.04 62.46 29.85
0.3 11.09 20.83 62.42 29.73
0.35 12.06 20.76 62.02 29.96
0.4 12.29 20.63 61.85 29.96
0.45 12.72 20.41 61.46 30.02
0.5 13.37 20.46 61.33 30.04
0.55 13.62 20.25 61.02 29.93
0.6 13.99 19.91 60.59 29.94
0.65 14.34 19.80 60.31 29.97
0.7 14.65 19.51 60.12 29.79
0.75 14.98 19.13 59.40 29.61
0.8 15.74 19.08 59.02 29.73
0.85 15.72 18.71 58.58 29.30
0.9 15.57 18.01 58.22 29.09
0.95 14.94 17.23 57.51 28.62

In addition, a quantitative analysis on the plain and DMM-infused generated captions,
with respect to the ground truth, is presented in Figure 5.9. The table’s content aligns with
earlier observations regarding the DMM algorithm’s enhanced ability to accurately address
the radiology examination, the body topology, as well as the medical conditions depicted
in the image. For instance, in the second demonstrative example of Figure 5.9, the plain
InstructBLIP instance inaccurately defines the medical condition as a “soft tissue mass”
and locates it in the “right parapharyngeal space”. Yet, the DMM-based instance correctly
addresses the condition as a “lesion” and the body part as “right parotid gland”. However,

the DMM algorithm may also include additional information, that is not present in the
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reference caption, as shown in the first example of Figure 5.9. Specifically, despite that
both the body organ and the medical condition are accurately outlined in the DMM-based
generated caption, more details about them such as the side of the body or the density
of the condition are provided. These additional details are not necessarily incorrect, as
they are probably derived from the image’s gold tags. Hence, this observation underscores
the necessity for more sophisticated evaluation metrics. Ideally, such metrics should
incorporate human feedback, a requirement particularly significant in the biomedical

domain, where domain-specific expertise among non-clinicians is limited.

BLEU - InstructBLIP ROUGE - InstructBLIP
—— DMM based
=== Plain InstructBLIP 21.0
1 205
14| 20.0
w195
op 0
0 8 19.0
121 18.5
18.0
114 17.5{ — DMM based
=== Plain InstructBLIP
00 02 04 06 08 00 02 04 06 08
Alpha Alpha
BERTscore - InstructBLIP BLEURT - InstructBLIP
: Ell‘:i’: It:]asif:ctBLlP 30.0
62 -
"""""""""""""""""""" 29.8
61 29.6
d -
o 294
2 60 o
% 3 29.2
59 29.0
58 1 881 — DMM based
' ' ' ' ' 28.6 -," Plain Ins‘tructBLIP . ' '
0.0 0.2 0.4 0.6 0.8 0.0 0.2 0.4 0.6 0.8
Alpha Alpha

Fig. 5.8: The InstructBLIP [Dai+23] model’s performance for various o values. The red dotted
line denotes the model’s performance when no DMM-based guided decoding is applied.

Overall, all three models used to evaluate the effectiveness of the DMM guided decoding
algorithm demonstrated significant performance enhancements according to the eval-
uation metrics described in Section 5.1. A noteworthy observation obtained from the
aforementioned experiments is that the best performance for each model is achieved for
different values of the weighting factor o in each metric. In the case of the Show & Tell
model, all metrics were maximized for o values between 0.3 and 0.4. On the other hand,
the other two models demanded smaller o values for ROUGE and BERTscore, yet larger
values for BLEU and BLEURT.
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Gold Caption CNN-RNN Predictions | DMM-infused InstructBLIP

Ultrasound of the testes ultrasound scan of the right | ultrasonography of the right
showing a left testicular breast showing a well testis showing a

mass (encompassed within | defined lesion with irregular | heterogeneous hypoechoic
the yellow plus symbols). margins mass in the lower pole of

the right testis

The CT scan showing a computed tomography computed tomography scan
right parotid gland lesion in | scan of the neck showing a | of the neck showing a well
2017. soft tissue mass in the right | defined lesion in the right
parapharyngeal space parotid gland
arrow

Fig. 5.9: The findings of an exploratory qualitative analysis on captions generated by a plain
InstructBLIP [Dai+23] instance and a DMM-infused one.

Each model’s performance across all metrics is summarized in the heatmaps of Figures 5.10,
5.11 and 5.12. The blocks that correspond to 0 = 0 indicate experiments where the DMM
algorithm had no influence on the generated captions. Note that to efficiently integrate all
four metrics into a single concise heatmap, each metric’s scores were scaled to a range of
0 to 100 based on their minimum and maximum value. Otherwise, efficiently visualizing
all four metrics together was not feasible due to their varying value ranges. For instance,
BERTscore typically fell within the range of 55 to 62, whereas BLEU spanned from 12 to
22.
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Fig. 5.10: A heatmap illustrating an aggregating view of the Show & Tell model’s performance
for various O values.
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The heatmap of Figure 5.10 illustrates the Show & Tell model’s performance across all
evaluation metrics with respect to the steadily increasing weighting factor a. Each block is
colored with different shades of blue. Thus, darker shades of blue denote better performance

and vice versa.

Subsequently, Figures 5.11 and 5.12 feature a heatmap that visualizes the performance of

the ViT-GPT2 and InstructBLIP models respectively across all evaluation metrics.

Heatmap - ViT-GPT2

Fig. 5.11: A heatmap illustrating an aggregating view of the ViT-GPT2 model’s performance for
various O values.
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Fig. 5.12: A heatmap illustrating an aggregating view of the InstructBLIP model’s performance
for various O values.
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5.2.7 ImageCLEFmedical Caption 2023 Submissions

A significant part of this thesis was done as part of AUEB NLP Group’s participation
in the ImageCLEFmedical 2023 Caption competition. We managed to rank 1% in the

3™ in the Caption Prediction task [Kal+23]. Regarding the Caption

Concept Detection and
Prediction task, the submitted systems included instances from the Show & Tell, ViT-GPT2
and 2xE-D models, as described in Sections 3.1, 3.2.1 and 3.2.2 respectively. Table 5.12
presents the performance of the submitted systems in a wide range of evaluation metrics,
as well as each submission’s rank among all submitted systems. Note that the submitted
systems were evaluated on the competition’s official test set, which is different than the
held-out test set used throughout this thesis. A mapping between the submission IDs (first

column) and the submitted models is provided in Table 5.13.

Tab. 5.12: Summary of the AUEB NLP Group’s submissions regarding the ImageCLEFmedical
2023 Caption Prediction task. The table contains each system’s performance on all
officially reported metrics.

AUEB NLP Group Submissions - Evaluation on All Metrics
ID || BERTscore | ROUGE | BLEURT| BLEU | METEOR | CIDEr | CLIPscore | Rank
cpl 0.6170 0.2130 0.2950 0.1692 0.0719 0.1466 0.8038 7
cp2 0.6147 0.2143 0.2877 0.1522 0.0695 0.1582 0.8059 10
cp3 0.6098 0.2188 0.2991 0.1919 0.0742 0.1447 0.7978 19
cp4 0.6064 0.2273 0.3048 0.2061 0.0789 0.1661 0.8025 27
cp5 0.6058 0.1884 0.2730 0.1222 0.0606 0.1275 0.8010 29
cpb 0.5960 0.2155 0.3050 | 0.2039 | 0.0807 0.1360 0.8043 35
cp7 0.5879 0.1708 0.2590 0.1340 0.0539 0.0815 0.7569 38
cp8 0.5629 0.1682 0.2793 | 0.1514 0.0655 0.0486 0.7602 51
cp9 0.5416 0.1682 0.2780 0.1322 0.0638 0.0388 0.7600 65

Tab. 5.13: A mapping between the submission IDs and the submitted system names regarding the
ImageCLEFmedical 2023 Caption Prediction task.

ImageCLEFmedical Caption 2023 - Submission IDs
ID System

cpl BART@CNN-RNN-bs3
cp2 Clinical BART@CNN-RNN-bs3
cp3 ClinicalT5@CNN-RNN-bs3
cp4 CNN-RNN-bs3

cp5 BART@CNN-RNN-bs5
cp6 CNN-RNN-bs5

cp7 BART@ViT-GPT2-bs5

cp8 ViT-GPT2-bs5

cp9 ViT-GPT2-bs3
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Conclusions & Future Work

6.1 Conclusions

This thesis addressed the task of biomedical image captioning, also referred to as Diagnostic
Captioning (DC). It is an open-ended text generation task, where the primary objective
is to support clinicians and medical professionals in their daily tasks by generating a
preliminary medical diagnosis that describes the medical condition shown in a given
radiology image. Diagnostic Captioning systems are developed with the intention of
assisting the diagnostic process, rather than replacing the doctors. A plethora of deep
learning methods were implemented throughout the course of this thesis. Typical image
captioning architectures like Show & Tell (CNN-RNN) or ViT-GPT2, which are based on
the encoder-decoder framework were developed. Furthermore, 2xE-D a novel method
that proposes a two-step captioning process was implemented. In the first step a set of
draft diagnostic captions is generated by any captioning model , while in the second step a
denoising component is used to correct the most common grammatical and syntactical
mistakes made by the original captioning model. In addition, following the expeditious
progress in the text generation domain, experiments with two well-established Vision-
Language models (VLMs), InstructBLIP and Flamingo, were conducted. The former is
a VLM able to follow arbitrary textual instructions during training (instruction-tuning),
allowing it to be flexible and adaptable to a series of text generation tasks. The latter is
a VLM with impressive in-context few-shot learning capabilities and is considered the
state-of-the-art in a wide range of zero-shot of few-shot multimodal tasks, while it also
achieves competitive performance when fine tuned on downstream tasks. Lastly, a novel
guided decoding algorithm aiming to enhance the accuracy of the generated radiology
reports by integrating the medical concepts associated with an image in the generation
process is proposed. The algorithm is incorporated in the beam search decoding process
and relies on statistical and qualitative insights derived from the dataset’s captions. In
conclusion, the rapid progress in the Natural Language Processing domain can lead to
more advanced Diagnostic Captioning systems. In this thesis, typical image captioning
architectures are implemented, state-of-the-art multimodal models are assessed, as well
as a novel guided decoding algorithm is proposed. A significant part of this thesis was
conducted in terms of AUEB NLP Group’s participation in the ImageCLEFmedical Caption
2023 competition, where the author served as the main contributor. Our group ranked 1%
in the Concept Detection and 3™ in the Caption Prediction task, among 10 and 13 research

groups respectively.
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6.2 Future Work

A research direction for future work in Diagnostic Captioning is the extensive experimen-
tation with multimodal in-context learning models and retrieval augmented generation
(RAG) pipelines. The performance of such pipelines relies significantly on two aspects;
the textual prompt passed to the model and the quality of the retrieval mechanism. Thus,
studying prompt engineering techniques can help in designing more effective prompts,
while considering more elaborate retrieval methods that provide the model with optimal
task-specific demonstrative examples is worth exploring. In addition, in the area of few-
shot captioning, besides the previously mentioned techniques that are also applicable, an
interesting research direction is the exploration of multimodal meta-learning methods.
Such methods attempt to bridge the gap between vision and language models by decom-
posing the training of the model into multiple sets of multimodal few-shot tasks [LCL19].
An intermediate trainable component, called “meta-mapper”, is employed in order to
efficiently leverage the pre-trained knowledge of both the vision and the language model.
Additionally, it enables swift adaptation to new tasks given only a few training examples
[NZW23]. Furthermore, another potential research direction is to open a constant commu-
nication channel with clinicians in order to provide insight in the evaluation process. The
current evaluation metrics are not optimal, especially for the biomedical domain. Thus,
incorporating clinicians in the evaluation procedure can potentially improve the quality
assessment methods. It also allows for the development of task-specific features that
address common issues observed in the generated captions, which may not be evident to
non-medical professionals. Finally, extensions of the DMM algorithm are also a potential
research task. Some key ideas include experimentation with tags predicted by a medical
classifier, as well as more elaborate ways to integrate the information obtained from the

tags in the decoding process.
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